prediction is that these phenomena will occur at exactly
that boundary, and nowhere else. Once we understand
enough about the way minds are implemented in brains (or
in full-scale AGI systems), we will be in a position to test
the predictions, because the predicted effects must occur at
the boundary if the prediction is to be confirmed.
Prediction 1: Blindsight. Some kinds of brain damage
cause the subject to experience ‘blindsight,” a condition in
which they report little or no conscious awareness of
certain visual stimuli, while at the same time showing that
they can act on the stimuli (Weiskrantz, 1986). The
prediction in this case is that some of the visual pathways
will be found to lie outside the scope of the analysis
mechanism, and that the ones outside will be precisely
those that, when spared after damage, allow visual
awareness without consciousness.

Prediction 2: New Qualia. If we were to build three sets
of new color receptors in the eyes, with sensitivity to three
bands in, say, the infrared spectrum, and if we also built
enough foreground wiring to supply the system with new
concept-atoms triggered by these receptors, this should
give rise to three new color qualia. After acclimatizing to
the new qualia, we could then swap connections on the old
colors and the new IR pathways, at a point that lies just
outside the scope of the analysis mechanism.

The prediction is that the two sets of color qualia will be
swapped in such a way that the new qualia will be
associated with the old visible-light colors. This will only
occur if the swap happens beyond the analysis mechanism.

If we subsequently remove all traces of the new IR
pathways outside the foreground (again, beyond the reach
of the analysis mechanism), then the old color qualia will
disappear and all that will remain will be the new qualia.

Finally, if we later reintroduce a set of three color
receptors and do the whole procedure again, we can bring
back the old color qualia, but only if we are careful: the
new receptors must trigger the foreground concept-atoms
previously used for the visible-light colors. If, on the other
hand, we completely remove all trace of the original
concept atoms, and instead create a new set, the system
will claim not to remember what the original qualia looked
like, and will tell you that the new set of colors appear to
have brand new qualia.

Prediction 3: Synaesthetic Qualia. Take the system
described above and arrange for a cello timbre to excite the
old concept-atoms that would have caused red qualia:
cello sounds will now cause the system to have a
disembodied feeling of redness.

Prediction 4: Mind Melds. Join two minds so that B has
access to the visual sensorium of A, using new concept-
atoms in B’s head to encode the incoming information
from A. B would say that she knew what A’s qualia were
like, because she would be experiencing new qualia. If, on
the other hand, the sensory stream from A is used to trigger
the old concept atoms in B, with no new atoms being
constructed inside B’s brain, B would say that A’s qualia
were the same as hers.
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Conclusion

The simplest explanation for consciousness is that the
various phenomena involved have an irreducible duality to
them. On the one hand, they are meta-explicable, because
we can understand that they are the result of a powerful
cognitive system using its analysis mechanism to probe
concepts that are beyond its reach. On the other hand, these
concepts deserve to be treated as the most immediate and
real objects in the universe, because they define the very
foundation of what it means for something to be real—and
as real things, they appear to have ineffable aspects to
them. Rather than try to resolve this duality by allowing
one interpretation to trump the other, it seems more
rational to conclude that both are true at the same time, and
that the subjective aspects of experience belong to a new
category of their own: they are real but inexplicable, and
no further scientific analysis of them will be able to
penetrate their essential nature.

According to this analysis, then, any computer designed
in such a way that it had the same problems with its
analysis mechanism as we humans do (arguably, any fully
sentient computer) would experience consciousness. We
could never “prove” this statement the way that we prove
things about other concepts, but that is part of what it
means to say that they have a special status—they are real,
but beyond analysis—and the only way to be consistent
about our interpretation of these phenomena is to say that,
insofar as we can say anything at all about consciousness,
we can be sure that the right kind of artificial general
intelligence would also experience it.
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Abstract

We elaborate on a potential resolution of the homunculus
fallacy that leads to a minimal and simple auto-associative
recurrent ‘reconstruction network’ architecture. We insist
on Hebbian constraint at each learning step executed in this
network. We find that the hidden internal model enables
searches for cause-effect relationships in the form of
autoregressive models under certain conditions. We discuss
the connection between hidden causes and Independent
Subspace Analysis. We speculate that conscious experience
is the result of competition between various learned hidden
models for spatio-temporal reconstruction of ongoing
effects of the detected hidden causes.

Introduction

The homunculus fallacy, an enigmatic point of artificial
general intelligence, has been formulated by many (see
e.g., Searle 1992). It says that representation is
meaningless without ‘making sense of it’, so the
representation needs an interpreter. Then it continues with
the questions: Where is this interpreter? What kind of
representation is it using? This line of thoughts leads to an
infinite regress. The problem is more than a philosophical
issue. We are afraid that any model of declarative memory
or a model of structures playing role in the formation of
declarative memory could be questioned by the kind of
arguments provided by the fallacy.

Our standpoint is that the paradox stems from vaguely
described procedure of ‘making sense’. The fallacy arises
by saying that the internal representation should make
sense. To the best of our knowledge, this formulation of
the fallacy has not been questioned except in our previous
works (see, Lorincz et al. (2002), and references therein).
We distinguish input and the representation of the input. In
our formulation, the ‘input makes sense’, if the
representation can produce an (almost) identical copy of it.
This is possible, if the network has experienced and
properly encoded similar inputs into the representation
previously.  According to our approach, the internal
representation interprets the input by (re)constructing it.
This view is very similar to that of MacKay (1956) who
emphasized analysis and synthesis in human thinking and
to Horn’s view (1977), who said that vision is inverse
graphics.
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In the next section, we build an architecture by starting
from an auto-associative network that has input and hidden
representation. We will insist on Hebbian learning for each
transformation, i.e., from input to representation and from
representation to reconstructed input, of the network. We
will have to introduce additional algorithms for proper
functioning and will end up with a network that searches
for cause-effect relationships. During this exercise we
remain within the domain of linear approximations. In the
discussion we provide an outlook to different extensions of
the network, including non-linear networks, and
probabilistic sparse spiking networks. The paper ends with
conclusions.

Making sense by reconstruction

We start from the assumption that the representation
‘makes sense’ of the input by producing a similar input.
Thus, steps of making sense are:

1. input > representation

2. representation = reconstructed input
If there is a good agreement between the input and the
reconstructed input then the representation is appropriate
and the input ‘makes sense’. Observe that in this construct
there is no place for another interpreter, unless it also has
access to the input. However, there is place for a hierarchy,
because the representation can serve as the input of other
reconstruction networks that may integrate information
from different sources. A linear reconstruction network is
shown in Fig. 1. We note that if the model recalls a
representation, then it can produce a reconstructed input in
the absence of any real input.

First, we shall deal with static inputs. Then we consider
inputs that may change in time.

The Case of Static Inputs

We start from the constraints on the representation to
reconstructed input transformation. The case depicted in
Fig. 1 corresponds to Points 1 and 2 as described above.
However, it requires a slight modification, because we

Copyright © 2008, The Second Conference on Artificial General
Intelligence (agi-09.org). All rights reserved.



need to compare the input and the reconstructed input. This
modification is shown in Fig. 2.

Figure 1. x € R™: We say that input layer has n neurons.
The activity of the " neuron is x; h € R™: there are n
neurons in the hidden representation layer. W & R"*™:
input-to-representation, or bottom-up (BU)
transformation. W;; is the i th element of matrix W:
‘synapse’ or weight from neuron j to neuron i. y € R":
there are n neurons in the reconstructed input layer.
M e R"*": top-down (TD) transformation.

3

Input = € R" is compared with the reconstructed input
y € R" and produces the reconstruction error e € R".
Then, reconstruction error can be used to correct the
representation. It is processed by bottom-up (BU) matrix
W e R"™™ and updates the representation h € R™.
Representation is processed by top-down (TD) matrix

M e R"*"to produce the reconstructed input. The
relaxation dynamics is:
h(t + At) = T h(t) + W(x(t) — Mh(t)) 1)

h(t) =~

/t exp(—WM(t — 7)) Waz(r)dr (2)

Note that update (1) requires a recurrent synapse system
that represents the identity matrix / to add h(t) to the
update W (x(t) — Mh(t)) at time ¢+ 1. We will come
back to this point later.

Equation (2) is stable if WM >0 (WM is positive
definite). Then the architecture solves equation © = M©h
for h, so it effectively computes the (pseudo-)inverse,
provided that the input is steady. Even for steady input,
condition W M > 0 should be fulfilled, so we have to train
matrix M. Training aims to reduce the reconstruction error
and we get cost function J(M) = 13", [x(t) — Mh(t)|?
and then the on-line tuning rule:
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AM ox z(t)h(t) 3)

where apostrophe denotes and

=(t) = x(t) — y(t) (= (t) — Mh(t)).

transpose

I

X
£ o)

3

Figure 2. = € R™ the input layer receives inhibitory
(negative) feedback from the reconstructed input and
becomes a comparator. The input layer holds the
reconstruction error . Arrow with solid circle: additive

inhibition.

We have to modify Fig. 2 to make this learning rule
Hebbian (Fig. 3):

Figure 3. Hebbian training for TD matrix M (Eq. (3)).

Clearly, training of matrix M stops if M = W ~!, which
includes the trivial solution, M = W = I. Condition
W@ > 0 is satisfied. The situation is somewhat more
delicate if input may change by time. We treat this case
below.



The Case of Inputs that Change by Time

If inputs change by time, then we can not reconstruct them,
because of two reasons (i) there are delays in the
reconstruction loop and (ii) the network may need
considerable relaxation time if matrix (2 is not properly
tuned. We have to include predictive approximations to
overcome these obstacles.

First, we introduce a predictive model. Second, we
discover problems with Hebbian learning that we
overcome by means of the representation. New Hebbian
problems will constrain us that we solve by another
rearrangement of the network.

-

H

Ht+1)=x(t+1) ~Ax(?) o

x(t++1)

x(t+1)

x(t+1) T

Figure 4. Hebbian learning for predictive matrix .

For the sake of simplicity, we assume that the input is a
first order autoregressive model (AR(1)):
z(t+1)= Hzx(t) +n(t) 4)
where HI € R™*" and its largest eigenvalue is smaller than
1 (for stability) and n € R" is the driving noise having

normal distribution. Our approximations are A for matrix
H, and & for input estimation, i.e., we estimate x(t + 1) as

B(t+1) = Ha(t) (5)
and the estimation error is
e(t+1)=a+1)—a(t+1) (6)

and ¢ is our estimation for noise n. Our cost function is
J((H)) = 3|a(t+1) — Hax(t +1)|* that leads to the
Hebbian training rule:

AH o e(t 4 1)a(t) O

The network that can realize Eq. (7) is shown in Fig. 4.

The network in Fig. 4 works as follows. Input x(t) arrives
to the two input layers and starts to propagate through
matrix H. At the next time instant input x(t + 1) arrives
and the propagated input is subtracted, so we have
activities =(t + 1) = a(t + 1) — I{x(t) on the output end
of matrix /T and the synapses were traversed by x(t),
satisfying the constraints of rule (7).
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There is a problem with the network of Fig. 4: we can not
ensure identical inputs at different layers. This problem can
be solved if we insert this new network into our previous
two-layer architecture (Fig. 3). Having done this, for time
varying inputs Eq. (3) assumes the form

AM x =(t + 1)h(t)’ (8)
As we shall see, Eq. (8) enables the learning of a hidden
model.

Two layer network with hidden predictive matrix. We
add a predictive model (matrix F € R"™ ") to the
representation layer; it replaces the identity matrix / as
required by non-steady inputs (Fig. 5). Now, we examine
how this matrix could be trained.

Equation M = W ! still holds, provided that matrix F —
our estimated model — can compensate for the temporal
changes. The model at the representation layer is:

h(t+1) = Fh(t) + np(t + 1), 9)
where according to our notations, noise rny should be an
estimation of Wn.

F

v
h(t+1)=Fh(t)+ n,(t+1)

M
W

e(t+1)=x(t+1) —Mh(r) @&

x(t+1)

Figure 5: Representation with predictive model.

The question we have is whether we can learn a non-
inhibitory prdictive matrix /' by Hebbian means or not.
Although we can learn predictive matrices, see, e.g.,
Eq. (7), but they would work as comparators.

For model learning, the same trick does not work, we need
other means. Our simple structure can be saved if we
assume two-phase operation. It is important that two-phase
operation fits neuronal networks (Buzsaki, 1989), so we
are allowed to use this trick. We assume that x(¢) and
e(t + 1) are transferred in Phase I and Phase II respectively
by bottom-up matrix W. Under this condition, training of
predictive matrix F' can be accomplished in Phase II: in



Phase II, the output of matrix is FWux(t), whereas it
experiences input Wz (¢ + 1). The same quantities emerge
when considering cost J(F) = |h(t + 1) — Fh(t)[% ie.,
the squared error ny(t) at time £. Note, however, that
training of matrix F is supervised and so matrix F' can
play an additive role.

Discussion

The resolution of the homunculus fallacy has been
suggested in our previous works (see, e.g., Lorincz et al.
(2002), and references therein). Here we elaborated that
work by more rigorous considerations on Hebbian
learning. We were led to a simple network that provides
further insights into the ‘making sense’ process:

(1) The network discovers two components: (i) a
deterministic process characterized by the predictive
matrix and (ii) the driving noise of this deterministic
process. One may say that the network discovers the causes
(the driving noises) and the effects (the deterministic
evolution of the driving noises).

(2) The network builds up an internal model that can run
without input. Assume that the network runs for % steps on
its own

h(t+ k) = F*h(t) (10)

and then it compares the result with the input k steps later:

st + k) = a(t+ k) — MA(t+F) (11)
If the disagreement between the two quantities is small (if
zi(t + k) that appears at the input layer is small), then the
input process ‘makes sense’ according to what has been
learned.

We note for the sake of arguments on consciousness that if
the network runs for k time steps, then — according to the
dimensional constraints — the network can be increased up
to k pieces of parallel running temporal processes, each of
them trying to reconstruct the input during the whole %
time step history. The pseudo-inverse method is suitable to
select the sub-network with the smallest reconstruction
error over the k time steps. This sub-network makes the
most sense according to history.

(3) The same predictive network can be used for replaying
temporal sequences, provided that the starting hidden
representation is saved somewhere.

The novelty of this work comes from the examination of
Hebbian constraints on reconstruction networks. Neural
networks with reconstruction capabilities, however, are not
new; there is long history of such networks.
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Other works starting from similar thoughts

There are many network models that have similar
structure. These networks are typically more complex than
the simple/minimal linear autoregressive network that we
described here. There are similar networks that aim to
model real neuronal architectures. The literature is huge;
we can list only some of the most prominent works.

To our best knowledge, the first neocortex related
reconstruction network model that suggested approximate
pseudo-inverse computation for information processing
between neocortical areas was published by Kawato et al.,
(1993). It was called the forward-inverse model and
modeled the reciprocal connections between visual
neocortical areas. The motivation of the model was to
connect regularization theories of computational vision
(Poggio et al., 1985, Ballard et al., 1983) to neocortical
structure and explain how multiple visual cortical areas are
integrated to allow coherent scene perception. The
computational model of the neocortex was extended by
Rao and Ballard (Rao and Ballard, 1997, Rao and Ballard,
1999), who suggested that neocortical sensory processing
occurs in a hierarchy of Kalman filters. The Kalman filter
model extends previous works into the temporal domain.

Non-linear extensions include the so called recurrent
neural networks that have non-linear recurrent collaterals
at the representation layer. For a review on recurrent neural
networks, see Jacobsson (2005). A particular recurrent
network model with hidden layer is called Echo State
Network (ESN, Jaeger, 2003). ESN — unlike to most
models — is non-linear with strictly Hebbian learning. It
does not assume two-phase operation. It is made efficient
by a huge random recurrent network that forms the internal
representation.

Another type of networks with reconstruction flavor
belongs to stochastic networks and is called generative
model (see, e.g., (Hinton, 2007). An attempt that connects
generative models with two phase operation appeared early
(Hinton, 1995), but without details on Hebbian constraints.

The Kalman filter model and the generative network model
are the close relatives of the minimal architecture that we
described here. They are more sophisticated, but Hebbian
learning is so strict as in our minimal model.

Extensions of reconstruction networks

The role of the bottom-up matrix. It is intriguing that
Hebbian learning did not provide constraints for the
bottom-up matrix. Our proposal, that hidden models
discover cause-effect relationships (see point (1) above),
leads to the thought that the role of the bottom-up matrix is
to help searches for causes. Causes — by definition — are
independent, so we have to look for independent sources.



This route is relevant if the noise is not normal, which the
typical case for natural sources is. If non-normal sources
are hidden and only their mixture is observed, then
observed distribution may approximate a normal
distribution, because of the d-central limit theorem. Then
the following situation is achieved:

1. Deterministic prediction can be subtracted from
the observation under the assumption that the
driving noise is close to normal distribution

2. Independent sources can be estimated by
independent subspace analysis (see, e.g., Cardoso
(1998), Hyvarinen and Hoyer (2000)). For a
review, see Szabd et al. (2007).

3. The autoregressive processes in the independent
subspaces can be learnt by supervisory training
that overcomes the problem of non-normal
distributions. We note: (a) the least mean square
approach that we applied fits the normal
distribution, (b) higher order autoregressive
processes with moving averages can also be
included into the representation (Szabo et. al,
2007, Poczos et. al, 2007), although it is not yet
known how to admit Hebbian constraints.

4. Tt is unclear if Independent Subspace Analysis can
be performed by Hebbian means or not. Efforts to
find strictly Hebbian methods for the whole loop
including the independent subspace analysis are in
progress (Ldrincz et al., 2008a).

The search for cause-effect dependencies can be related to
the Infomax concept (Barlow, 1961, Linsker, 1988, Atick
and Redlich, 1992, Bell and Sejnowski, 1995, Linsker,
1997), because upon removing the temporal process, the
search for the independent causes is analogous to the
Infomax concept (Cardoso, 1997). However, the reasoning
is different; here, the aim of independent subspace analysis
is to find the causes that drive deterministic processes.

Extensions of this simple architecture to ARMA(p,q)
processes (Poczos et al., 2007), non-linear extensions
(Jaeger, 2003), extensions with control and reinforcement
learning (Szita and Lérincz, 2004, Szita et al., 2006) are
possible. Overcomplete probabilistic sparse spiking
extension of the reconstruction architecture has also been
suggested (Lorincz et al., 2008b) and this direction has
promises for biologically plausible probabilistic spatio-
temporal extensions of the ‘making sense procedure’ under
Hebbian constraints.

Outlook to a potential model for consciousness. It has
been mentioned before that if the model runs without input
for k steps, then the number of models can be multiplied by
k, because the pseudo-inverse method can select the best
candidate. There is a cost to pay: the best process can not
be switched off arbitrarily often, it should be the best

130

candidate that reconstructs k time steps. Such competition
between models to represent the sensory information may
explain certain aspects of consciousness, including rivalry
situations, when perception is changing steadily, whereas
the sensory information is steady.

Conclusions

We have shown that under Hebbian constraints, the
resolution of the homunculus fallacy leads to a particular
reconstruction network. The network is potentially the
simplest in its structure, but not in its functioning: (i) it has
a bottom-up, a top-down, and a predictive network, and it
is linear, but (ii) it works in two separate phases.

We have shown that the emerging network turns the
philosophical infinite regress into a finite loop structure
and this finite loop uncovers hidden cause-effect
relationships. This is one way to interpret the making sense
procedure of the ‘homunculus’. The representation
produces the next expected input from time-to-time and
computes the difference between the input and this
expected reconstructed input. We say that the input makes
sense, if this difference is within the range of the expected
noise. Also, the network can run by itself as required if
inputs are missing.

We have found that constraints arising from the resolution
of the fallacy leave the form of the bottom-up network
open. However, the reconstruction network uncovers
hidden deterministic processes and estimates the driving
noise, the hidden causes. Causes are independent ‘by
definition’, so the network should work better if the
bottom-up transformation is trained on the estimated noise
according to Independent Subspace Analysis (ISA), which
is provably non-combinatorial under certain circumstances
(Péczos et al., 2007, Szabd et al., 2007). The concept of
finding causes that drive deterministic processes leads to
and takes advantage of a relative of ISA, the so called
Infomax concept, which has been developed for modeling
sensory information processing in the brain (Barlow 1961,
Linsker 1988).

We have speculated that competing models in
reconstruction networks may provide a simple explanation
for certain features of consciousness. This speculation can
be taken further: the model hints that conscious experience
may emerge as the result of distributed and self-
orchestrated competition amongst predictive models to
reconstruct their common inputs over longer time intervals.
This line of thoughts suggests to seek not (only) the
conductor of the orchestra (see, e.g., Crick and Koch,
2005), but the distributed selection algorithm triggered by
unexpected independent causes as disclosed by
reconstruction errors of competing reconstruction models.
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Abstract

The Turing test was originally conceived by Alan Turing [20] to
determine if a machine had achieved human-level intelligence.
Although no longer taken as a comprehensive measure of human
intelligence, passing the Turing test remains an interesting
challenge as evidenced by the still unclaimed Loebner prize[7], a
high profile prize for the first Al to pass a Turing style test. In this
paper, we sketch the development of an artificial “Turing judge”
capable of critically evaluating the likelihood that a stream of
discourse was generated by a human or a computer. The
knowledge our judge uses to make the assessment comes from a
model of human lexical semantic memory known as latent
semantic analysis[9]. We provide empirical evidence that our
implemented judge is capable of distinguishing between human
and computer generated language from the Loebner Turing test
competition with a degree of success similar to human judges.
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Introduction

Even before the formal birth of Artificial Intelligence (Al),
it was believed by some that computers would achieve
human-level intelligence within a relatively short time, so
it was essential to devise a test to determine exactly when
this milestone had been reached. To this end, Alan Turing
[20] proposed the Turing test as one means of evaluating
the intelligence of an artificial entity. In essence, he
proposed that a computer could be deemed intelligent if it
could believably mimic human communication.
Specifically, he proposed a guessing game, played by a
human confederate, an artificial entity, and — central to this
paper - a judge. Without knowing their true identities, the
judge would converse with both the confederate and the
artificial entity. If the judge was unable to systematically
identify which of the two was human, the artificial entity
would be said to be intelligent.
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Although the classic Turing test is no longer seen as an
acceptable measure of human intelligence[18][17] , it
remains an excellent and incredibly difficult test of
language mastery. It can also serve as a valid test of agent
believability where the standard may only be to mimic
human behaviour [15]. Currently, the annual Loebner
competition[7] the most renowned forum for attempts at
passing the Turing test, has set a more modest threshold for
intelligence than the Turing test: only 30% of the judges
need to make incorrect attributions of human intelligence
for an attribution of intelligence to be made. Nevertheless,
this achievement has yet to be accomplished.

This paper will focus on the oft-forgotten third party of the
Turing test: the Turing judge. Since it is the objective of
the judge to make the determination of whether the
intelligence is human or artificial, the task of implementing
an artificial judge is simpler than that of creating a
artificial contestant — a test of language recognition and
understanding, not generation.

The applications of a language judge are many, both within
and outside the context of the Turing test. Within the
context of the Turing test, we argue that improved Als
would benefit from a component which evaluates the
quality of a generated reply. Our argument to this effect is
derived in part from evidence within the cognitive
psychology and cognitive science literatures indicating that
humans employ some form of critic themselves during
sentence comprehension and generation — ““a reader tries to
digest each piece of text as he encounters it” [22, p. 16].
As one salient example, the manner in which humans
process ‘garden path’ sentences[4] whose latter portions do
not conform to the interpretation typically expected by the
former portion (e.g., the cotton clothing is made of is
grown in the South) suggests that we evaluate likely
sentence meaning continuously as we read a sentence.



Outside the context of the Turing test, multiple alternative
applications abound: evaluation of the quality of student
essays[10][19] identification of human versus computer
generated on-line forum posts, e-mails, and other forms of
web traffic, and the development of security software
designed to segregate typical human computer interactions
versus automated intrusion attempts.

We have undertaken a principled approach to the
development of the first generation of our Turing judge.
Our approach draws its inspiration from the early
development of artificial intelligence (e.g., Newell &
Simon, 1956), which is currently embodied to some extent
within the interdisciplinary realm of cognitive science: we
aim to advance Al in part through our understanding of
human intelligence. Further discussion of this issue awaits
later in the paper, but this fact is worthy of emphasis for
two reasons: first, it highlights the benefits of a
multidisciplinary approach to tackling general Al issues.
Second, we wish to explicitly acknowledge that although
the “human computer” has been honed over millions of
years of evolution, it is clearly lacking in many regards.
Future collaborative efforts integrating more non-human
approaches in the development of improved Turing judges
would therefore be most welcome.

The Turing Judge

The fundamental goal of the Turing judge is to ascertain
whether a sentence or passage of text was generated by a
human or not. The passage could be evaluated on multiple
dimensions: grammaticality (e.g., he throws the ball vs. he
throw the ball), meaningfulness of content (e.g., colorless
green ideas sleep furiously [2]), relatedness of content to
previously discussed content, and so on. Vast literatures
and many complex issues surround each of these topics. In
developing our first model, we have focused our efforts on
two of these issues: assessing the meaningfulness and
relatedness of semantic content. These issues in particular
seem to be the most fundamentally challenging and
relevant to Als currently being developed to pass the
Turing test, as a common strategy in recent years been to
simply select a pre-programmed response to a given
question from amongst a database of sentences recorded
from humans [23].

For the judge to appropriately evaluate the passage of text,
it must be supplied with some knowledge of human
discourse. To address this issue, we turned to the literature
examining the derivation of lexical semantic knowledge
(i.e., the derivation of a word’s meaning) from how words
co-occur within large samples of natural language (corpora
of written text). Numerous computational models have
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been developed aimed at extracting different components
of structure from within text, and these models have shown
considerable success at accounting for a wide variety of
comprehension phenomena. Examples include: assessing
the correctness of word order in a section of text [24] and
comprehending metaphors [25] among others.

When selecting a particular word co-occurrence model to
employ in our judge, two main forces came into play. The
first was a model’s performance on conversational tasks
similar to those a Turing judge might encounter, and the
second was the degree to which the model tends to perform
well across a wide variety of tasks. Space constraints
prevent a detailed discussion of these issues here, but they
are expounded in [3]. It suffices to say that consideration
of these issues led us to select the Latent Semantic
Analysis (LSA [8]) model for use in our Turing judge. It
chronologically predates most other models and has been
tested in the most diverse set of tasks. It has performed
well in most tasks and has been adopted as the de facto
benchmark model when comparing the performance of
newer models. LSA also has the tangential benefit of
being debatably the most well known and easy-to-
implement of these models, which should facilitate both
the comprehension of the present work, and the execution
of future investigations.

Overview of LSA

LSA [8] is a corpus-based statistical method for generating
representations that capture aspects of word meaning based
on the contexts in which words co-occur. In LSA, the text
corpus is first converted into a word X passage matrix,
where the passages can be any unit of text (e.g., sentence,
paragraph, essay). The elements of the matrix are the
frequencies of each target word in each passage (see Figure
1). The element values are typically re-weighted, following

a specific mathematical transformation (e.g., log
transform) to  compensate for  disproportionate
contributions from high-frequency words. The entire

matrix is then submitted to singular value decomposition
(SVD), the purpose of which is to abstract a lower
dimensional (e.g., 300 dimensions) meaning space in
which each word is represented as a vector in this
compressed space. In addition to computational efficiency,
this smaller matrix tends to better emphasize the
similarities amongst words. Following the generation of
this compressed matrix, representations of existing or new
passages can be generated as the average vectors of the
words the passage contains.

Methods



Our implemented Turing judge used an LSA memory
model to assess the meaningfulness and relatedness of
discourse. The discourse used at test was from previous
attempts at the Loebner competition, so as to determine
whether the model can accurately distinguish human
generated and computer generated responses.  Our
hypothesis was that human judges use (at least in part) a
measure of the semantic relatedness of an answer to a
question to spot the computers, so a model which has these
strengths should perform fairly well.

LSA Training

The first step in building an LSA model is to select the text
database from which the word matrix will be built.
Selecting appropriate training data presents a challenge as
the questions posed in the Turing test are completely open
ended and can be about any topic. As with many machine
learning algorithms, the quality of the semantic
representations generated by the LSA model often comes
down to a question of quantity versus quality of training
data. Ultimately, Wikipedia was chosen due to the online
encyclopaedia’s aim of providing a comprehensive
knowledgebase of virtually all aspects of human
knowledge, and for its similarity to the training corpora
typically used to train word co-occurrence models. It was
hoped that the large volume of information in the
Wikipedia corpus would compensate for the lack of
question and answer style dialogue (as is present in the
Live Journal website), although we intend to revisit the
trade-offs associated with each of these alternatives in the
future.

The entire June 2005 version of Wikipedia was used as a
training set for our instantiation of LSA. This corpus
contained approximately 120 million words stored in
approximately 800 000 unique articles. Each article was
pre-processed to remove all of its html and Wikipedia
mark-up, so as to generate a “what you see is what you
get” version of the database from which LSA could learn.
These articles were further stripped of all of their non-
alphanumeric characters, all words were converted to
lowercase, and function words such as ‘the’ and ‘that’ were
trimmed because their high frequency (“the” occurs about
once every ten words in the average English sentence) and
low meaning content tend to detract from LSA’s
performance.

To illustrate the judging process, consider how the judge
would evaluate the similarity of the question “The humans
built what?” relative to the responses ‘“The humans built
the Cylons” and “They built the Galactica and the vipers”,
in the case where the judge had access to the simplified
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LSA memory model outlined in Table 1 (this example
matrix forgoes the SVD compression of the matrix for ease

Al. Humans built the Cylons to make their lives easier.
A2.The Cylons did not like doing work for the humans.
A3.In a surprise attack, the Cylons destroyed the humans that built them.

A4.The Cylons were built by humans to do arduous work.

B1. Some survivors escaped and fled on the Galactica.

B2. The Galactica protected the survivors using its Viper attack ships.
B3. The Cylons were no match for a Viper flown by one of the survivors.
B4. A Viper flown by one of the survivors found Earth and led the

Galactica there.

Al A2 A3 A4 Bl B2 B3 B4
built 1 1 1
cylons 1 1 1 1 1
humans 1 1 1
a 1 1 1
galactica 1 1 1
survivors 1 1 1 1
viper 1 1 1

Table 1. Simplified LSA representation for the eight sentences listed
above. Each column represents a sentence, and each row represents how
frequently each word occurred in that sentence. In this example, words
which did not occur at least three times across all sentences and the entry
This
matrix has also not been subject to singular value decomposition so as to
render it more conceptually straightforward to interpret, although this
procedure would be applied in the full model. Note that although LSA
has no other knowledge about the world, it nevertheless captures the fact

for the function word ‘the’ have been removed from the table.

that (‘humans’, ‘built’, and ‘cylons’), and (‘galactica’, ‘survivors’,
and’viper’) form clusters of meaningfully related knowledge, and that

these clusters are largely separated from one another.

of interpretation, but this transformation would be applied
in the full version of the model). First, it would combine
the vector representations of each of words (i.e., the rows
from the matrix) in each sentence to form a vector
representing the combined meaning of each of these
words. Ignoring words not present in LSA’s memory, the
question vector vq would be equal to (Vhyman + Vbuila), and
the answer vectors v,; and v,, would be equal to (Vhyman +
Vbuild + chlon) and (Vbuilt + Vgalactica + Vviper) respectively.
Note that all of the component vectors which make up vq
and v, point in roughly the same direction in LSA’s
memory space (the human-building-cylon region), whereas
the component vectors in v, tend to point to a different
region of space than the question vector (the survivors-
with-vipers-on-galactica region). Consequently, vq and vy
would have a higher cosine value, and v, would be
considered the better or more “human’ answer.

LSA Turing Judge Performance

We aimed to evaluate the similarity between the Judge’s
questions relative to both the Al and the human answers in



previous Loebner prize conversations. To do so, we first
compiled each conversation into question and answer
pairs: the judge’s question followed by the answer of the
conversational agent. Our artificial judge then queried the
LSA model and had it return the high-dimensional memory
vector corresponding to each word in each of the questions
and answers. The vectors for the words comprising the
questions and answers were then separately conflated to
derive a separate representation of the question and the
answer in the high-dimensional memory space provided by
LSA. The cosine similarity of these vectors was then
calculated and used as the metric for the “humanness” of
the human or Al agent in question.

Our hypothesis was that a human agent, by virtue of their
better overall conversation ability, would have higher
semantic similarity with the human judge’s question than
any of the artificial agents. Furthermore, we hypothesized
that our LSA judge would employ a metric similar to
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Figure 1. The artificial Turing judge’s “humanness” rating for
both the human agent (black bar) and the artificial agents (white
bars; Ali 2 Alice, Eug = Eugene, Jab = Jabberwacky, Ton 2>
Toni).
conflated LSA vector similarity for all of the words in the

question relative to all of the words in the answer. Error bars

“Humanness” was operationalized as the cosine of the

are the standard error of the mean. Statistically significant
differences between the human agent and the artificial agents are
denoted with stars (see text for details). With the exception of
ALICE, humans scored significantly higher than the artificial

agents.

human judges in assessing whether the agent was a human
or not. Consequently, the rank ordering of the different
agents provided by our artificial judge should correspond

1
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with those of the human judges. To assess the validity of

these hypotheses, we used our judge to evaluate the

humanness of the artificial and human agent discourse with

the human Turing judge from the 2005 Loebner

competition. There were approximately 35 question-

answer pairs tested for each of the Als, and 135 question-

answer pairs tested for the humans; humans having more

data points because they participated along with each Al in

each run of the Turing test.

Results

Based on the process outlined above, our artificial Turing
judge generated a ‘humanness’ rating for the human and
artificial intelligences and these are reported in Figure 1.
As predicted, humans were rated as most “human” by our
judge, with each of the artificial agents showing lower
performance relative to actual humans. We subjected the
humanness ratings to one-way analysis of variance
(ANOVA), and pair-wise t-tests' of the human agent
against all of the artificial agents. A significance threshold

of p = .05 was used in all analyses. These analyses
Artificial | Human Human Human Human
Judge Judge 1 Judge 2 Judge 3 Judge 4
Hum (20) | Hum(77) | Hum (75) Hum (79) Hum (88)
Ali (.17) Jab (40) Eug (40) Eug (45) Eug (30)
Eug (.12) Eug (35) Ton (30) Jab (20) Ali (10)
Jab (.10) Ton (10) Ali (20) Ton (15) Jab (8)
Ton (.07) Ali (9) Eug (10) Ali (5) Ton (2)

Table 2. Rank orderings and performance scores of the different
artificial agents as determined by our artificial Turing judge and
the four human judges who evaluated the agents during the
Loebner competition.  Note both the similarity between our
artificial judge’s ratings and those of the fourth human judge (both
in italics), and the substantial variability in the rank orderings of
the different agents by the different human judges (Hum = Human,

Eug 2 Eugene, Jab 2 Jabberwacky, Ton 2 Toni).

indicated significant overall differences between the
conditions (F(4,262) = 2.7), and the pair-wise t-tests
indicated that the human agent was rated as significantly
more human than all of the Als except for ALICE (Human
vs. ALICE #(88.6) = 1.6; Human vs. EUGENE #(142.8) =

Given that large differences in the variability of the humanness
ratings for the different agents, equal variance was not
assumed when running the t-tests; hence, a separate
estimate of each condition’s variance and adjusted degrees of
freedom was used to compensate for violating the t-test's
homogeneity of variance assumption.



2.7; Human vs. JabberWacky #(157.6) = 3.4; Human vs.
Tony #(157.1) = 4.5).

To further assess the performance of our artificial Turing
judge, we investigated how well our judge’s approximation
compared to the humanness metric used by actual human
judges. To do so, we compared the ordinal rank orderings
of the artificial agents in terms of humanness as
determined by our artificial Turing judge against the
ordinal rank orderings generated by the human judges
during the Loebner competition. These data are presented
in Table 2.  First, on a qualitative level our artificial
judge’s rank orderings (first column) are quite similar to
those of the fourth human judge (the two top rated agents
being interchanged across the two judges). Second, there
is considerable variability in the rank ordering of the
different agents across the different judges.

More formally, we examined the correlations amongst the
raw scores provided by each of the judges so as to
determine the average consistency across the different
judges. These analyses showed that there are significant
differences in terms of the average correlation amongst the
human judges (mean correlation = .83, SE = .045) and
amongst each of the human judges and the artificial judge
(mean correlation = .59, SE = .06), t(8) = 3.34. Thus, in
the details there is clearly room for improvement in our
artificial judge, primarily in terms of rating humans as
being vastly more “human” than their Al counterparts.
Nevertheless, our mean human judge versus artificial judge
correlation of .59 is quite substantial (reaching a maximum
of .76 amongst the artificial judge and the fourth human
judge), and provides at least modest support for the
conceptual validity of our approach.

Discussion

This work demonstrates that an artificial Turing judge with
access to lexical semantic representations such as those
derived by LSA is capable of distinguishing human and
computer generated conversation agents with a high degree
of accuracy. This test bodes well for semantic detectors as
a key component of a more comprehensive artificial Turing
judge capable of making more robust and sensitive
discriminations. Moreover, the failing of most artificial
agents to achieve “human” level semantic similarity
amongst the question and responses indicates that
enhancing the meaningfulness and relatedness of the
answers artificial agents provide to questions they are
posed warrants substantial attention by Al researchers
interested in the Turing test and related issues.
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Despite our model’s success, we note several means in
which it could be enhanced. For instance, it has yet to be
determined whether LSA represents the best knowledge
base for the Turing judge to probe when evaluating the
humanness of a sentence, nor whether the usage of the
cosine is the best metric for assessing the similarity of the
content of two passages of text (see [26] for discussion).
Furthermore, there are clearly many other dimensions of
humanness of a text passage which the current judge
ignores (e.g., grammaticality). Framed in a broader
context, we view the present work as demonstrating the
validity and potential of an artificial Turing judge and the
importance semantic knowledge plays in assessing
‘humanness’. Nevertheless, there is much which remains
unexplored in developing this oft-neglected subcomponent
of the Turing test.

Next steps will include a comparison of the current critic
trained on Wikipedia with a second critic trained on Live
Journal conversations to determine if the conversational
style corpus helps in a conversational critic. Live journal
offers interesting potential for Turing judges. Since the
data is organized by the on-line persona which authored
the text, we have an excellent opportunity to train
algorithms which also exhibit certain personalities. Each
persona contains an accessible description of its author’s
personality along with a keyword list of user interests.
Using these lists, it is quite feasible to train an algorithm
with personas interested in a particular topic. For example,
we could train algorithms from personas interested in
anthropology, computers, or swimming, and in theory, the
algorithms may learn more from these areas than others.

Conclusion

Ultimately, for any system to perform the Turing test at a
high level it will have to combine information from a
variety of sources, and choose among a number of
potential responses supported by these sources. Some
form of internal judge or critic could be critical in this
regard.  The current research is the first stage in an
interdisciplinary project designed to model human
cognition. As we improve our techniques to more human-
level computer interaction, we will also need to consider
our methods for assessing those techniques.  Self-
evaluation processes are likely critical to efficient human
performance in a wide range of problem solving contexts.
The Turing test provides a clearly defined context in which
to create and test such self-evaluation processes, and
modelling the judge seems to us to be a very reasonable
starting point in this regard, and a useful task in its own
right.
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Abstract

Human beings have an apparently innate ability to seg-
ment continuous audio speech into words, and that abil-
ity is present in infants as young as 8 months old. This
propensity towards audio segmentation seems to lay the
groundwork for language learning. To artificially repro-
duce this ability would be both practically useful and
theoretically enlightening. In this paper we propose an
algorithm for the unsupervised segmentation of audio
speech, based on the Voting Experts (VE) algorithm,
which was originally designed to segment sequences of
discrete tokens into categorical episodes. We demon-
strate that our procedure is capable of inducing breaks
with an accuracy substantially greater than chance, and
suggest possible avenues of exploration to further in-
crease the segmentation quality.

Introduction

Human beings have an apparently innate ability to seg-
ment continuous spoken speech into words, and that abil-
ity is present in infants as young as 8§ months old (Saffran,
Aslin, & Newport 1996). Presumably, the language learn-
ing process begins with learning which utterances are to-
kens of the language and which are not. Several experi-
ments have shown that this segmentation is performed in an
unsupervised manner, without requiring any external cues
about where the breaks should go (Saffran, Aslin, & New-
port 1996)(Saffran et al. 1999). Furthermore, Saffran and
others have suggested that humans use statistical properties
of the audio stream to induce segmentation. This paper pro-
poses a method for the unsupervised segmentation of spoken
speech, based on an algorithm designed to segment discrete
time series into meaningful episodes. The ability to learn
to segment audio speech is useful in and of itself, but also
opens up doorways for the exploration of more natural and
human-like language learning.

Paul Cohen has suggested an unsupervised algorithm
called Voting Experts (VE) that uses the information theo-
retical properties of internal and boundary entropy to seg-
ment discrete time series into categorical episodes (Cohen,
Adams, & Heeringa 2007). VE has previously demonstrated,
among other things, the ability to accurately segment plain
text that has had the spaces and punctuation removed. In this

Copyright (© 2008, The Second Conference on Artificial General
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138

paper we extend VE to work on audio data. The extension is
not a trivial or straightforward one, since VE was designed
to work on sequences of discrete tokens and audio speech is
continuous and real valued.

Additionally, it is difficult to evaluate an algorithm that
tries to find logical breaks in audio streams. In continu-
ous speech, the exact boundary between phonemes or be-
tween words is often indeterminate. Furthermore, there are
no available audio datasets with all logical breaks labeled,
and given an audio stream it is unclear where all the logical
breaks even are. What counts as a logical break? It is dif-
ficult to quantify the level of granularity with which human
beings break an audio stream, and more so to specify the
limits of any rational segmentation. This paper describes a
method to address these problems.

Our results show that we are able to segment audio
sequences with accuracy significantly better than chance.
However, given the limitations already described, we are
still not at a point to speak to the objective quality of the

segmentation.
Related Work

Our work is directly inspired by the psychological studies
of audio segmentation in human beings (Saffran, Aslin, &
Newport 1996)(Saffran et al. 1999)(Saffran et al. 1997).
These studies show us that the unsupervised segmentation
of natural language is possible, and does not require pro-
hibitively long exposure to the audio. However, these studies
do little to direct us towards a functioning algorithm capable
of such a feat.

Conversely, there are several related algorithms capa-
ble of segmenting categorical time series into episodes
(Magerman & Marcus 1990)(Kempe 1999)(Hafer & Weiss
1974)(de Marcken 1995)(Creutz 2003)(Brent 1999)(Ando
& Lee 2000). But these are typically supervised algorithms,
or not specifically suited for segmentation. In fact, many
of them have more to do with finding minimum descrip-
tion lengths of sequences than with finding logical segmen-
tations.

Gold and Scassellati have created an algorithm specifi-
cally to segment audio speech using the MDL model (Gold
& Scassellati 2006). They recorded 30 utterances by a
single speaker and used MDL techniques to compress the
representation of these utterances. They then labeled each
compressed utterance as positive or negative, depending on



whether the original utterance contained a target word, and
then trained several classifiers on the labeled data. They
used these classifiers to classify utterances based on whether
they contained the target word. This technique achieved
moderate success, but the dataset was small, and it does not
produce word boundaries, which is the goal of this work.

This work makes use of the Voting Experts (VE) algo-
rithm. VE was designed to do with discrete token sequences
exactly what we are trying to do with real audio. That is,
given a large time series, specify all of the logical breaks so
as to segment the series into categorical episodes. The ma-
jor contribution of this paper lies in transforming an audio
signal so that the VE model can be applied to it.

Overview of Voting Experts

The VE algorithm is based on the hypothesis that natural
breaks in a sequence are usually accompanied by two in-
formation theoretic signatures (Cohen, Adams, & Heeringa
2007)(Shannon 1951). These are low internal entropy of
chunks, and high boundary entropy between chunks. A
chunk can be thought of as a sequence of related tokens. For
instance, if we are segmenting text, then the letters can be
grouped into chunks that represent the words.

Internal entropy can be understood as the surprise associ-
ated with seeing the group of objects together. More specif-
ically, it is the negative log of the probability of those ob-
jects being found together. Given a short sequence of tokens
taken from a longer time series, the internal entropy of the
short sequence is the negative log of the probability of find-
ing that sequence in the longer time series. So the higher the
probability of a chunk, the lower its internal entropy.

Boundary entropy is the uncertainty at the boundary of
a chunk. Given a sequence of tokens, the boundary en-
tropy is the expected information gain of being told the next
token in the time series. This is calculated as H;(c)
—> v P(h,c)log(P(h,c)) where cis this given sequence
of tokens, P(h, c) is the conditional probability of symbol h
following ¢ and m is the number of tokens in the alphabet.
Well formed chunks are groups of tokens that are found to-
gether in many different circumstances, so they are some-
what unrelated to the surrounding elements. This means
that, given a subsequence, there is no particular token that
is very likely to follow that subsequence.

In order to segment a discrete time series, VE preproces-
sors the time series to build an n-gram trie, which represents
all its possible subsequences of length less than or equal to n.
It then passes a sliding window of length n over the series.
At each window location, two “experts” vote on how they
would break the contents of the window. One expert votes
to minimize the internal entropy of the induced chunks, and
the other votes to maximize the entropy at the break. The
experts use the trie to make these calculations. After all the
votes have been cast, the sequence is broken at the “peaks” -
locations that received more votes than their neighbors. This
algorithm can be run in linear time with respect to the length
of the sequence, and can be used to segment very long se-
quences. For further details, see the journal article (Cohen,
Adams, & Heeringa 2007).

It is important to emphasize the VE model over the actual
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implementation of VE. The goal of our work is to segment
audio speech based on these information theoretic markers,
and to evaluate how well they work for this task. In order
to do this, we use a particular implementation of Voting Ex-
perts, and transform the audio data into a format it can use.
This is not necessarily the best way to apply this model to
audio segmentation. But it is one way to use this model to
segment audio speech.

The model of segmenting based on low internal en-
tropy and high boundary entropy is also closely related to
the work in psychology mentioned above (Saffran et al.
1999). Specifically, they suggest that humans segment au-
dio streams based on conditional probability. That is, given
two phonemes A and B, we conclude that AB is part of a
word if the conditional probability of B occurring after A is
high. Similarly, we conclude that AB is not part of a word if
the conditional probability of B given A is low. The informa-
tion theoretic markers of VE are simply a more sophisticated
characterization of exactly this idea. Internal entropy is di-
rectly related to the conditional probability inside of words.
And boundary entropy is directly related to the conditional
probability between words. So we would like to be able to
use VE to segment audio speech, both to test this hypothesis
and to possibly facilitate natural language learning.

Experimental Procedure

Our procedure can be broken down into three steps. 1) Tem-
porally discretize the audio sequence while retaining the rel-
evant information. 2) Tokenize the discrete sequence. 3)
Apply VE to the tokenized sequence to obtain the logical
breaks. These three steps are described in detail below, and
illustrated in Figure 2.

200 300 400 500

Figure 1: A voiceprint of the first few seconds of one of our
audio datasets. The vertical axis represents 33 frequency
bins and the horizontal axis represents time. The intensity
of each frequency is represented by the color. Each vertical
line of pixels then represents a spectrogram calculated over
a short Hamming window at a specific point in time.

Step 1

In order to discritize the sequence, we used the discrete
Fourier transform in the Sphinx software package to ob-
tain the spectrogram information (Walker et al. 2004). We
also took advantage of the raised cosine windower and the
pre-emphasizer in Sphinx. The audio stream was windowed
into 26.6ms wide segments called Hamming windows, taken
every 10ms (i.e. the windows were overlapping). The
windower also applied a transformation on the window to
emphasize the central samples and de-emphasize those on
the edge. Then the pre-emphasizer normalized the volume
across the frequency spectrum. This compensates for the
natural attenuation (decrease in intensity) of sound as the
frequency is increased.



Finally we used the discrete Fourier Transform to obtain
the spectrogram. This is a very standard procedure to obtain
the spectrogram information of an audio speech signal, and
technical explanation of each of these steps is available in
the Sphinx documentation (Walker et al. 2004).

We performed the Fourier Transform at 64 points. How-
ever, since we are only concerned with the power of the au-
dio signal at each frequency level, and not the phase, then
the points are redundant. Only the first 33 contained unique
information. This transformation converted a 16kHz mono
audio file into a sequence of spectrograms, representing the
intensity information in 33 frequency bins, taken every 10ms
through the whole file. These spectrograms can be viewed
as a voiceprint representing the intensity information over
time. Figure 1 shows a voiceprint taken from the beginning
of one of the datasets used in our experiments.

Step 2

After discretization the next step is tokenization. Once we
obtained the spectrogram of each Hamming window over
the entire audio sequence, we converted it to a time series
composed of tokens drawn from a relatively small alphabet.
In order to do this we trained a Self Organizing Map (SOM)
on the spectrogram values (Kohonen 1988).

An SOM can be used as a clustering algorithm for in-
stances in a high dimensional feature space. During train-
ing, instances are presented to a 2D layer of nodes. Each
node has a location in the input space, and the node clos-
est to the given instance “wins.” The winning node and its
neighbors are moved slightly closer to the training instance
in the input space. This process is repeated for some num-
ber of inputs. Once training is complete the nodes in the
layer should be organized topologically to represent the in-
stances presented in training. Instances can then be classi-
fied or clustered based on the map. Given a new instance,
we can calculate the closest node in the map layer, and the
instance can be associated with that node. This way we can
group all of the instances in a dataset into clusters corre-
sponding to the nodes in the SOM.

However, this approach has its drawbacks. For instance,
it requires the specification of a set number of nodes in the
network layer before training begins. Layer size selection is
not an inconsequential decision. Selecting too many nodes
means that similar instances will be mapped to different
nodes, and selecting too few means dissimilar instances will
be mapped to the same one.

Instead of guessing and checking, we used a Growing
Grid self organizing network (Fritzke 1995). The Growing
Grid starts with a very small layer of SOM nodes arranged
in a rectangular pattern. It trains these nodes on the dataset
as usual, and maps the dataset to the nodes based on their
trained values. The node whose mapped instances have the
highest variance is labeled as the error node. Then a new
row or column is inserted into the map between the error
node and its most dissimilar neighbor. The new nodes are
initialized as the average of the two nodes they separate, and
the map is retrained on the entire dataset.
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Figure 2: Illustration of the Audio Segmentation Procedure.



The stopping criterion is specified by an error parameter
7. If the variance of the error node is less than 7 times the
variance of the entire dataset, no new rows or columns are
added. This effectively ensures that no single node will ac-
count for more than 7 of the total error in the dataset. This
way the SOM ends up sized appropriately for the particular
problem, and the data is spread evenly through the nodes.
For our experiments we used a 7 = 0.01. We used the im-
plementation of a Growing Hierarchical SOM (GH-SOM)
in the Java SOM Toolbox to train our Growing Grid (Ditten-
bach, Merkl, & Rauber 2000).

After training a Growing Grid SOM on the spectrogram
data we used it to classify each instance the dataset. Each
node in the SOM was represented by a unique label - its co-
ordinates in the network layer. For instance the node with
layer coordinates (1, 2) was represented by the string “1,2”.
So the clustering produced a sequence of node labels corre-
sponding to each spectrogram instance (see Figure 3). In this
way we produced a discrete sequence of tokens representing
the audio data.

In the resulting sequence, it was common for several con-
secutive instances to be mapped to the same node in the
SOM. For instance, silence always maps to the same SOM
node, so any period of silence in the original audio was rep-
resented by several instances of the same node in the discrete
sequence. This also happened for similar sounds that were
held for any length of time. In order to be time independent,
we collapsed these repeated sequences into just one instance
of the given node. This effectively denotes a period of si-
lence by a single state, as well as the same sound held for
several time steps (see Figure 4). This way our segmenta-
tion algorithm only looked at changes between SOM states,
and not the duration that the sound stayed the same.

Step 3

In order to segment the tokenized sequence, we ran VE on
the sequence of SOM states. VE placed breaks at locations
of low internal entropy and high boundary entropy. Then,
after accounting for the collapsed (i.e. repeated) tokens, we
produced the time stamps of all of the induced break loca-
tions in the audio stream.

Experiments
We performed two experiments to test this algorithm.

Experiment 1 First we used text-to-speech software to
generate spoken audio. We modeled our dataset on the audio
used for the study of speech segmentation in 8-month-old in-
fants. In that study the infants were played artificially gen-
erated speech consisting of four made up words “’golabu,”
“tupiro,” ’bidaku” and “’padoti,” in random order. We com-
posed a randomly ordered list of 900 instances of the made
up words, and then generated audio speech using the built
in text-to-speech synthesizer on a Macintosh laptop. We
chose their most natural sounding voice, called ”Alex,” set
on medium speed. This resulted in approximately 10 min-
utes of speech.

We then ran the segmentation process described above on
the audio to obtain the induced breaks. That is, we used
Sphinx to obtain the spectrogram information for each Ham-
ming window, trained a Growing Grid SOM on the spectro-
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gram data, and then used the SOM to convert the spectro-
gram data into a sequence of SOM node labels. Figure 3
shows the first 100 labels in a sample sequence. It is ev-
ident that most nodes are repeated several times in a row,
and replacing the repeated nodes with a single instance pro-
duces the sequence in Figure 4. The VE algorithm was then
run on this collapsed sequence, each coordinate pair being
used as a fundamental token by the Voting Experts algo-
rithm. VE induced breaks between the coordinate pairs, and
by re-expanding the sequence to its original length, we cal-
culated the timestamps of the induced breaks. This entire
procedure is visualized in Figure 2.
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Figure 3: The coordinates of the SOM nodes corresponding
to the first 100 spectrogram instances from a sample artifi-
cially generated baby talk audio dataset.

i,2 2,2 3,0 2,01,2 1,4 5,0 0,5 1,4
7,47,2 5,47,27,3 4,17,3 4,1 6,5

Figure 4: The coordinates of the SOM nodes corresponding
to the first 100 spectrogram instances from a sample artifi-
cially generated baby talk audio dataset with the repeated
states removed.

Experiment 2 We also performed this exact same proce-
dure on the audio from the first of 9 CDs taken from an audio
recording of George Orwell’s novel “1984.” The audio file
was roughly 40 minutes in length. The reason we chose this
particular audio book is that the text from 1984 was used
in the original segmentation experiments with VE (Cohen,
Adams, & Heeringa 2007). This experiment was performed
to evaluate the procedure’s effectiveness on language spoken
by a person, as compared to artificially generated language.

Evaluation Methodology

Evaluating the output of the algorithm proved to be very dif-
ficult. In fact, one of the major contributions of this paper
is the methodology described here for evaluating the algo-
rithm. In the first experiment, the audio was generated arti-
ficially. It would seem simple to determine the duration of
each phoneme and word, and compare those time stamps
with the induced breaks, however there are two separate
problems with this approach.

First of all, the speech generation software does not gen-
erate regularly spaced phonemes. It actually constitutes the
sequence using diphones, so that the sound and duration of
one phoneme is affected by those around it. Furthermore,
the sound generally fades between one phoneme and the
next, resulting in an ambiguous break location.



Secondly, there exists more than one logical break loca-
tion between certain phonemes. In particular, there are silent
spaces between some words and after certain phonemes. It
is acceptable to place a break anywhere in that silence, or
even one break at the beginning and one at the end. In other
words, there is much more lee-way in proper audio segmen-
tation than one might expect.

These problems are, of course, exacerbated in the case of
experiment 2, which uses continuous natural speech instead
of the regular artificially generated audio from experiment
1. When evaluating the audio from experiment 1, there are
only a limited number of phonemes in use, and a limited
number of ways they are combined. This is not the case in
experiment 2. Evaluating the breaks then involves solving
a different problem at each suggested break location. No
two proposed breaks look alike, and so each one is a unique
judgment call.

Given these constraints, we tested our segmentation by
using human volunteers to verify the breaks. For each in-
duced break, they checked the audio stream to see whether
it was placed correctly. In order for it to count as a correct
break, it had to be placed within 13ms of an obvious break
location. Such locations include the beginning and ending
of words, as well as phoneme boundaries where the audio
stream suddenly changes in intensity or frequency. Any
break placed in the silence between words or phonemes was
also counted as correct. These locations were verified visu-
ally using software we wrote to view the waveforms and the
breaks. The reason the breaks were given a 13ms window on
either side is that Sphinx uses a 26.6ms wide Hamming win-
dow to calculate the spectrogram information. The breaks
output by the algorithm correspond to the center of that win-
dow. We counted an induced break as “correct” if there was
a true break anywhere inside that window.

If ¢ is the number of true breaks induced by the algorithm,
and n is the total number of breaks it induces, then the accu-
racy is given by a = t/n. This tells us how likely it is that an
induced break is correct. However, this doesn’t tell us how
well the algorithm is really doing. After all, for a break to be
considered “correct” it simply has to fall within 13ms of any
artifact in the audio stream that a human would consider a
logical breaking point. As it turns out, this is actually pretty
likely. To account for this, we compared the performance of
our algorithm with the performance of randomly generated
breaks.

Over the 10 minutes of audio in experiment 1, our al-
gorithm induced roughly 4000 breaks. Experiment 2 had
roughly four times that many. It would have been impossi-
ble to manually check every single one of the 20,000 breaks
induced in the two experiments. Instead, we chose a subset
of the data, and checked over that. There are several rea-
sons to think that “spot checking” the algorithm is a good
measure of its overall accuracy. In experiment 1 the audio
stream consists of the same four words repeated over and
over in random order. So we would expect the segmenta-
tion algorithm to perform fairly uniformly everywhere. In
experiment 2 this was not the case, but we strove to sam-
ple enough points to ensure that the estimated accuracy was
reliable.
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Figure 5: A short sample of the audio from one of our exper-
iments which shows the breaks generated by our algorithm.
The “correct” breaks are highlighted in green. The two blue
lines around each break show the bounds of the 13ms win-

dow.

Figure 6: The same audio segment as shown in Figure 5, but
with the randomly generated breaks shown instead.

In order to check subsets of the data, 5 sections of 1
minute each were randomly chosen from the audio stream
of each experiment. The breaks in these 1 minute segments
were recorded. At the same time, for each of these sections
we randomly generated the same number of break times-
tamps over the same 1 minute. We wrote a Java program
to load all the breaks at once, visualize the waveform, and
allow the volunteers to scroll through the breaks and make
their decisions quickly (see Figures 5 and 6).

The volunteers were not told which file contained random
breaks, and were instructed to use their best judgment to de-
termine the correctness of each break. They were specifi-
cally told to use consistent judging criteria between the two
files. This way we compared the performance of our algo-
rithm to an algorithm that randomly generates roughly the
same number of breaks. Figure 5 shows an sample section of
audio with the induced breaks drawn in. Figure 6 shows the
same section of audio with the randomly generated breaks.
These sections have already been graded, and the “correct”
breaks are marked in green.

Intercoder Reliability
Two volunteers were trained how to use the visualization
software, and how to visually identify breaks in the audio
stream. One grader was chosen to grade all 20 files, to main-
tain consistency over the entire dataset.

The second grader was used to test intercoder reliability
(Holsti 1969). That is, how consistently human beings will
make the same grading decisions regarding the correctness
of an induced audio break. The second grader was trained
separately from the first, and given 4 pairs of files to evalu-
ate - 2 pairs taken from each experiment. Thus, the second
grader evaluated roughly 40% of the same data as the first
grader. If ¢ is the total number of decisions to be made by
two graders and a is the number of times they agree, then
the intercoder reliability is given by ICR = a/t. The ICR
values for both experiments are summarized in Table 1. The



agreement between our graders is fairly high, considering
the subjective nature of most audio break judgements. Typ-
ically, an intercoder reliability of 0.8 is considered accept-
able.

Table 1: The Intercoder Reliability for experiments 1 and 2

Experiment || Total Breaks | Agreed Breaks | ICR

Exp 1 1542 1346 0.873

Exp 2 1564 1356 0.867
Results

The graded segmentation results are shown in Table 2. For
each experiment the breaks induced by our algorithm are
shown next to the breaks that were randomly assigned. As
you can see, the VE segmentation performed substantially
better than chance. In both experiments the accuracy was
above 80%, which is considerably good. However, the prob-
ability of a random break being placed at a correct location
is above 60% in both datasets. It is impossible to know
whether a significant portion of our algorithm’s breaks were
placed “randomly,” (i.e. for bad reasons) and then acciden-
tally marked as correct by the graders.

However, anecdotally, the breaks induced by VE were
much more logical than the random ones, even in cases when
its breaks were incorrect. They tended to be placed at the
beginning and ending of words, and at dramatic shifts in the
audio signal. Many times the “incorrect” breaks came at lo-
cations that could have been phoneme boundaries, but were
impossible to distinguish visually by the graders. An au-
dio evaluation of each break would have taken a substantial
amount of time compared to the quick visual grading, and
we could not perform that experiment at this time.

Also, the randomly generated breaks got a substantial
number “correct” that happened to fall in the silence be-
tween words. We instructed the volunteers to count any
breaks that fell in silence as correct, so these breaks helped
to increase the accuracy of the random segmentation. The
VE breaks, however, generally did not exhibit this behavior.
They were usually placed either neatly between the words,
or at the end of the silence before the next word began.
These qualitative observations are not reflected in the dif-
ference in accuracy between the VE segmentation and the
random one. Which leads us to believe that further evalua-
tion will show a much greater gap between the two methods.
Figures 5 and 6 illustrate a typical example of the difference
in segmentation.

Table 2: Accuracy Results for Experiments 1 and 2

Experiment Total | Correct | Accuracy
Breaks | Breaks

Exp 1 - Algorithm 1922 1584 0.824

Exp 1 - Random 1922 1312 0.683

Exp 2 - Algorithm 1910 1538 0.805

Exp 2 - Random 1910 1220 0.639

Conclusions and Future Work
We have described a technique for transforming spoken au-
dio into a discrete sequence of tokens suitable for segmen-
tation by the Voting Experts algorithm. And we have shown
that this technique is clearly capable of inducing logical
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breaks in audio speech. This is a very significant result and
demonstrates that the unsupervised segmentation of audio
speech based on the information theoretic model of VE is
possible. We have tested the algorithm on simple “baby
talk” inspired by literature on statistical learning in infants
(Saffran, Aslin, & Newport 1996). We have also tested it on
large audio dataset of spoken English taken from an audio
book. This demonstrates its ability to work on real world
audio, as well as its tractability when dealing with large
datasets. The segmentation, however, is imperfect. There
are several possible avenues of future work that might im-
prove the segmentation accuracy of the algorithm.

For example, we decided to use the spectrogram informa-
tion calculated at discrete time slices as our base instances.
We could have used cepstral information, which has been
shown more effective in speech recognition tasks. But the
spectrogram is more straightforward and applies to audio
other than speech. It is possible in future work to use the
cepstral coefficients and their derivatives in place of the
spectrograms.

It is also possible that the dimension of the Fourier trans-
form might be increased. The SOM might produce better
clustering with a higher or lower 7 parameter. Or, there
might be a better method altogether for finding boundaries
that produce low internal entropy of chunks and high bound-
ary entropy between them. There are many possibilities for
improvement and future investigation of this procedure. All
that can be said right now is that finding such breaks does
produce a somewhat logical segmentation of audio speech.
It will be interesting to discover whether truly reliable seg-
mentation can be performed this way, and whether these seg-
ments can be used as a basis for human-like language learn-
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Abstract

One of the aims of Artificial General Intelligence(AGI)
is to use the same methods to reason over a large num-
ber of problems spanning different domains. Therefore,
advancing general tools that are used in a number of
domains like language, vision and intention reading is
a step toward AGI. Probabilistic Context Free Gram-
mar (PCFG) is one such formalism used in many do-
mains. However, many of these problems can be dealt
with more effectively if relationships beyond those en-
coded in PCFGs (category, order and parthood) can
be included in inference. One obstacle to using more
general inference approaches for PCFG parsing is that
these approaches often require all state variables in a
domain to be known in advance. However, since some
PCFGs license infinite derivations, it is in general im-
possible to know all state variables before inference.
Here, we show how to express PCFGs in a new proba-
bilistic framework that enables inference over unknown
objects. This approach enables joint reasoning over
both constraints encoded by a PCFG and other con-
straints relevant to a problem. These constraints can
be encoded in a first-order language that in addition
to encoding causal conditional probabilities can also
represent (potentially cyclic) boolean constraints.

Introduction

An important aspect of general intelligence is that the
same method can be applied to various problems span-
ning different domains. It is believed that several com-
monalities underlie the various domains of cognition
and some of them have been pointed out by the theory
of the Cognitive Substrate (Cassimatis, 2006). These
include temporal ordering, part hierarchies, generative
processes and categories. Probabilistic Context Free
Grammars(PCFG) is a formalism that has been widely
used to model these phenomena in various domains like
vision, RNA folding and Natural Language Processing.
Hence improving the coverage of PCFG and integrat-
ing PCFGs with a general probabilistic inference frame-
work is a step towards achieving Artificial General In-
telligence(AGI).

Probabilistic Context Free Grammars (or Stochastic
Context Free Grammars) encode a few types of relations
like temporal ordering, category and parthood. These
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kinds of relations play an important role in a wide vari-
ety of domains, including natural language (Charniak,
2000), the secondary structure of RNA (Sakakibara,
Brown, Underwood, Mian & Haussler, 1994), computer
vision (Moore & Essa, 2002), plan recognition (Pyna-
dath & Wellman, 2000), intention reading and high-
level behavior recognition (Nguyen, Bui, Venkatesh &
West, 2003).

Though these relations encoded by PCFG can be
used in different domains, many problems require the
representation of additional relations. Constraints such
as causality can not be expressed within PCFG. In the
domain of natural language processing, for example,
syntactic regularities are captured by the grammar and
improvements are obtained by adding more constraints
including lexicalization (Collins, 2003). However, vi-
sual cues, social context, individual bias and semantics
are all factors affecting language processing (Ferguson
& Allen, 2007) that have no straightforward PCFG rep-
resentation.

The additional relations can be represented in more
general frameworks such as Bayesian networks and
weighted constraint SAT solvers. These systems, be-
sides modeling PCFG constraints, can also encode a
variety of other constraints within the same framework.
However, these systems typically require all objects or
state variables in a domain to be known in advance and
thus are poorly suited for PCFG parsing, which can
lead to infinite derivations.

A few probabilistic inference approaches deal with
problems that have a large number of grounded con-
straints by utilizing on demand or lazy grounding of
constraints (Domingos et al. 2006). However, these
systems nevertheless require that all the possible ob-
jects of the domain be declared in advance.

Approach

Here, we describe a new general probabilistic inference
framework that allows inference over objects that are
not known in advance, but instead are generated as
needed. This key feature makes it possible to harness
the power of PCFGs and the full flexibility of more gen-
eral frameworks within a single, integrated system. Our
approach to encoding and parsing PCFG in a general



probabilistic inference framework has three features:

Explicitly Encode Constraints Implicit in
PCFG

Implicit in PCFG are several constraints. For example,
(a) every nonterminal in a derivation must ultimately
be manifest as a terminal and (b) every phrase can
be immediately dominated by only one other phrase.
Explicitly encoding these constraints in a more expres-
sive probabilistic inference framework allows them to be
jointly reasoned over with other forms of constraints.

Relational Representation

Even with grammars that license only finite derivations,
the number of such derivations can be very large. This
translates into inference problems with large numbers
of state variables, and the resulting memory demands
can render this kind of problem intractable. One way
to overcome this is to use relational probabilistic lan-
guages, for which there are inference approaches that
significantly reduce the memory demands imposed by
large numbers of state variables (Domingos, Kok, Poon,
Richardson & Singla, 2006).

Licensing the Existence of Unknown
Objects

We will use a probabilistic framework, GenProb, that
enables reasoning over objects not known prior to in-
ference.

Generative Probabilistic Theory

These three desiderata mentioned are manifest in the
Generative Probabilistic theory, GenProb (under re-
view). GenProb is a relational language for expressing
probabilistic constraints over unknown objects. This
language supports both causal conditional probabilities
and (potentially cyclic) boolean constraints. An exact
inference algorithm has been defined for GenProb the-
ories (under review) that can be classified as increas-
ing cost models. PCFG problems are increasing cost
models and hence exact reasoning over these possibly
infinite models is possible.

Syntax of GenProb

GenProb is a language for expressing probabilistic re-
lational theories over unknown objects. The following
highly simplified example theory of an airplane radar
detector illustrates GenProb.

”Any particular plane has a 1% chance of being
within range of a radar station. The radar display gen-
erates blips that indicate a strong possibility of a plane
being detected and blips that indicate a weak possibil-
ity. Strong blips are only caused by planes, whereas
weak blips can be caused by noise .01% of the time.
Planes being tracked are fitted with collision warning
systems that, in the presence of other planes in range,
have a 90% chance of sounding an alarm that is trans-
mitted to the radar station.”
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The following formulae indicate the priors on a par-

ticular plane being in range and on noise:

True() —(.01) InRange(?p) A Plane(?p)

True() —(.001) WeakBlip(?b)

The causal aspects of the theory are indicated with con-
ditionals:

InRange(?p) A Plane(7p) —

(.3)StrongBlip(?b), (.5)WeakBlip(?b) ,

(.2) NoBlip(?b), 7p

Detect(?pl, ?p2) A Plane(?pl) A Plane(?p2) A
InRange — (.9)TransitAlarm(7pl), ?7pl, 7p2

The first conditional indicates that a plane that is in
range will have one and only one of the following ef-
fects: a strong blip (in 30% of cases), an uncertain blip
(50%), and no blip otherwise. The occurrence of 7p af-
ter the final comma indicates that a blip licenses the
existence of a plane to be inferred. The other variables
are implicitly universally quantified. This will be made
more precise below.The alarm detection system can be
indicated thus:

TransitAlarm(?pl) = AlarmSound()

Conditionals with numbers are called causal condition-
als and those without numbers are called logical condi-
tionals. Logical conditionals are hard constraints.

Since blips occur in the consequents of causal condi-
tionals, they must be the effect of one of these condi-
tionals. In this case, strong blips can only be caused by
planes, while weak blips can be caused by planes and
by noise. We label the causal interpretation that an
effect must be caused by one of its causes(constraint’s
antecedents being true) as mandatory causation. Such
mandatory causation is not implied by logical condi-
tionals. Mandatory causation for literals can be neu-
tralized with a causal conditional whose antecedent is
True(), which (see below) is always true.

More formally, a GenProb theory is a set of causal
and logical conditionals. Causal conditionals are of
the form Cy A ... ANCy, — (p1)E1, oy (Pm) B,y o104, -y
where 0 < p; < 1 and where the p; sum to 1, each of
the C; are either literals or negations thereof, and the
E; are conjunctions of literals. Each E; conjunction is
called an effect of the conditional and each v; is called
a posited variable. Non-posited variables are implicitly
universally quantified. Literals are predicates with ar-
guments that are terms. Terms that are not variables
are called ”objects”. Logical conditionals are of the
form A1 A ... N A, = Bi A ...\ B, ,where each con-
junct is either a literal or a negation thereof. Literal a
is a grounding of literal b if they are equivalent under
an assignment of variables to objects in b and no vari-
ables occur in a. Literals and conditionals are grounded
if they contain no variables.

Exact Inference Over GenProb

Many of the existing approaches for combining first-
order logic and probabilistic graphical models proposi-
tionalize relational theories and making inferences over
these propositionalized formulae. However, most of
these approaches require all objects in the domain to be



known in advance, although many important problems
like probabilistic context-free grammars involve objects
that are initially unknown and permit infinite deriva-
tions.

Theories over potentially unknown objects pose two
problems for inference approaches based on proposi-
tionalization. First, theories of finite size that ex-
press relations over unknown objects often require infi-
nite models. For example, the formula, Mammal(a) A
Va(Mammal(x) — Mammal(mother(z))) (together
with formulae stating that a mammal cannot be its own
ancestor) require an infinite model because as mother
must also have a mother who must also have a mother,
ad infinitum. Likewise, some context-free grammars
with finite numbers of rules and terminals can gener-
ate an infinite number of sentences. Since an algorithm
cannot enumerate an infinite model in finite time, we
must find a way of finitely characterizing solutions to
problems that have infinite models.

A second problem associated with unknown objects is
that even if all models of a theory can be finitely charac-
terized, there may nevertheless be infinitely many such
models. Complete satisfiability algorithms (e.g., those
based on Davis-Putnam-Logemann-Lovelan DPLL al-
gorithm) over finite domains are guaranteed to halt be-
cause they perform exhaustive search through the space
of possible models. Thus, developing model finding al-
gorithms when there are infinitely many possible mod-
els poses additional difficulties over standard complete
satisfiability algorithms. Exact inference over a subset
of GenProb theories has been defined (under review).

The key approach behind the inference mechanism, is
to convert GenProb theory to a corresponding weighted
satisfiability (SAT) model. However, since GenProb li-
censes unknown objects, this weighted SAT model must
also allow the licensing of unknown objects during in-
ference. Therefore, a version of SAT called the Genera-
tive SAT(GenSAT) has been defined. Also an exact in-
ference algorithm, Generative DPLL (GenDPLL), that
makes guaranteed inference over GenSAT constraints is
defined. GenDPLL is a DPLL-like branch-and-bound
algorithm that lazily posits new objects and instanti-
ates clauses involving them. It has been prooved that
GenDPLL is guaranteed to find finite relevant models of
certain classes of GenSAT theories with infinite models,
which we call increasing cost models.

Increasing cost models are theories in which the in-
troduction of new constraints can only lead to models
of lower cost. PCFG is one such theory, because the
introduction of more branches to a parse tree always
leads to a less probable solution (or an increased cost
model).

Mapping PCFG onto GenProb
Language

Jointly reasoning over PCFG and other constraints is
enabled by expressing PCFG problems in the GenProb
language and using the defined inference mechanisms
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of GenProb to reason over these constraints. A PCFG
rule is of the form:

X — (Probl)ullulg cor Ulmy
| (PTObQ)Ugl’LLgQ cer U2my
| (Proby)unitn ... Unm,,

where the antecedent X on the LHS of the rule is
called a non-terminal. The rule is called a production
and is described as the non-terminal X generating the
RHS symbols. A symbol that does not generate any
further symbols i.e. never occurs on the LHS of a rule
is called a terminal.

The rule also captures probability of the non-terminal
generation a particular set of symbols like w11%1m,
OI U21U2m, through the numbers Prob; and Prob;
respectively. The sum of all the probabilities is 1.
St Prob; =1

A grammar G generates a language L(G) using the
PCFG rules in R. The functionality of a parser P for a
given string (I) is to determine whether and how this
string (I) can be generated from the grammar (G) (i.e.,
to determine if (I) is a member of L(G)).There are sev-
eral implicit constraints in the generation of a language.
Our aim is to formalize and explicitly encode these con-
straints in the GenProb language.

The Order Constraint

Probabilistic rules in most language are generally order
independent with regard to both the order of the input
and the order of the terms in their constraints. How-
ever, the language generated by G depends on several
ordered components including the order of the list of
terminals in the string (I) and the order of right hand
side(RHS) components in a PCFG rule.

Ordering of Input

Let the input I, say Al, A2, An, be the ordered
sequence of input terminals for which the parse has
to be determined. The general notion of ordering of
events can be broken down into 1. capturing the time
of occurrence of an event(both start and end points)
and 2. establishing relations between these time of
occurrences. The constraints of I (Al, A2 .. An) is
captured using the following grounded propositions.
Occur(al), IsA(al, A1),

StartTime(al, t1), EndTime(al, t1),
ImmediatelyBefore(tl, t2) ,

Occur(a2), IsA(a2, A2),

StartTime(a2, t2), EndTime(a2, t2),
ImmediatelyBefore(t2, t3) ,

Occur(an-1), IsA(an-1, An-1),
StartTime(an-1, tn-1), EndTime(an-1, tn-1),
ImmediatelyBefore(tn-1, tn),

Occur(an), IsA(an, An),

StartTime(an, tn), EndTime(an, tn)



Order of PCFG Rule Arguments

A typical PCFG rule(R) of format X — (Prob)ujus ...
Uy, depends on the order of the u symbols. According
to the definition of R, u symbols can be both termi-
nals and non-terminals. The same ordering technique
used to order the input terminals I, can be used to or-
der RHS components of R. However it is to be noted
that this scheme also requires associating non-terminal
symbols with the time of their occurrence. Hence the
non terminal X on the LHS is also associated with the
entire time interval of all the consequents. (We’ll also
expand on this in the creation of new phrases section)
Occur(?xobj) A IsA(?xobj, X) A
StartTime(?xobj, 7t0) A EndTime(7xobj, 7tn)
— (Prob)

Occur(?ulobj) A IsA(7ulobj, ul) A
StartTime(?ulobj,?t0) A EndTime(7ulobj, ?7t1)

A ImmediatelyBefore ( 7tl, 7t2) A

Occur(?unobj) A IsA(?unobj, un) A
StartTime(7unobj, ?t(n-1)) A
EndTime (7unobj, 7tn)

Creation of New Objects

The GenProb constraints that capture the PCFG gen-
eration rules have unbound objects on both sides as
shown in the ordering constraint of R . The GenProb
language handles an unbound constraint by creating a
new object for the unbound variable in the LHS when
the pattern in the RHS is matched completely. The new
object is created through the process of skolemization.

Specifically with respect to the rule of the ordering
constraint, when the objects of the RHS and their cor-
responding category, time information match the pat-
tern, the 7xObj on the LHS is created. Also the time
information which is already bound by the RHS pattern
matching, is asserted for the new object.

Unique Dominator

Another implicit constraint of L(G) is the unique par-

ent relationship. Every node can have only one parent

creating a strict parse tree and disallowing a multi-tree.
The unique parent relationship is captured in Gen-

Prob language by introducing part-hood associations.

Every node belongs or is a part of its parent node, and

a node cannot be a part of more than one parent.

Part0f ( ?childNode, 7parentNodel) A

Part0f ( ?childNode, ?parentNode2) A

NOT Same(7parentNodel, 7parentNode2)

— FALSE

Mandatory Parent

The GenProb language handles two kinds of con-
straints: causal and logical constraints. Any conse-
quent of a causal constraint is required (according to
mandatory causation) to have at least one of its causes
to be true. Thus, if Pi(a) — R(a), P2(a) — R(a) ,

., P,(a) — R(a) are all the causal conditionals with
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R(a) in the consequent, any model where R(a) is true
must have at least one of P;(a) being true. This is cap-
tured in GenProb by keeping track of all the causes of
grounded propositions and adding a logical constraints
called the mandatory causation constraint.

P.(a) Pia) P.(a)

- O

R(a)

Figure 1: Captures the mandatory parent rule that the
node R(a) cannot exist with at least one of its parents:
NOT Py(a) ANOTPy(a) A ... ANOTP,(a) = NOT
R(a)

In PCFG since the cause of every node is the parent
node generating it, the constraint that at least one par-
ent of every node should be true captured in GenProb
language. Hence there can be no node that is uncon-
nected to the parse tree.

Unique Manifestation

In the PCFG grammar G, for every non-terminal sym-
bol all the alternate options are listed with their respec-
tive probabilities.
X — (Pri)fifa o fm
| (Pr2)s182 ... Sm

A particular non-terminal node can only generate one
of the options. This implicit constraint of unique repre-
sentation among alternate options is captured using the
comma (,) symbol in the GenProb language and listing
the mutually exclusive options with their probabilities
in the same GenProb constraint. The internal weighted
constraint representation of a grounded GenProb con-
straint of this format is shown in Figure 2.

Start Symbol

The one node in the parse tree that does not have a
parent is the start node S. This constraint is captured
in the GenProb language by assigning a high prior value
to the object with the category of the start symbol and
its time of occurrence spanning over the entire length
of the input string I.

TRUE —

IsA(7obj, S) A Occur(?obj) A



N
*

o)
AND F 4..ANDS

Atleast
OneEffect,

Figure 2: Shows the underlying weighted constraints of
X — (P’I”l)flfg fm | (P?“Q)SlSQ

Sm

StartTime(7obj, Istrt) A EndTime(7obj, Iend)

Mandatory Manifestation

All the leaf nodes in a parse tree have to be termi-
nals. This axiom ensures that every non-terminal in a
parse tree generates a string based on R, which we call
the mandatory manifestation of non-terminals. A parse
tree that does not satisfy the mandatory manifestation
constraint is an invalid tree.

This constraint of saying that among all the possi-
ble generations of a non-terminal at least one of them
should hold true is harder to capture. We have intro-
duced a corresponding AtleastOneEffect proposition for
every non-terminal node(Figure 1). The only causes for
the AtleastOneEffect proposition of a non-terminal are
the RHS components of the productions in R for this
particular non-terminal. Since GenProb language has
the built in causal tendency to falsify an event when all
its causes are false, the only reason for AtleastOneEf-
fect proposition to be true is if one of the productions
in R, the rule set of PCFG, has been generated.
Occur(?obj) A NOT AtleastOneEffect(?obj)
= FALSE
Say there are 2 productions that can be generated from
a non-terminal X;

X — (0.75)a | (0.25)YZ
The constraints that posit AtleastOneEffect of the non-
terminal X look like:

1.

Occur(?aobj) A IsA(?aobj, a) A
StartTime(?aobj,?tStart) A
EndTime(7aobj, ?tEnd) A
Occur(?xobj) A IsA(?xobj, X) A
StartTime(?xobj,?tStart) A
EndTime (?xobj, 7tEnd)

= AtleastOneEffect(?xobj)
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2.
Occur(?yobj) A IsA(?yobj, Y) A
StartTime(?yobj,?tStart) A
EndTime (?yobj, 7tMid1) A
ImmediatelyBefore(?7tMidl, 7tMid2) A
Occur(?zobj) A IsA(?zobj, Z) A
StartTime(?zobj, 7tMid2) A
EndTime(?zobj, ?tEnd) A
Occur(?xobj) A IsA(?xobj, X) A
StartTime(?xobj,?tStart) A
EndTime(?xobj, 7tEnd)
= AtleastOneEffect (?xobj)
Though the mandatory manifestation constraint en-
sures that there is no unexpanded non-terminal in the
tree, it is not guaranteed for the parse tree to end in
terminals. PCFG rules of the form X1 — X11 and X11
— X1 can lead to an endless depth of the parse tree.

An Example of Interaction Enabled By
GenProb

The importance of representing syntactic grammar in
the same general formalism that also allows relational
representations and causal conditionals is that syntax
can now interact with other aspects of language like se-
mantics, background knowledge and visual perception.
For example, problems like part-of-speech tagging and
word sense disambiguation, which are conventionally
studied as isolated sub-problems, can be addressed by
this interaction of syntax and semantics.

In order to demonstrate an example, let us consider
the word “bug”. According to Wordnet, the word
“bug” has the coarse senses of the nouns insect
animal, system error and listening device, and also the
verbs annoy and eavesdrop in this order of frequency.
Given we have the corresponding frequency of these
senses(Probi), the following constraint can be added to
the system:

IsA(?word, Word) A HasPhonology(?word, soundBug)
—

(Probl)
(Prob2)
(Prob3)
(Prob4)
(Probb5)

HasWordSense (?word,
HasWordSense (?word,
HasWordSense (?word,
HasWordSense (7word,
HasWordSense (?word,

animalBug),
systemErrorBug) ,
deviceBug),
annoyVerbBug) ,
evesdropVerbBug)

By default with no further information the most fre-
quent sense of the word is preferred. However, consider
the example sentence “The bug needs a battery”. In
this case, the bug refers to the noun listening device
because animals and abstract concepts like errors do
not require batteries, which say is available background
knowledge. As the sentence is parsed and semantics
is generated within the same framework, the generated
semantics that an animal needs battery or that an ab-
stract entity needs battery creates contradiction with
the background knowledge. Hence, the inference system
with this information concludes that the correct inter-
pretation of the word bug is the listening device. As



an illustration, we show how the required background
knowledge can be represented in GenProb.

IsA(70bj,
IsA(7obj,
IsA(70obj,

Organic) = IsA(7obj, Physical)
Inorganic) = IsA(7obj, Physical)
Physical) = IsA(7obj, Entity)
IsA(70bj, Abstract) =—> IsA(7obj, Entity)
IsA(7obj, Abstract)

= NOT IsA(7obj, Physical)

IsA(7obj, Organic)

—> NOT IsA(?obj, Inorganic)

NOT(?obj, Inorganic)

—> NOT Need(7obj, battery)

Related Work

Logics over infinite domains have been characterized
(Milch et al., 2005, Singla & Domingos, 2007), but
to our knowledge no guaranteed inference algorithm
for these problems has thus far been published. Sev-
eral approaches try to generalize PCFG. Hierarchical
dirchilet process (Liang, Petrov et.all 2007) represent
infinite number of constraints. However, the present
approach is the only one to our knowledge that allows
exact inference (under review) and combines in logical
constraints which need not adhere to cyclicity condi-
tions. Finally, it is anticipated that jointly reasoning
over syntactic and semantic constraints in natural lan-
guage processing applications will require the kind of
relational language offered by the present approach.

Conclusion

PCFG is a general formalism that captures regulari-
ties in several domains, a behavior we would like from
AGI systems. However, PCFGs encode only certain
kinds of constraints. By translating PCFGs into a
more general probabilistic framework, joint reasoning
over PCFG and other constraints is possible. The con-
straints of PCFG have been identified and encoded in a
relational language that in addition to capturing causal
conditional probabilities can also represent (potentially
cyclic) boolean constraints.

An example application of this integration of PCFG
and probabilistic relational constraints is in the domain
of language understanding. Knowledge of linguistic
syntax encoded in PCFG can interact with the gen-
erated semantics of the sentence and also the world
knowledge encoded in the system to effectively solve
problems like lexical (or word sense) ambiguity. In
the future, we would like to integrate the constraints
of richer grammars like lexicalized grammars (Head-
driven Phrase Structure Grammar etc) with this gen-
eral representation.
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coordination, with proper event prioritization, the
household robot of your dreams could quickly turn into a
nightmare. To continue with the example, unless we invent
some amazing "superglue software” that can dynamically
(2) bind together the separate skill sets, (b) handle smooth
transition between tasks within and between skill sets, (c)
learn new combinations of actions and perceptions from
different skill sets, (d) identify "new” (unspecified) things
and (quickly) guesstimate the nature and implications of
these, (e) automatically control attention of both its
internal and external state, and during these (f) understand
and manage the passing of time, a machine working in
everyday environments will prove extremely dangerous
and probably incapable of working amongst people.

The criticism of component-based approaches and standard
software engineering methodologies apply to — at the risk
of overgeneralizing perhaps only slightly — all architecturo-
methodological approaches proposed to date for robots and
other single-mind intelligent systems. Subsumption
architectures,  blackboard  architectures,  production
systems, schema-based architectures — all have been
implemented in the last decades in ways that seem unlikely
to scale to the kinds of flexibility we would require of any
artificial system with general intelligence. Progress
towards artificial general intelligence cannot rely (solely)
on current approaches, as these do not show sufficient
promise for addressing key architectural characteristics of
general intelligence.

Towards Generally Intelligent Systems

A generally intelligent machine must be able to learn
anything, meaning essentially an enormously large range
of things, regarding the world as well as itself. This calls
for system-wide general-purpose learning mechanisms. By
system-wide learning we mean a process capable of
identifying and recognizing patterns of interaction between
components regardless of their “location” in the
architecture.  Further, any practical, implementable
intelligence will always be bound by limited CPU power
and memory. To learn a large range of things it needs to be
able to direct its computational resources towards
achieving certain goals, and distractions need to be
prioritizable and ignorable. This means that the machine
needs a general attentional mechanism. Such a mechanism
must permeate the very structure of the system and be
integrated at a fundamental level of the system's operation.
A third fundamental feature that has to be engineered into
the very fabric of an artificial general intelligence is
temporal grounding. For engineers, "real-time" means the
time as it elapses in the real world. Hard real-time systems
are imposed real-world deadlines by their designer —
without information that allows systems to understand their
purpose or meaning. Intelligent autonomous systems, on
the other hand, are bound to the laws governing the

maximization of their utility function. To operate in the
world — in real-time — means therefore something very
different here: machine-time must be expressed by the
semantics Of in the system-world’s state space. Intuitively,
internal processes of the system are mapped onto world-
time with regards to their contribution towards achieving
goals. For example, a deadline in world-time could be
grounded in a (time-bounded) process, getting to the bank
before it closes, and contextualized by the goal get money
to pay the baby-sitter. Such temporal grounding can affect
pretty much any action, whether mental or physical, of a
generally intelligent system and must therefore, by
definition, be transversal.

Transversal learning, attention and temporal grounding is a
requirement for all key mental skills/processes, including
planning, motor control, prediction, understanding, etc.
Whether one thinks achieving this is difficult, easy or
impossible, it stands to reason that these requirements will
have enormous implications for the cognitive architecture
of a system. The implications are twofold. First, instead of
using static components we must design architectures in
terms of dynamic “components” — that is processes — that
would instantiate the transversal functionalities cited above
according to needs and contexts, both also dynamic.
Second, learning new tasks means instantiating new
processes, and architectures must provision for the
dynamic management (creation and decay) of such
processes. In light of this it should be clear that analogies
between software architecture and electronic circuits is
grossly inadequate for generally intelligent systems.

Continued ignorance of transversal functionality by the
research community can only mean further delay on our
path towards artificial general intelligence. We must factor
these functionalities in from the very outset; they are
fundamental and must directly guide our efforts in
developing the architectural and methodological principles
for building machines with general intelligence. Efforts by
the authors to incorporate these principles in implemented,
operational architectures are described in [4].
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Abstract

The general intelligence of any autonomous system must in
large part be measured by its ability to automatically learn
new skills and integrate these with prior skills. Cognitive
architectures addressing these topics are few and far
between — possibly because of their difficulty. We argue that
architectures capable of diverse skill acquisition and
integration, and real-time management of these, require an
approach of modularization that goes well beyond the
current practices, leading to a class of architectures we refer
to as peewee-granule systems. The building blocks
(modules) in such systems have simple operational
semantics and result in architectures that are heterogeneous
at the cognitive level but homogeneous at the computational
level.

Introduction

Looking at the software architecture of present large-scale
Al systems reveals a rather clear picture: A majority is
built on principles of standard industrial software
component methodologies. As we have argued elsewhere
[7,9] such methodologies do not support sufficient
architectural flexibility when it comes to building
intelligent systems, in large part because they do not
support well incremental expansion or automated
architectural construction. We have developed a method
for intelligent system construction, Constructionist Design
Methodology (CDM) [10], that produces cognitive
architectures exhibiting greater flexibly in expansion than
typical of architectures of similar size [8] and better
support for system integration [5]. In the last few years we
have been moving towards architectures built out of ever-
smaller components, or modules. Here we discuss what we
see as a general trend towards “peewee "-granule systems —
architectures with very small-grain components — and why
we see this as a promising direction for artificial general
intelligence.

Medium Granularity in Ymir / CDM

Ymir is a cognitive proto-architecture [11] from which the
CDM was originally derived. One of Ymir's advantages is
its addressing multiple skill integration in a realtime-
capable system with multimodal output generation. Over
the last decade the principles of Ymir and CDM have been
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used to build several relatively large systems including a
multimodal realtime interactive character, a realtime
dialogue system [2] and a cognitive architecture for the
Honda ASIMO robot [5]. These systems, all based on the
idea of a fairly large set of small functional units (called
modules, each typically less than 100 lines of code)
interacting via blackboards, were developed incrementally
according to the development steps set forth in the CDM.
In Ymir modules are loosely coupled through message
passing; messages are semantically self-describing (the
content of modules' inputs and outputs is explicit in the
message types). Typically a module's function lies at the
cognitive level; any psychologically distinguishable
behavior (e.g. taking turns in dialogue, reaching to grasp an
object, etc.) is done through cooperation/interaction of 50-
80 such modules. Ymir postulates three priority layers of
modules, each layer having a particular upper bound on the
perception-action loop time: The Reactive Layer with ~
100 - 400 msecs; the Process Control Layer with ~ 400 -
2000 msecs; and the Content Layer from 2k msecs and up.
Ideally, modules are stateless (state is completely contained
in the historical flow of messages); however, we have
found that it is difficult to stay away from saving state in
some subset of a system's modules.

The important benefits of Ymir's CDM principles and
medium-granularity include better scaling of performance,
increased breadth and more organizational flexibility at
runtime, as reported for numerous systems (e.g.
[2,5,7,8,10]). While recent work has shown Ymir-like
architectures to be able to learn dynamically at runtime [2],
runtime changes in Ymir-style architectures at present do
not involve new functions (in terms of new modules); they
are limited to changes in the behaviors of, and interactions
between, already-existing modules. If we want to achieve
complex, evolving systems that can self-improve
significantly over time, however, automatic synthesis of
new components must be made possible. Automatic
management of self-improvement — via reorganization of
the architecture itself — can only be achieved by giving the
system instructions on how to measure its own
performance and providing it with methods for introducing
architectural changes to improve its own performance on
those measures. Such models of self are very difficult to
achieve in systems built with known software



methodologies — as well as the CDM. This leads us to the
importance of computational homogeneity.

Towards Peewee Granularity

As shown with Ymir's priority layers [11] (see also [6]) the
role of structures is to implement observation/control
feedback loops; the scale of complexity levels is thus
closely linked to the scale of response times: we need to
exert a fine control over the process synthesis to tune
accurately its constituents (sub-structures and sub-
processes) at any relevant scale. Control accuracy over
processes and process construction can be achieved only if
(a) the granularity of program interaction is as fine as the
size of the smallest model and (b) the execution time of
models is much lower than the program interaction the
models intend to control. For systems with shortest
cognitive response times (typically 250-500 msecs) this
may mean grains of no longer than a few CPU cycles long.

Ikon Flux is a proto-architecture for building fully
autonomous systems [3]. The details of Ikon Flux have
been described elsewhere; here we will discuss two of its
most salient traits, computational homogeneity and peewee
granularity (very small modules). Ikon Flux has been
designed to build systems that embody a continuous
process of architectural (re-)synthesis. Such systems are
engaged — in realtime — in observation/control loops to
steer the evolution of their own structures and processes
over short and long time horizons. In Ikon Flux, structures
and processes result from a bottom-up synthesis activity
scaffolded by top-down models: it finds its raw material in
low-level axioms (commands from/to sensors/actuators,
programming skills, etc.) while being regulated and
structured by (initially) man-made bootstrap code. As Ikon
Flux systems expand in functionality and scope the models
necessary to control synthesis grow in complexity; to cover
the whole spectrum of a system’s operation they must
encompass both low-level and higher-order structures/
processes. An autonomous system has thus to evolve these
heterogeneous models over time along a quasi-continuous
scale of complexity levels. It is a practical impossibility to
implement an architectural model for each of these levels —
which in most cases cannot be known in advance.
However, providing a uniform model that can self-improve
is a challenge since the operational semantics grow
significantly in complexity with the atomic set of system
operations (module types). This can be solved by
employing a homogenous computational substrate
consisting of a small amount of atomic operational
elements, each of peewee size. In Ikon Flux these are
rewrite terms. Systems built in Tkon Flux grow massive
amounts of (stateless) concurrent rewriting programs
organized to allow composition of structures/processes of
arbitrary size and architecture. Other research has
acknowledged the need for computational homogeneity
(cf. [1,4]), albeit to a lesser extent than Ikon Flux.

223

Architectures like Ymir [2,5,11] and others [1,4] have
shown the benefits of medium-size granularity. While these
systems can be expanded in performance, such expansion
tends to be linear, due to an operational semantics
complexity barrier. Ikon Flux presents a next step towards
massive amounts of small components, embodying
hundreds of thousands of peewee-size modules [3]. Yet
Ikon Flux demonstrates cognitive heterogeneity on top of
this computationally homogeneous substrate. As a result,
systems built in Tkon Flux exhibit deep learning of new
skills and integration of such skills into an existing
cognitive architecture. We believe peewee granularity is a
promising way to simplify operational semantics and reach
a computational homogeneity that can enable automated
architectural growth — which in itself is a necessary step
towards scaling of cognitive skills exhibited by current
state-of-the-art architectures. Only this way will we move
more quickly towards artificial general intelligence.
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