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Abstract. Extensive research has been conducted in the field of text
summarization, leading to significant advancements in various domains.
However, scientific summarization, which entails capturing nuanced details such
as mathematical equations, complex terminologies, and intricate symbols,
remains largely underexplored. Current works on summarization models often
fail to adequately address the specific challenges posed by scientific texts,
particularly in their handling of highly technical content. Moreover, there is a
notable lack of comprehensive comparative studies that thoroughly examine the
strengths and limitations of existing models in scientific summarization.

To address these gaps, our work presents a detailed comparison of eight
stateof-the-art summarization methods: Latent Semantic Analysis, TextRank,
Gemini, BART-Large, DistilBART, PEGASUS, T5-Large and T5-Small. Each
model is fine-tuned on the SciTLDR dataset, which is specifically designed for
scientific summarization, and their performance is evaluated using established
metrics such as ROUGE-1, ROUGE-2, and ROUGE-L. Additionally, a robust
analysis of each model's advantages and drawbacks is provided, along with an
in-depth literature review that categorizes these models based on key criteria,
including their ability to capture complex details and their computational
complexity.

Our findings demonstrate that abstractive models such as BART, PEGASUS,
and TS5 outperform extractive and pre-trained models, with BART-Large
achieving the highest scores on both Rouge-1 metric at 0.347 as well as Rouge-
L at 0.302. Among the extractive techniques examined, TextRank is an example
that achieved the lowest ROUGE-1 score of 0.147. This comprehensive
evaluation not only highlights the strengths of current approaches but also
identifies areas for further improvement, contributing to a deeper understanding
of the challenges and opportunities in scientific summarization.

Keywords: Comparative Analysis, Large Language Models, Natural Language

Processing, Scientific Text Summarization.

Introduction

The field of text summarization has seen remarkable advancements, with early efforts
in extractive and abstractive models setting the stage for today’s Large Language
Models (LLMs). Classic Extractive techniques initially aimed to condense content from
general text sources, often falling short in capturing the depth and specificity needed
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for scientific content. The introduction of transformer-based models has been trans-
formative, improving coherence and contextual understanding in summaries. However,
scientific summarization—which requires accurately capturing complex details like
equations, domain-specific terms, and technical nuances—remains an area where mod-
els often struggle. Summarization datasets like CNN/Daily Mail [17] cover general and
news-related content but fail to meet the specialized needs of scientific text, leaving a
critical gap in providing accurate, concise summaries for research papers.

Efforts to bridge this gap have adapted LLMs, as seen in works by Dilawari et al. [1]
and Su et al. [4], who applied transformer models to improve sentence selection and
relevance. Although these methods show promise in handling broad summarization
tasks, they remain limited in scientific contexts, often failing to address precision and
computational constraints in summarizing dense technical material. Consequently,
there is a strong need for a comparative analysis specifically focused on scientific sum-
marization, one that rigorously evaluates models based on their ability to handle scien-
tific complexities and nuanced details as well as identifies potential improvements.

Our work addresses the need for a focused comparative analysis in scientific sum-
marization by fine-tuning advanced models—such as BART, PEGASUS, and T5—on
the TLDR dataset, specifically designed for generating concise scientific summaries
(TLDRs). Models are categorized into extractive (e.g., TextRank, LSA), pre-trained
(e.g., Gemini), and fine-tuned (e.g., BART, PEGASUS, T5), enabling a structured eval-
uation of their strengths and limitations for technical content. This comprehensive ap-
proach not only identifies current model drawbacks but also lays a foundation for im-
provements, establishing benchmarks that can guide future research in enhancing sci-
entific summarization accuracy and efficiency.

Our main contributions include:
1. A thorough comparison of eight state-of-the-art summarization models, high-
lighting differences in performance, computational complexity, and the trade-offs
between lightweight and heavyweight models (e.g., BART-Large versus
DistilBART, T5-large versus T5-small).
2. A categorization for summarization models, distinguishing extractive, pre-
trained, and fine-tuned approaches which is demonstrated in Fig 1. provides a
deeper understanding of their strengths and limitations.
3. A comprehensive study of prior works, including their limitations, to present
a robust foundation for future research.

Evaluation of these models is conducted using ROUGE-1, ROUGE-2, and ROUGE-
L metrics, complemented by qualitative human analysis, to assess the accuracy and
quality of the generated summaries. This approach provides insights into the effective-
ness of each model in capturing key contributions of scientific papers while maintaining
computational efficiency.

The remaining sections are as follows: Section 2 provides the literature review, while
Section 3 discusses the proposed methodology. Results are discussed in section 4 and
the conclusion is highlighted in section 5.
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Fig. 1. The categorization followed for comparative analysis of scientific summarization meth-
odologies.

2 Related Work

In this paper, pre-transformer models for text summarization laid essential groundwork
for more advanced Large Language Models (LLMs). Dilawari et al. (2023) proposed a
neural attention model for abstractive text summarization that combines syntactic and
semantic information to enhance relevance and coherence in summaries. This model
employs attention mechanisms to highlight important sections of input text, thus im-
proving summary quality. Ramani et al. (2023) [2] conducted a comparative study on
extractive summarization techniques, including k-means clustering, Latent Semantic
Analysis (LSA), and TextRank, presenting a performance benchmark for traditional
algorithms. Shin (2023) [3] developed a multi-encoder transformer for Korean summa-
rization, addressing language-specific issues like complex morphology and syntax, un-
derscoring the need for models adapted to linguistic differences.

Su et al. (2020) introduced a two-stage transformer-based approach for variable-
length abstractive summarization, first extracting key sentences and then generating a
coherent summary. This method illustrates transformer adaptability to varying sum-
mary lengths and detail levels. Ramezani et al. (2023) [5] conducted a comparative
study on unsupervised broadcast news summarization using Maximal Marginal Rele-
vance (MMR) and Latent Semantic Analysis (LSA). Their findings emphasized the rel-
evance of classical techniques for quick, unsupervised summarization in dynamic fields
like news, with MMR enhancing content diversity and LSA revealing underlying se-
mantic structures.

Exploring Large Language Models (LLMs), Raiaan et al. [6] provide a detailed re-
view of architectures, applications, and taxonomies, covering models like GPT, BERT,
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and TS5, and addressing applications beyond summarization, as well as challenges such
as ethics and computational needs. Singh and Mahmood [7] focus on transformer-based
models, explaining self-attention, transfer learning, and fine-tuning for task adaptation,
along with practical aspects of implementation. Both studies emphasize the versatility
of LLMs in complex NLP tasks and their transformative potential, while noting the
importance of further research to address limitations and ethical issues.

Recent advancements in text summarization span multiple languages and fields.
Awais and Nawab [8] address Urdu summarization with UrduSum, a dataset of 32,000
article-summary pairs, evaluating transformer models like mT5 and BERT to set essen-
tial benchmarks for Urdu NLP. Myla et al. [9] extend transformer capabilities with a
hybrid approach combining RoOBERTa, T5, and PEGASUS, using a weighted voting
ensemble to enhance ROUGE scores and produce more coherent summaries, showcas-
ing the effectiveness of multi-model integration.

Vlasenko [10] investigates using summarization techniques to automate presentation
slide creation, comparing extractive and abstractive methods, especially BERT -based
models, and examining the role of transfer learning in educational settings. Jiao et al.
[11] extend transfer learning through data rejuvenation for natural language generation,
employing a teacher-student framework with iterative fine-tuning to revitalize inactive
examples, which significantly boosts performance in summarization and other NLG
tasks. Yang et al. [12] propose a language model-based approach for news summari-
zation that combines latent Dirichlet allocation (LDA) with BERT embeddings to en-
hance topic coherence. Using a hierarchical attention network, they produce high-qual-
ity abstractive summaries. This integrated method highlights the synergy between ad-
vanced topic modelling and summarization, achieving improved topic identification
and summary quality, as reflected in higher ROUGE scores and positive human evalu-
ations.

In text summarization, researchers are pioneering methods for varied applications.
Sriramya [13] presents the OKAM-CGAN model, integrating ontology-based
knowledge with a multi-focus conditional GAN for abstractive summarization, improv-
ing ROUGE scores and coherence in specialized domains. Hachey and Grover [14]
tackle legal text summarization with an extractive approach that uses rhetorical status
classification and terminological analysis, enhancing summary quality for legal profes-
sionals. Alami Merrouni et al. [15] introduce EXABSUM, a hybrid framework that first
extracts key sentences and refines them abstractively, achieving robust results across
datasets. For software engineering, Xiang and Shao [16] propose SUMLLAMA, a bug
report summarization model utilizing contrastive learning and fine-tuned adapters, ex-
celling in generating concise summaries, aiding bug tracking and resolution in technical
fields.

Popular text summarization datasets like CNN/Daily Mail, XSum [18], and Giga-
word are frequently used to fine-tune large language models, covering essential news
article summarization and headline generation tasks. The arXiv and PubMed datasets
[19] support abstractive summarization in scientific and academic domains, offering
resources for summarizing long, research-focused texts. For multi-document summari-
zation, Multi-News [20] is commonly applied. Additionally, SciTLDR [21], a dataset
for summarizing scientific papers, is ideal for fine-tuning models in fields that require
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precision in handling technical data and complex content, as it emphasizes capturing
key insights from scientific literature.

3 Proposed Methodology

This study tackles the unique challenges of scientific text summarization, where preci-
sion beyond general text summarization is essential. Using the SciTLDR dataset, spe-
cifically designed for scientific papers, we evaluate traditional extractive methods
alongside pre-trained and fine-tuned transformer models to assess their effectiveness in
this domain. The following subsections delve into the techniques employed, evaluation
methodologies, and potential directions for future research in this domain.

3.1 Dataset

The SciTLDR dataset is a recently developed multi-target resource containing 5.4K
TLDR summaries for 3.2K scientific papers. It includes summaries authored by the
paper writers as well as those generated by experts through a unique annotation process
designed to produce concise, high-quality summaries with minimal effort. This dataset
focuses on scientific papers in fields such as natural language processing, machine
learning, and artificial intelligence, making it a valuable resource for evaluating sum-
marization models on specialized technical content.

3.2 Extractive Summarization

Latent Semantic Analysis. LSA is a mathematical technique for identifying patterns
and relationships in textual data, commonly used in text processing. The process began
with text pre-processing of the SCITLDR dataset, where punctuation and stop words
were eliminated, and sentences tokenized. This resulted in a document-term matrix that
reflected the frequency of each word in a sentence. Next, Singular Value Decomposi-
tion (SVD) was applied to decompose this matrix, reducing its dimensionality and re-
taining only the essential topics that best represented the document. Each sentence was
then ranked by its contribution to these core topics. Finally, the highest-ranking sen-
tences were extracted to create a concise summary.

Text Rank Algorithm. In this study, TextRank was implemented for summarization,
beginning with text preprocessing. A similarity matrix was then constructed by com-
paring pairs of sentences using cosine similarity, which quantified the overlap of con-
tent. Each sentence in the SCITLDR dataset was treated as a node in a graph, with edges
established based on shared content levels. The TextRank algorithm was then applied
to compute sentence ranks. A sentence's rank depended on both the number of connec-
tions with other sentences and the importance of those sentences. The algorithm itera-
tively refined these ranks to ensure that the most central sentences received the highest
scores. For each document in the SCITLDR dataset, the top three ranked sentences were
extracted and ordered, forming a concise summary that captured the main sentences
from the original paper.
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33 Pre-trained Models

Gemini Model. The Gemini pre-trained model was used for employing a deep learn-
ing-based generative approach to produce summaries, in contrast to methods like Tex-
tRank or LSA. Pre-processing involved merging text segments (source and target) into
a single string per document. The Gemini model processed the text generatively, iden-
tifying key information to create concise summaries based on its training on extensive
text data. The "temperature" parameter was crucial: higher values (e.g., 0.8) increased
text diversity, while lower values (e.g., 0.2) produced more focused output, with
ROUGE scores indicating better alignment with reference summaries. This method uti-
lized the model's generative capabilities for direct inference, avoiding additional feature
extraction or ranking, and the generated summaries were compared to reference sum-
maries.

3.4 Fine-tuned Models

BART-large model. The BART-Large model is a transformer-based encoder-decoder
(sequence-to-sequence) model with a bidirectional encoder, similar to BERT, and an
autoregressive decoder, like GPT. During fine-tuning, a training configuration with a
learning rate of 2e-5, weight decay of 0.01, and four training epochs was applied. The
model was trained to predict target summaries from input sequences. To optimize per-
formance, a data collator managed padding and truncation.

DistilBART Model. The DistiIBART model is a distilled, smaller version of the BART
model, designed for increased speed and efficiency while retaining much of the original
model’s performance. For our study, the SciTLDR dataset was tokenized to meet spe-
cific input and output length constraints, using the DistilBART tokenizer. Each input
text was prefixed with "summarize: " to guide the model in summarization. The pre-
trained DistilBART model was then fine-tuned adopting suitable hyper-parameters as
illustrated in Table 1.

Pegasus Model. The Pegasus model, introduced in the paper “PEGASUS: Pre-training
with Extra2cted Gap-sentences for Abstractive Summarization” by Zhang et al., is de-
signed specifically for summarization tasks and uses a sequence-to-sequence architec-
ture similar to BART. In fine-tuning, we prepared the SciTLDR dataset by converting
the text data into a suitable format, then trained the Pegasus model to handle summari-
zation tasks on this dataset. Training involved multiple epochs with optimized param-
eters to enhance performance, where the model adjusted its internal weights based on
feedback from the training data. Post-training, the model was fine-tuned and tested to
ensure effective scientific summarization.

T5 Model. Two variants of the T5 model, T5-Small and T5-Large, were compared to
assess performance relative to model size. T5-Small, with fewer parameters, is re-
source-efficient and suitable for tasks like summarization and translation in limited
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computational settings, while T5-Large, with a higher parameter count, handles com-
plex tasks with improved accuracy. Both models, pre-trained on the C4 dataset, were
fine-tuned on the SciTLDR dataset specifically for scientific summarization. During
fine-tuning, the dataset was tokenized, and hyperparameters like learning rate, batch
size, and epochs were configured. The 'Seq2SeqTrainer’ was used to train and evaluate
performance with ROUGE scores, ensuring model adjustments were made as needed.
Table 1 outlines the specific hyperparameters for each model.

Table 1. Hyperparameters

Hyper parameter BART- DistilBART PEGASUS T5
Large

Evaluation Strategy =~ epoch epoch steps epoch
Learning Rate 2e-5 2e-6 2e-6 2e-5
Train Batch Size 1 4 1 1
Eval Batch Size 1 4 1 1
Weight Decay 0.01 0.001 0.001 0.01
Number of Epochs 4 8 8 4
Predict with Gener- True True True True
ate

4 Results

4.1 Quantitative evaluation

In the eight summarization methods were evaluated on the SciTLDR dataset using
ROUGE-1, ROUGE-2, and ROUGE-L metrics, as summarized in Table 2.

ROUGE is a set of metrics commonly used for evaluating the quality of text summari-
zation by comparing the overlap between the system-generated summary and a refer-
ence summary. ROUGE-1, ROUGE-2, and ROUGE-L are variants of this met-
ric. Rouge-1 measures the overlap of unigrams (single words) between the generated
summary and the reference. Rouge-2 measures the overlap of bigrams (pairs of consec-
utive words) between the generated summary and the reference summary. Rouge-L
measures the longest common subsequence (LCS) between the generated and reference
summaries, focusing on sentence-level structure similarity. LCS (len) indicates the
length of the longest common subsequence. The following equations (1), (2) and (3)
provide the mathematical form for calculating the scores:

2 X [Unigramsoperiap|

|Unigram5generated | + | Unigramsrefe‘rencel

Rouge-1 = (1)
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2 X |Bigramsoyeriap|

Rouge-2 = — - ()
|Blgram5generated|+|Blgram5reference|

R 1= 2 X LCSjen 3

Ouge |Wordsgenerated|+|W0Td5reference| ( )

Table 2. Rouge Scores for each methodology (Ours)
Model Rouge-1 Rouge-2 Rouge-L
LSA 0.263 0.085 0.201
Text-Rank 0.136 0.058 0.103
Gemini 0.156 0.059 0.114
BART-Large 0.347 0.173 0.302
DistilBART 0.276 0.123 0.212
PEGASUS 0.303 0.916 0.205
T5-Small 0.322 0.418 0.281
T5-Large 0.187 0.034 0.153
Table 3. Comparison with prior works

Model Technique Domain

Bhattacharya et al. All Law

T. Islam et al. Extractive Bangla text

Bogdan Gliwa et al. Abstractive Dialogue Summaries

Ours All Scientific

As shown in Table 2, overall, BART-Large performed the best across all metrics,
achieving a ROUGE-1 score of 0.347, ROUGE-2 of 0.173, and ROUGE-L of 0.302,
demonstrating its strong capacity to capture key information in scientific texts. Models
with intermediate scores, like T5-Small, perform well but may use more general terms
or synonyms, which can slightly lower subword overlap-based metrics like ROUGE
despite capturing core ideas. In contrast, extractive methods like Latent Semantic Anal-
ysis (LSA) and TextRank struggled significantly, with TextRank exhibiting the weakest
performance (ROUGE-1: 0.136, ROUGE-2: 0.058, ROUGE-L: 0.103). Lower scores
in models like LSA and TextRank stem from their extractive nature, which limits them
to selecting phrases directly from the source without rephrasing or abstracting, often
missing nuanced or implied content.

Table 3 presents the performance of various state-of-the-art models employing dif-
ferent techniques across multiple domains. Notably, our results demonstrate a signifi-
cant improvement compared to these models.

In addition to evaluating the ROUGE scores, graphs have been constructed illustrat-
ing the training loss vs validation loss for three of the top-performing models: BART,
PEGASUS, and T5. These graphs help visualize the learning process of each model,
indicating how well the models generalize over time during training.
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For DistilBART, the training and validation loss graph shows a clear trend of rapid
convergence, as depicted in Fig 2. Initially, the training loss starts high but drops steeply
after the first two epochs. The validation loss, on the other hand, decreases gradually
before stabilizing after the third epoch. This stability in the validation loss suggests that
the model is generalizing well without overfitting, as there is no significant divergence
between the training and validation curves after early epochs.

Tralning and Valldation Loss owver Epachs

1 -

——— &

1 F 3 i B W 7 [
Ecwnehy

Fig. 2. Training versus Validation Loss for DistiiBART Model

For the fine-tuned PEGASUS model, Fig 3. shows that the training loss drops steeply
within the first 400 steps, after which it stabilizes near zero, indicating efficient learn-
ing. The validation loss also decreases gradually and levels out around the same point,
suggesting good generalization. Since both losses stabilize , the model is not overfitting
and performs well on both the training and validation data.

wirirag and aRiatien Lous avel Beeps dar PEGASLS Mode

Fig. 3. Training versus Validation Loss for the Pegasus Model
Finally, for the T5-small model, the training and validation loss graph shows a steady
decline in both losses over the epochs as shown in Fig 4. The training loss decreases
consistently across the first three epochs. The validation loss decreases more gradually
and stabilizes, indicating that the model is learning effectively without major issues in
generalization. The small gap between the two curves shows good performance across
both training and validation data.



178 Y. P. Pragathi et al.

Tradning ard Valdation Lasses for TS-small Model

L

1o L5 1.0 2.3 10 LR} a0
Lpach

Fig. 4. Training versus Validation Loss for the T5 Model

4.2  Qualitative evaluation

Comparative examples are drawn from various model categories to highlight the
strengths and weaknesses as well as the lengths of the summaries as shown in Fig 5. It
can be noted that the length of the summary is the highest for the TextRank algorithm
as it retrieves all the important sentences from the given text. Between the Gemini and
BART-Large models, the summaries generated by Gemini tend to be longer and capture
most essential points effectively. However, the ROUGE score for Gemini is lower than
that of BART-Large, likely due to ROUGE's emphasis on exact word or sub-word over-
lap. This suggests that Gemini’s use of synonyms may contribute to its reduced score.
In contrast, BART-Large achieves a higher degree of word overlap, which translates
into a higher ROUGE score.

5 Future Directions

To advance this field, future research could prioritize the development and refine-
ment of hybrid architectures that seamlessly integrate the strengths of extractive and
abstractive approaches. These models could leverage extraction for factual accuracy
while incorporating abstraction for improved fluency and coherence. Moreover, curat-
ing specialized datasets tailored to distinct scientific subdomains—such as physics, bi-
ology, or computer science—could help ensure models are better aligned with the spe-
cific nuances and terminologies of these fields.

In addition to traditional evaluation metrics like ROUGE, incorporating alternative
scores such as FactScore, GPTScore, and others could offer a more comprehensive
analysis of model performance. FactScore, for instance, measures the factual accuracy
of summaries, which is crucial in scientific contexts where precision is paramount.
GPTScore, which evaluates fluency and coherence using models like GPT, could pro-
vide further insights into the readability and overall quality of generated summaries,
ensuring that they are not only accurate but also well-written and coherent.
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Furthermore, exploring multimodal approaches presents an exciting avenue for en-
hancing the quality of summaries. By incorporating scientific diagrams, images, charts,
and their accompanying explanations, these methods could provide a richer and more
comprehensive understanding of the content. Such visual elements are often integral to
scientific papers and hold the potential to complement textual summaries, especially
when describing experimental setups, results, or complex methodologies. Overall, these
advancements could lead to more effective summarization systems that better meet the
needs of researchers and practitioners alike.
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Fig. 5. The figure showcases text samples from the 3 categories of models including Extractive,
Pre-trained and Fine-tuned methods.

6 Conclusion

In this study, an extensive comparative analysis of state-of-the-art models for scientific
summarization was conducted, addressing the unique challenges posed by technical and
domain-specific content. Eight models—Latent Semantic Analysis, TextRank, Gemini,
BART-Large, DistilBART, PEGASUS, T5-large and T5-Small—were fine-tuned on
the SciTLDR dataset, highlighting key differences in their ability to handle complex
scientific information. The findings indicate that transformer-based models like BART-
Large and PEGASUS outperform traditional extractive models, providing more concise
and accurate summaries of scientific papers. While the discussed models show promise,
the findings highlight areas for improvement, particularly in ROUGE scores. Extractive
techniques, in particular, struggle to achieve the required precision and coherence.

Future work could refine hybrid models combining extractive and abstractive tech-
niques, focus on specialized datasets for specific scientific subdomains, and explore
multimodal elements like diagrams and images to enhance summary quality. Addition-
ally, incorporating alternative evaluation metrics, such as FactScore and GPTScore,
could provide more comprehensive assessments of summarization accuracy. Our study
identifies key areas for improvement and sets the stage for more effective and precise
summarization methods.
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