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Abstract. Deep Learning models are gaining widespread adoption and popularity across various real-
world applications, including image recognition, speech recognition, self-driving cars, and critical infras-
tructure Systems. However, these models are found to be vulnerable to imperceptible adversarial pertur-
bations or noises. Adversarial Attacks involve adding small perturbations into the original input to deceive
the recognition model. This paper explored the vulnerable effects of adversarial perturbations or noises
against deep learning architectures: VGGNet, ResNet50, and InceptionV3. In this work, we systematically
investigated the vulnerabilities of convolutional neural architectures (CNN), and performance is evaluated
using robustness metrics, including adversarial loss, generalization gap, attack transferability, and attack
success rate. The listed deep learning architectures are evaluated with benchmark datasets (CIFAR10 and
CIFAR100) and employ various adversarial attacks, including FGSM, C&W, PGD, and Gaussian Noise.
Our results indicate that the performance of Resnet50 is resilient against adversarial attacks, and In-
ceptionV3 performed resiliently against common corruptions (Gaussian Noise) instead of VGG16, which
struggled against both types of perturbations. Therefore, it indicates that the more profound layer archi-
tectures are more vulnerable because adversarial perturbations are magnified when they go deeper into
the network. The findings of this work shed light on the importance of enhancing the robustness of deep
learning architectures, especially deployed in critical real-world applications.
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1 Introduction

Deep Learning applications utilizing Convolutional Neural Networks (CNNs) have gained widespread adoption
across real-world applications such as Image Classification [8],[10], Object Detection [10], Image Segmentation
|9], Natural Language Processing [23], and Text Recognition. However, CNN architectures require much more
training data and are found to be vulnerable against intentionally crafted adversarial samples and common
corruption attacks. Deep learning models also gained popularity while deploying applications in high-stake
environments such as self-driving systems, biometric authentication systems, drones, etc. CNN architectures
like VGGNet, ResNet50, and InceptionV3 are the most popular due to their accuracy and efficiency. However,
minimal errors in model predictions could lead to severe risks. CNNs are vulnerable to adversarial attacks
involving planned alteration of benign inputs by introducing minimal perturbations. The added perturbations
are too minimal and invisible to the human vision system. In mathematical terms, Adversarial attacks can be
crafted with Equation (1), where - denotes the original input, ||¢|| denotes the magnitude of the perturbation
norm, and f(z) denotes the output of the classification model.
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The target of the adversarial attack is to evade the model classification label and to minimize its overall
performance. Adversarial attacks can be performed in two ways: evasion and poisoning. Evasion attacks are
performed at inference time, where the attacker designs inputs that evade detection or mislead the model, simi-
lar to classifier-targeted attacks but with a broader focus on avoiding model defenses. Under poisonous attacks,
the attacker contaminates the training data with malicious samples, leading the model to learn incorrect associ-
ations and degrade its performance. Moreover, assessing the effects of adversarial attacks on image recognition
systems is necessary before designing robust models and defensive solutions against adversarial attacks.

Existing studies have focused on exploring the model robustness against Fast Gradient Sign Method (FGSM)
and Projected Gradient Descent (PGD) [14]. Many focus on evaluating the specific model’s robustness and
efficiency against specific types of attacks. Therefore, they lack while providing a detailed analysis to compare
the performance of multiple architectures. Furthermore, limited studies have systematically explored vulnera-
bilities using performance metrics such as adversarial loss, generalization gap, attack transferability, and attack
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success rate. The gap of a detailed comparison of CNN architectures offers intuitions to explore the strengths
and weaknesses of multiple CNN architectures when exposed to different types of adversarial perturbations and
noises.

This article aims to explore and measure the vulnerable effects of VGGNet, Resnet50, and InceptionV3 utilizing
a range of metrics such as Adversarial Loss, Attack Success Rate, Generalization Gap, and Attack Transfer-
ability Rate. The specified CNN models are subjected to various adversarial attacks such as FGSM, PGD,
CW, and Gaussian Noise with CIFAR10 and CIFAR100 datasets to evaluate their performance with a range of
perturbation strengths. The analysis presents a detailed comparison of these architectures when subjected to
different adversarial attacks. It provides intuition for developing more robust deep learning models deployed in
real-world applications.

The major contributions of this paper are described below:-

— Adversarial instances of different datasets CIFAR10 and CIFAR100 are generated by applying various range
of adversarial attacks(FGSM,PGD,C&W and Common Corruptions)

— Prediction results of generated adversarial instances are evaluated against three target architectures (VGG,
ResNet, and InceptionV3).

— The robustness of each architecture is measured by measuring the impact of multiple performance metrics
(Adversarial Loss, Attack Success Rate, Generalization Gap, and Attack Transferability rate) across various
clean and generated adversarial versions of the dataset.

The rest of the article is structured as follows: Section 2 reviews existing adversarial attacks in literature.
Section 3 describes the materials and methods adopted to evaluate the targeted architectures, which includes
adversarial attacks, dataset descriptions, and robustness metrics used to evaluate the performance of different
CNN architectures. Section 5 presents the experimental findings with prediction results on adversarial instances
of different datasets and evaluates the performance of different ¢cNN architectures through robustness metrics.
Section 6 concludes with directions for future research.

2 Related Work

This section explains the existing literature on Adversarial Attacks. Adversarial Attacking methods are broadly
classified as-Digital Attacks and Physical world attacks.

2.1 Digital Attacks

Digital adversarial attacks can be broadly categorized into Gradient-based algorithms and Optimized algo-
rithms. Gradient-based techniques work in white-box environments, creating adversarial inputs by utilizing full
knowledge of the target model and its gradients. Initially, Szegedy et al. [21] suggested creating adversarial per-
turbations using the box-constrained LBFGS approach. The Fast Gradient Sign Method (FGSM) [7] chooses the
gradient sign of adversarial perturbations for increased efficiency under the L., norm constraint. Later, Kurakin
et al. [12] presented an iterative version of the FGSM attack that applies the attack repeatedly with a given
step size and clips pixel values to keep them within acceptable boundaries. DeepFool (DF) was introduced by
Moosavi-Dezfooli et al. [17] and worked by repeatedly projecting standard images onto linearized decision bound-
aries until misclassification happens. One of the most effective attacks, the Projected Gradient Descent (PGD)
attack [15], was designed to maximize loss increments within the L. norm. Furthermore, Papernot et al. [18]
proposed that a Jacobian-based Saliency Map Attack (JSMA) uses the forward derivative of the neural network
to induce certain target misclassifications. Gradient-based techniques, however, are less effective in black-box
environments and on models that have been defensively distillated and subjected to adversarial training. Car-
lini and Wagner Attack (C&W)[1] is an optimization-based algorithm that uses sophisticated loss functions
and empirically derived parameters to balance the goal function and perturbation intensity. Subsequently, other
attack techniques embraced the C&W framework, maximizing the compromise between adversarial efficacy and
disruption. Eykholt et al.[6] For instance, improved C&W can be combined with Minimum Perturbation Search
(MPS) and Expectation Over Transformation (EOT).

2.2 Physical Attacks

Adversarial Examples imitating real-world incidents can be crafted with physical-world attacks. Eykholt et al.
first used road sign images to demonstrate the susceptibility of adversarial attacks in the physical world [20].
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Using NPS loss, the authors have eliminated the color discrepancy between printed and digital adversarial
patches. Liu et al. [13] applied a generative model to generate discrete adversarial patches. By decreasing the
disparities using GAN Loss, L2 Norm Loss, and Adversarial Loss, they obtained higher realism by utilizing the
GRAD-CAM to clip out the position of perturbations. Duan et al. [5], [4] utilized style transfer techniques to
conceal the authentic style of disturbances that appear natural to the human eye.

3 Materials and Methods

This section explains in detail model architectures, their selection rationale, adversarial attacks applied, corrup-
tion attacks applied, and robustness metrics adopted to quantify the vulnerability effects on the performance
of deep learning models.

3.1 Targeted Models

The generated adversarial attacks and common corruption attacks are assessed to measure the performance
and resilience of four different CNN models, which include VGGNet [11], ResNet50 [16], and InceptionV3 [22],
to understand the behavior of adversarial examples. Each of the listed models offers distinct characteristics in
terms of depth diversity, architecture design, and feature extraction methods, which makes them an ideal choice
for comparison, particularly in quantifying the robustness in varying conditions and attacking scenarios against
adversarial examples and real-world corruption conditions. The unique characteristics of each architecture are
discussed below in detail:-

VGG16 VGGI16 has a simple design comprising 16 layers and 3x3 convolutional filters with deep-stacked ar-
chitecture. The hierarchical feature extraction process and depth of layers make it ideal for learning detailed
patterns in the context of image classification tasks. However, the detailed depth in architecture makes it compu-
tationally expensive and prone to adversarial perturbations because perturbations can propagate in many layers.
Moreover, the absence of unique connections and bottlenecks between layers contributes to the vulnerability of
model performance.

ResNet50 ResNet50 is composed of 50 layers, which include convolutional, batch normalization, and fully
connected layers. Its architecture is built around residual blocks and designed to enable deeper networks by
tackling the vanishing gradient problem that typically arises in deep models. The core innovation of ResNet
lies in its use of residual connections, which let the network focus on learning the difference between the
input and output (residuals) rather than mapping the input directly to the output. These skip connections
alleviate the degradation problem, enabling efficient training even at significant depths. The structure features
48 convolutional layers, one max-pooling layer, and a final fully connected layer. By skipping over one or more
layers, the identity connections combine the bypassed layers’ output with the output of the following layers,
facilitating a smoother flow of information through the network.

InceptionV3 InceptionV3 consists of around 42 layers, which is fewer than ResNet50 in terms of layer count
and involves similar operations due to its intricate multi-branch design. The key breakthrough of the Inception
architecture is its use of multi-scale convolutions, where various filter sizes (1x1, 3x3, 5x5) are applied concur-
rently within the same layer. The architecture revolves around Inception modules, which simultaneously deploy
multiple convolutional filters of different sizes, enabling the network to capture details at multiple scales. These
modules are computationally efficient, as they utilize 1x1 convolutions before applying larger, more resource-
intensive filters (like 3x3 and 5x5), resulting in a highly efficient and powerful architecture in feature extraction.
Another advancement is factorized convolutions, where larger convolutions are broken down into smaller ones
(for instance, a 5x5 convolution might be split into two 3x3 convolutions), reducing computational demands
without sacrificing accuracy. Despite its robust multi-scale feature extraction capabilities, InceptionV3 remains
susceptible to adversarial attacks. The complex branching structure allows perturbations introduced by these
attacks to spread across different branches, potentially leading to incorrect classifications.

3.2 Adversarial Attacks

The adversarial attacks are exploited to measure the sensitivity of deep learning models against small perturba-
tions and highlight the vulnerabilities in their decision boundaries. The adversarial attacks employed to access
the vulnerabilities are described in detail below:-
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FGSM (Fast Gradient Sign Method) Goodfellow et al. [7] proposed an FGSM to compute the perturbations
over input data. A simple and efficient attack that perturbs the input image by adjusting pixel values along
the gradient of the loss function for the input. Mathematically, Adversarial samples generated with FGSM are
represented by Equation (2).

X, =X + esign(VoJ(z,y:)) (2)

where x is the input image, € is the perturbation magnitude, and L is the loss function.

PGD (Projected Gradient Descent) Madray et al. [15] proposed PGD, one of the strongest first-order
adversaries, to create adversarial examples. It is a more iterative variant of FGSM, where multiple small steps
are taken along the gradient, and the perturbations are projected back onto the valid input range after each
step. It returns the updated image to the € ball around the original image to ensure the bounded perturbations.
PGD is defined in Equation (3).

i1 = Projeyp, (e + asign(Vz (0, x,y:))) (3)

where « denotes the step size and 6, represents the parameters of targeted model.

C&W (Carlini & Wagner Attack) Carlini et al. [1] proposed C&W, a powerful optimization-based attack
that minimizes the perturbation required to misclassify an input image. It follows an objective function to strike
a balance between the adversarial image and introduce minimal perturbations. C&W is defined in Equation (4)
as:

min||d||, + c.f(z + 9) (4)
where § is the adversarial perturbation, [|d||, represents the p-norm of the perturbation (typically p=2 for
C&W Ly attacks, but can also be Ly or L), ¢ is a constant that controls the trade-off between minimizing the
perturbation and the adversarial objective and f(z+d) is a loss function that measures whether the adversarial
example = + 0x is classified as the target class t.

3.3 Robustness Metrics

This work utilizes several key robustness metrics to assess the behavior of models under attack as referred in [2].
These metrics include Adversarial Loss, Adversarial Transferability, Attack Success Rate, and Generalization
Gap. Each metric provides unique insights into the model’s response to adversarial and corrupted inputs,
enabling a thorough understanding of its defensive capabilities.

Adversarial Loss Adversarial loss defines model loss when exposed to inputs crafted with adversarial attacking
algorithms such as FGSM, PGD, C&W, and Common Corruption attacks. It reflects the ability of the model to
minimize the loss under perturbations designed for forceful misclassification of input. The adversarial loss can
be computed with Equation no. (5) as:-
Ladv = L(f(z +6),y) (5)

Where x is the original input, § is the added amount of perturbation, f(z + d) denotes the model prediction
on perturbed input, y is the true label, and L is the cross-entropy loss.
A high value of adversarial loss indicates more vulnerability to adversarial perturbations because the model out-
put diverges significantly from the true labels. However, small values of adversarial loss indicate the robustness
of the model.

Attack Transferability Rate (ATR) The attack transferability rate refers to the capability of generated
adversarial perturbations designed for one model to deceive another model successfully. It measures the cross-
model vulnerabilities and is critical to understand them if attacks are generalized over multiple architectures.
It is defined in Equation (6).

n
ATR(f1, ) = 5 3 I(falai+ 1) =) ©)
(i=1)

Where z + f1(d) is the adversarial example generated for fi model, fo(x + f1(d)) represents the evaluation
results on f> model, I an indicator function that returns one if the generated adversarial examples are successful
in fooling the evaluation model. The high transferability value indicates that the model shares vulnerabili-
ties across generated adversarial examples, even with different architectures or procedures. With adversarial
transferability, it becomes crucial to deploy models in ensemble systems.
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Attack Success Rate (ASR) The Attack Success Rate (ASR) represents the proportion of adversarial
examples that successfully force a model into misclassification. It indicates the effectiveness of adversarial attacks
that provide instincts to access the model’s susceptibility against manipulated inputs. The high value of ASR
reflects the greater vulnerability and highlights the model’s inability to maintain robustness against adversarial
perturbations. Moreover, it helps to access the defensive capabilities of the model when deployed in real-world
scenarios. ASR is defined in Equation (7) as:-

S I(f (4 6)! = ) (7)

i=1)

Asp— 1
it

Generalization Gap The generalization gap measures the difference between the model’s accuracy on clean
data and adversarially generated inputs. Therefore, it helps to measure the robustness of the model against
adversarial perturbations. These metrics reflect the direct distortion between clean and adversarial inputs as
defined in Equation (8).

GG = Acc. — Accaan (8)

where Acc. represent the accuracy over clean samples and Accgq, represent the accuracy over adversarial
samples. A small value of the generalization gap implies that the model generalizes well over adversarial condi-
tions. However, a large gap signifies performance degradation when adversarial perturbations are introduced.

3.4 Methodology

This work adopted a method that combines the quantification of vulnerabilities and the evaluation of the
effectiveness of deep learning architectures in terms of prediction results and robustness metrics. Figure 1 shows

Fig. 1. Methodology Flowchart

the different stages of accessing the robustness of deep learning architectures. It starts with loading a pre-
trained model, pre-processing the input images, and generating adversarial instances with various attacking
algorithms. In the next step, model predictions are obtained on generated instances through VGG16, ResNet50,
and Inceptionv3. Finally, the effectiveness of the model against different adversarial perturbations is measured.

4 Experimentation and Results

The experimentation and results section demonstrates how the models perform under various adversarial attacks
and common corruption scenarios. This section demonstrates the detailed results about prediction results of
different CNN architectures over generated adversarial samples and accesses their performance utilizing several
robustness metrics.
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4.1 Experimental Setup

The experiments were conducted on a high-performance machine with an NVIDIA Tesla T4 GPU, 24 GB of
RAM, and a Quad-core Intel Xeon processor. This ensured the computational power for intensive training
and deep learning model testing. The experiments were implemented using PyTorch 3.10.0, a widely used deep
learning framework. Adversarial attacks were conducted using the Foolbox library and Adv-Torch Library, which
provides a range of adversarial attack techniques. We evaluated the models on the CIFAR-10 [3] and CIFAR-100
[19] datasets. CIFAR-10 consists of 60,000 images across ten classes, while CIFAR-100 contains 60,000 images
but is spread over 100 fine-grained classes. All images were resized to 32x32 pixels, normalized, and subjected
to standard preprocessing techniques such as data augmentation to improve model generalization. The models
under comparison included VGGNet, ResNet50, and InceptionV3. Each model was initialized with pre-trained
weights from the ImageNet dataset and then fine-tuned on CIFAR-10 and CIFAR-100. The fine-tuning process
involved using stochastic gradient descent (SGD) as the optimizer with a learning rate of 0.001 to adapt the
pre-trained models to the specific characteristics of the new datasets. Each model’s robustness was tested against
several adversarial attack algorithms, including Projected Gradient Descent (PGD) with an epsilon of 0.03 and
the Carlini & Wagner (C&W) attack with a confidence factor 10. Additionally, we applied common corruption
attacks such as Gaussian noise, blur, and adverse weather conditions like fog and snow to assess the models’
robustness in real-world scenarios. These corruption types were selected to evaluate the performance of the
models under naturally occurring perturbations, making the results more practical and applicable to real-world
environments.

4.2 Model Predictions on Clean vs Adversarial Instances

This section presents the prediction result of three different architectures-VGG16, ResNet50, and InceptionV3,
against clean and adversarial samples of CIFAR10 and CIFAR100 datasets. Figure 2 demonstrates the model
predictions on clean and respective adversarial instances (FGSM, C&W, PGD, and Common Corruption) with
classification labels and confidence values. It is clear from this figure that in some cases, Inceptionv3 can classify
correctly against common attacks with very low confidence values but fails to provide the correct classification
against other adversarial perturbations. Similarly, Figure 3 demonstrates the prediction results on the CITAFR100
dataset against different adversarial perturbations with VGG16, ResNet50, and InceptionV3.

4.3 Performance Evaluation with Robustness Metrics

This section presents the findings from our experiments, focusing on the robustness of the evaluated deep learning
models—VGGNet, ResNet50, InceptionV3, and DenseNet—against adversarial attacks and common corruption
scenarios. The analysis is based on various robustness metrics, including adversarial loss, attack transferability,
attack success rate, generalization gap, and perturbation tolerance. In particular, the four subfigures of Figure
4 illustrate the comparison of adversarial loss obtained under four different attacking scenarios, where each
bar denotes the adversarial loss values obtained with three different architectures (VGG16, ResNet50, and In-
ceptionV3) utilizing CIFAR10 and CIFAR100 datasets with different perturbation budgets. Figure 5 compares
attack success rate values employing CIFAR10 and CIFAR100 datasets under different attacking scenarios. In
particular, the obtained ASR values are high across VGG16 compared to Resnet50 and InceptionV3. Moreover,
against all the attacking algorithms, the obtained ASR values are high across the CIFAR100 dataset due to the
greater number of classes, and it becomes easier to confuse the model while training. The generalization gap
represents the difference between accuracy obtained on clean samples and adversarial samples. As illustrated
in Figure 6, we have achieved a very high gap at perturbation strength equal to 0.03 on both CIFAR10 and
CIFAR100 datasets against VGG16, ResNet50, and InceptionV3 architectures. Attack transferability rate rep-
resents the phenomenon where adversarial examples generated for the source model can fool the target model
despite having different model architectures. Table 1 describes the obtained values for the attack transferability
rate between different models on the CIFAR10 dataset. Particularly, it is inferred from the table results that
the adversarial examples generated for Inceptionv3 are more transferable with adversarial perturbations than
other architectures. However, the adversaries generated with ResNet50 are more transferable in case of common
corruption. Similarly, Table 2 describes the attack transferability rate values obtained on the CIFAR100 dataset.

5 Conclusion and Future Work

The adversarial example generation process and evaluation of model robustness present critical issues in the secu-
rity and reliability of deep learning models. This paper comprehensively examined the effect of three adversarial
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Table 1. Attack Transferability Rate (ATR) between a source model and target model against FGSM, PGD, C&W,
and Common Corruption Attacks for CIFAR10 dataset

Source Model|Target Model|FGSM|PGD|C&W|Common Corruptions
VGG16 ResNet50 0.45 0.39 |0.36 |0.60
VGG16 InceptionV3 [0.47 ]0.36 [0.41 [0.64
ResNet50 VGG16 0.50 [0.48 |0.56 |0.73
ResNet50 InceptionV3 |0.56 |0.51 [0.53 [0.69
InceptionV3 |VGG16 0.48 ]0.38 |0.39 |0.71
Inceptionv3 [ResNet50 0.60 ]0.54 [0.58 |0.68

Table 2. Attack Transferability Rate (ATR) between source model and target model against FGSM, C&W, PGD and
Common Corruption attacks for CIAFR100 dataset

Source Model|Target Model|FGSM|PGD|C&W|Common Corruptions
VGG16 ResNet50 0.55 |0.38 |0.37 ]0.59
VGG16 InceptionV3 [0.48 ]0.46 |0.44 ]0.63
ResNet50 VGG16 0.53 ]0.51 |0.57 |0.73
ResNet50 InceptionV3 |0.62 |0.55 [0.56 [0.72
InceptionV3 |VGG16 0.53 10.39 |0.49 |0.70
Inceptionv3 [ResNet50 0.59 ]0.53 [0.55 |0.66
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attacks- FGSM, PGD, C&W, and common corruption attacks against the robustness of deep learning models.
The study explores common deep learning architectures VGG16, ResNet50, and InceptionV3 vulnerabilities
against adversarial attacks and common corruption attacks. This work provides a comprehensive comparison of
deep learning models’ resilience against adversarial perturbations and naturally occurring common corruptions
with the help of key robustness metrics, including adversarial loss, attack success rate, generalization gap, and
adversarial transferability. The results indicate that the deeper models perform better but are vulnerable to
adversarial disturbances. From the obtained results, VGG16 exhibited a high attack success rate, adversarial
loss and generalization gap in comparison to ResNet50 and Inceptionv3, demonstrated it a more vulnerable
architecture in comparison to other ones. In terms of defense against common corruption attacks, InceptionV3
exhibited better performance. Regarding adversarial transferability, the attacks generated with ResNet50 archi-
tecture are well transferable to Inceptionv3 and VGG16.

The findings of this study highlight the importance of evaluating the robustness and vulnerability of deep learn-
ing models across diversified datasets, such as ImageNet, which have high complexity. It would offer a holistic
understanding of model vulnerabilities. Therefore, several areas for future research can be identified that provide
security and reliability of hybrid countermeasures that can account for both adversarial and corruption attacks.
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