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Abstract. Natural-sounding speech synthesis systems with end-to-end models
have been designed for Spanish, American English, and Chinese. However, little
work has been done on the end-to-end text-to-speech synthesis development for
the Indian languages. The lack of good training data has been a challenge of this
in the past. In this work, we have used approximately eight hours of training data
to construct a human-resembling quality Indian English text-to-speech
converting system. The checkpoints of Tacotron2, FastSpeech2, WaveGlow, and
Parallel WaveGAN were pre-trained in American English, so we continued
training them using the fine-tuning technique. Therefore, as far as the authors are
aware, this is the best quality text-to-speech synthesis (TTS) for Indian English
that has not been accomplished yet. Our experiment yields a mean opinion score
(MOS) of 4.35 + 0.14 with the Tacotron2 model and MOS of 4.12 + 0.17 with
the FastSpeech2 model.

Keywords: Indian English, end-to-end, fine tuning, Tacotron2, Waveglow, FastSpeech2,
speech synthesis.

1 Introduction

Two essential technologies for achieving man-machine speech communication and
creating a speaking and listening system are speech recognition and speech synthesis.
Enabling computers to be able to speak and understand like humans was a major
competitive market for the information business in the 1990s. Speech synthesis tech-
nology, which is more advanced than speech recognition technology, is the most like-
ly to advance and become industrialized in this field soon. Text-to-speech, also re-
ferred to as voice synthesis, is an assistive technology that does a fantastic job of in-
terpreting webpages and documents that contain text. It is frequently used by busi-
nesses to improve user experience, boost engagement, and make data more accessible.
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The challenge of producing speech that sounds natural from text remains unsolved.
The most advanced TTS systems available today are those that use deep learning to
produce speech that sounds natural. In the past, the voice was muffled by formant,
articulatory, concatenative, and parametric synthesis techniques, which had far more
intricate pipelines [1]-[5]. Additionally, there could be glitches and instability in the
speech output.

In this area of study, the swift advancement of deep learning-based techniques has
yielded great results. Conventional pipelines have been replaced with end-to-end gen-
erative models like Tacotron2, FastSpeech, and Deep Voice. By combining the voice
synthesis and spectrogram prediction pipelines into a single pipeline, these models
have shown outstanding performance. However, many hours of voice data and a sig-
nificant amount of processing power are needed for these end-to-end models [6]-[9].

Nonetheless, a fine-tuning-based TTS for Indian English was carried out on the
Tacotron2, FastSpeech, and WaveGlow models with a small amount of training data.

The Motivation and the benefits of this work to society include: The majority of
the training is led on foreign English speech resources, resulting in limited generaliza-
tion for Indian English. A collection of the English dialects used in the Republic of
India is known as Indian English. The Indian Constitution stipulates that the Govern-
ment of India must communicate in English. In addition, English is designated as an
official language in 7 Indian states and 7 union territories, as well as an additional
official language in seven states along with a union territory. According to the Consti-
tution of India, Hindi is the official language of the country, with English being used
formally for fifteen years opening in 1947. Nonetheless, even though TTS for Indian
languages has seen significant growth over the previous twenty years, there hasn't
been as much effort put into creating Indian English TTS.

There are several applications for intelligible speech synthesis systems in the de-
sign of human-computer interaction systems across various areas. These days, speech
synthesis systems are becoming more accessible to the general public, making them
appropriate for daily use. We'll talk about a few useful uses for these technologies
below.

1. For persons with visual impairments or reading difficulties—especially those with
dyslexia or other reading challenges—TTS devices can act as screen readers. More
than 10,634,881 individuals in India are visually impaired. They can use these
technologies to help with everyday tasks like driving and cooking, as well as to lis-
ten to written documents in various Indian languages. The advantages of TTS sys-
tems in Indian languages haven't quite been felt yet, though. For Hindi, Bengali,
Marathi, Tamil, Telugu, and Malayalam, TTS systems are currently in use; howev-
er, for other official and unofficial Indian languages, their full potential benefits
have not yet been realized.

2. Through natural language processing interfaces, mobile device interaction is made
possible by speech synthesis and recognition. TTS technology makes it possible for
illiterate people to communicate with machines and use local languages through
the use of multimedia, internet search engines, and telephone inquiry systems.
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3. For those with speech impairments, text-to-speech technology can generate voice
automatically through typed utterances in native languages. Without the need for
sign languages or other intermediaries, communication can be improved by inte-
grating this technology into compact mobile devices. More than 1,640,868 individ-
uals in India suffer from speech-related difficulties. Although TTS services are of-
fered for languages similar to English, many Indian languages are still unreachable.

4. From outdated calculators to cutting-edge 3D applications like talking heads, syn-
thetic speech technology may be used in a wide range of games and talking toys.
Although it's less popular, IBM TTS supports interactive toys for kids that incorpo-
rate Indian languages. All Indian social groups will have access to these apps, im-
proving learning and communication.

5. For language acquisition, TTS systems can be combined with computer-aided
learning programs like CaptiVoice. Indian languages still have technology issues,
nevertheless. Incorporating material that has been translated or transliterated may
facilitate communication between speakers of different languages.

Although deep neural networks are extremely skilled at a wide range of tasks, they
usually require large amounts of training data and processing power. Nevertheless,
past studies have demonstrated that deep neural network models are also cross-
linguistically transferable. Consequently, we utilize a transfer learning approach to
address the limited voice resource issue in an end-to-end (E2E) architecture. Transfer
learning is essentially the process of adding knowledge to a new assignment by using
knowledge from a related assignment that has already been completed. The popular
Tacotron2 and FastSpeech transfer learning algorithm was utilized to develop an E2E
recognition framework for spoken English in India [10]-[12]. The full process of fine-
tuning the popular Tacotron2 and FastSpeech model for Indian English is described in
the research work published here. The NPTEL2020 database, one of the best openly
accessible resources for Indian English, is utilized for training. It includes more than
fifteen thousand hours of spoken English that native men and women from different
parts of India have contributed.

The structure of this document is as follows. Section 2 recaps the literature review.
We propose the methodology in Section 3 and report the result and conclusion in
Section 4.

2 Literature Review

Conventional strategies for speech synthesis are formant synthesis, articulatory syn-
thesis, concatenative synthesis, Harmonic plus Noice model, and parametric speech
synthesis [3],[13],[14]. In Formant synthesis, although the source-filter method pro-
duces artificial and robotic-sounding voices, it is useful for synthesizing speech in a
particular manner. The fundamental concept is to precisely predict the vocal tract
transfer function by reproducing formant frequencies and amplitudes. These predicted
frequencies and amplitudes are then used to synthesize the speech. Formant synthesis
generates the characteristics desired for TTS and co-articulation using rules developed
by linguists rather than using human speech samples. The process of producing high-
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quality speech by closely simulating the behavior of human articulators is known as
articulatory synthesis. However, because of its challenging implementation, it is not
widely utilized. Concatenative synthesis is used to break the spoken sentence up into
several little parts. The sentence is divided into words first, then syllables, and finally
phonemes, diaphones, triphones, and demi-syllables. To create new phrases that are as
natural and intelligible as possible, the recorded instances of these sections are subse-
quently combined and rearranged. On the other hand, discontinuity distortions, a high
memory need, and lengthy processing times are some of the disadvantages of concat-
enative synthesis. Furthermore, speech artifacts that give the speech an artificial
sound can be produced by prosodic alteration. In the Harmonic plus Noice model, the
voice signal is observed as the totality of its noise elements and harmonic elements.
Prosodic modifications are essential for TTS of the highest caliber. Because the
framework is parametric, prosodic features can be easily and well-modified. The hid-
den Markov Model, which is sometimes referred to as statistical parametric synthesis,
trains the statistical acoustic model using HMM (Hidden Markov Models). The stages
of synthesis and training are critical. It is crucial to decide which attributes the model
ought to be trained on throughout the training phase. Predicting the vectors of features
for an existing phone sequence is the first step in the synthesis process. These feature
vectors are then transformed into audio signals via a filter [3],[15]-[17].

Recently, deep learning (DL) methods have attained up-to-date outcomes in gener-
ating end-to-end speech synthesis. The problem is divided into front part and back
part components using the typical TTS technique. The front part alters the text into
language structures whilst the backend takes the language structures as input and
creates the corresponding sound. By merging the front part and back part into a sin-
gle, coherent architecture, end-2-end speech synthesis systems like Tacotronl,
Tacotron2, Deep Voicel, Deep Voice2, Deep Voice3, FastSpeechl and FastSpeech2
have superseded earlier methods [3],[18]. Existing Deep Learning TTS system are
shown in Table 1.

Most typically, non-public datasets are used to train TTS systems, which produce
speech with qualities comparable to human speech. Internal datasets are frequently
thought to be of higher quality than datasets that are made public due to the strictly
controlled environments in which they are gathered. To compensate for this short-
coming, pre-trained language models might be applied. For fine-tuning on smaller
datasets, these intensely already trained linguistic architectures that were skilled on
extensive datasets can be employed.

Many attempts, mostly focused on local languages, have been made to use transfer
learning and fine-tuning to improve TTS models [12],[18]-[21]. The scarcity of sub-
stantial, high-quality datasets has made transfer learning and fine-tuning an excellent
and workable method for developing TTS systems. Our approach employs precise
hyperparameter tweaking and fine-tuning to identify the TTS model for Indian Eng-
lish by training it on a single GPU and analyzing its performance on smaller datasets.
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2.1  Research Gaps

There is a significant deficiency of study on TTS technology specifically for Indian
languages, especially when contrasted with languages such as Foreign English and
Chinese, which have been extensively studied.
Prior investigations into text-to-speech (TTS) for Indian languages have predominant-
ly employed conventional techniques such as Hidden Markov Models (HMM) and
Statistical Parametric Speech Synthesis (SPSS), with less examination of contempo-
rary end-to-end methodologies like Tacotron and Tacotron 2. The possibility for em-
ploying alternative end-to-end models like FastSpeech, Transformer TTS, and Parallel
WaveGAN for Indian language synthesis remains unexplored, highlighting a defi-
ciency in the investigation of varied techniques in TTS technology for Indian lan-
guages [22].

Table 1. Existing Deep Learning TTS System.

S.No. Paper Title Language Remarks

1 Speaker Adaptation Nigerian Created lightweight, versatile TTS sys-
Experiments with Lim- English tems capable of operating efficiently
ited Data for End-to-End with limited data.

Text-To-Speech Synthe-
sis using Tacotron?2 [7]

2 End to End Text to Malay Lan- Suggested that additional modifications
Speech Synthesis for guage to hyperparameters, especially within the
Malay Language using attention mechanism of Tacotron 2, are
Tacotron and Tacotron 2 essential for improving performance.
[11]

3 Fine Tuning and Com- American Compared different deep learning mod-
paring Tacotron 2, Deep ~ English els for small subset of LJSpeech dataset.

Voice 3, and FastSpeech
2 TTS Models in a Low
Resource Environment
[12]

4 Fast and lightweight on- ~ American The authors have effectively created a
device TTS with English, rapid and lightweight on-device TTS
Tacotron2 and LPCNet Italian, system that functions efficiently on low
[15] French, Span-  to mid-range mobile devices without

ish sacrificing speech quality.

5 Adversarial Training of British Eng- The proposed SpecDiff-GAN architec-
Denoising Diffusion lish ture features a generator that is an altered
Model Using Dual Dis- iteration of the FastSpeech 2 architecture
criminators for High- and exhibited performance comparable
Fidelity Multi-Speaker to FastSpeech 2 and Diff GAN-TTS.

TTS [23]
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6 Modeling Prosodic Chinese, The suggested multi-task Tacotron mod-
Phrasing With Multi- Mongolian el, which integrates a word-level prosody
Task Learning in generator as a secondary job, markedly
Tacotron-Based TTS enhances the modeling of prosodic
[24] phrasing in speech synthesis. The results

indicate that this method surpasses con-
ventional Tacotron devices.

7 MIST-Tacotron: End-to-  Korean The suggested MIST-Tacotron model,
End Emotional Speech which combines mel-spectrogram image
Synthesis Using Mel- style transfer with the Tacotron 2 frame-
Spectrogram Image Style work, markedly enhances emotional
Transfer [25] speech synthesis by adeptly capturing

and conveying speaker traits and feel-
ings.

3 Methodology

This section discusses the Tacotron2 and FastSpeech2 model training as well as the
process of optimizing for Indian English. Indian English has been trained in the latest
Tacotron2 and FastSpeech2 models.

3.1 Data Collection

To train a TTS model that has natural pronunciation and flow, we typically need more
than twenty hours of data and a strong multi-graphics processing unit configuration
[10]. Nevertheless, in our study, we trained our model using data of 8 hours and a
single Nvidia Graphics processing unit. The subset of the NPTEL2020: Speech2Text
[26] dataset for Indian-English Accents was used to train our English TTS model.

NPTEL2020 is an English dataset that comprises 15,700 hours of audio data. The
National Programme on Technology Enhanced Learning lectures are the source of
this information. Faculty from the Indian Institute of Science and several IITs deliver
these lectures [26]. The collection of Indian-English accents is broad, capturing the
linguistic diversity of people from many parts of India. Since the NPTEL2020 dataset
was not manually annotated, a number of the transcriptions do not accurately corre-
spond to the associated audio files. Thus, by listening to each audio file, the authors
manually evaluated and corrected the transcriptions. Out of 15,700 hours in total, only
8 hours of the dataset underwent this process. Accurate transcriptions accompany
each audio recording, making it easier to construct and validate speech models
adapted for the Indian-English accent. With a total runtime of 8 hours, our miniature
dataset comprises 4,000 samples extracted from the NPTEL2020 original dataset. Our
tiny dataset consists of clips that last somewhere between one and ten seconds. The
metadata of the data set is kept up to date in a related text file. Some of the instances
from our dataset's metadata file are shown in Table 2.
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Table 2. Instances of the Metadata.

Audio Text

00047.wav  GOING TO BE THERE AND HIGH INVENTORY YOU MAY NOT
BELIEVE THIS BUT WHEN I DID MY~

00116.wav SO THIS IS CALLED FEEDBACK CIRCUITS AND THERE IS NO
POSITIVE FEEDBACK~

00245.wav IS WHEN YOU DO SOME ANALYSIS WE ESTIMATE THE SPRING
CONSTANT THAT IS~

00384.wav  OUT HERE WITHOUT GETTING LOSS, THEY TRAVEL OUT HERE
AND AFTER REACHING HERE THEY DEPOLARIZE~

00413.wav. NOW WE CAN USE THE EMPIRICAL CURVE FITTING APPROACH
TO DEVELOP A MODEL FOR THE VELOCITY~

3.2 Preprocessing

Before training, proper data preprocessing might lead to faster convergence and there-
fore better outcomes [12],[20]. The primary preprocessing techniques used in our
work are as follows: The processes of resampling audio, trimming silences, normaliz-
ing and formatting text, and resizing chunks.

The original 16000 Hz sampling rate was used for the audio clips. To prevent any
unintended glitches, the sampling rate of data must be 22050 Hz so, the sampling rate
of the dataset used here is changed from 16000 Hz to 22050 Hz. Details of the Indian
English speech dataset used are shown in Table 3.

The significance of silences in a neural speech synthesis system is vital. Large si-
lences slow down the process of attention learning. Additionally, when there are pro-
longed periods of silence, an abundance of data is needed [19]. As a result, cutting out
inside silences and beginning and ending silences speed up the model's convergence.
Any silences longer than 0.5 seconds have been eliminated in this work. This is only
useful if there are no punctuations in the transcripts because both silences and punctu-
ations must be learned simultaneously and need a large quantity of training data.

As there were no acronyms, numbers, etc. in the transcripts, normalization was not
necessary. The original clips were huge recordings. In samples of longer duration, the
convergence is difficult so the audio of the dataset is segmented with the duration of
approx. 10 seconds.

Table 3. Instances of the Metadata.

Dataset Statistics Value
Total duration 8 hour
Number of utterances 4200

Vocabulary size 12009

The average length of utterance 7 sec
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3.3  Training Environment

We used a single Nvidia GPU—a 16 GB NVIDIA GeForce RTX 3070—for initial
training and testing the models for the Indian English corpus set from the
NPTEL2020 database. This feature makes it possible to train deep learning and ma-
chine learning models without requiring a lot of processing power or efficient internet
access. There are 5120 CUDA cores on the NVIDIA GPU. Its 8192 gigabytes of
GDDR6 RAM further makes it the ideal GPU for our task. It took about forty hours to
train and validate the Tacotron2 and FastSpeech2 for Indian English utilizing 250
epochs. After several trials, a specialized and refined model has been decided upon
and stored for potential future use, such as integration with various programs. Fur-
thermore, this trained model performed better than FastSpeech2 and Tacotron2 base-
lines.

3.4 Training

For speech synthesis, there are several standard models available, all use deep learn-
ing. Following an intelligent review of the literature, we have selected Tacotron2,
FastSpeech2, WaveGlow, and Parallel WaveGAN [3],[12]. We have given a brief
synopsis of these four models in this section. A block diagram of the Indian English
TTS system is shown in Fig. 1.

An encoder-decoder network based on attention is part of Tacotron 2's architecture.
Tacotron 2 maps character embeddings to Mel-scale spectrograms using a recurrent
sequential feature prediction network. From the input character sequences, the decod-
er predicts a spectrogram using a hidden feature representation. Without the need for
intricate feature engineering, the Tacotron2 can generate natural-sounding audio from
text by being trained using only input data [3],[10].

WaveGlow is a flow-based network that uses Mel-spectrograms to produce high-
quality voices. Using a single network and cost function, WaveGlow streamlines and
stabilizes training. We have utilized Tacotron2 in conjunction with it to generate
speech from mel-spectrograms because of its ease of use and the high caliber of the
synthesized voices. The vocoder is not specifically trained in this process. A trained
WaveGlow model is employed, which was trained on the extensive LJSpeech dataset
as the original Tacotron2. Utilizing a pre-trained model additionally minimizes the
workload on the computer [3].

FastSpeech2 synthesizes many audio frames simultaneously instead of one at a
time, which greatly speeds up inference speed. It is non-autoregressive and makes
speech in parallel. Text is transformed into a series of mel-spectrogram frames, which
are subsequently sent to a vocoder to produce waveform sounds. Pitch, energy, and
duration prediction components are included in FastSpeech2. Better control over the
prosody of the generated speech is made possible by this, leading to more expressive
and realistic-sounding speech. Because FastSpeech2 does not require the sequential
production of every speech frame, it is far quicker than autoregressive systems such
as Tacotron2. Faster inference is the result of this parallelization [3].
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Because Parallel WaveGAN is a non-autoregressive generative framework, the in-
ference process can be accomplished much more quickly because it can produce sev-
eral audio samples simultaneously rather than sequentially. It employs a multi-
resolution Short-Time Fourier Transform (STFT) loss in addition to the adversarial
loss from the GAN architecture. This loss assesses the variation in the frequency do-
main across various resolutions between the generated and real audio waveforms,
aiding the model in capturing the overall structure and finer details of the audio. Not
relying on GANs, WaveGlow is a flow-based approach that simulates the waveform's
probability distribution directly. Parallel WaveGAN, with its GAN structure, can
potentially be easier to train for certain tasks and often yields better inference times
than WaveGlow [3].

This part explains the pre-trained model's fine-tuning using the limited dataset that
was discussed earlier.

With 23.9 hours of female single-speaker speech and accompanying transcripts
available to the public, the LJ Speech dataset served as the training set for the pre-
trained model [10].

Choosing which portions of a pre-trained model to tweak requires fine-tuning via a
pre-trained model. The decision here is based on the current task. The pre-trained
model's remaining features are utilized in this study to fine-tune the dataset, leaving
out the optimizer details and the text embedding weights. These embedding weights
record textual information, which is reliant on the dataset but not on the speaker or
speaking style. It makes sense to disregard them and focus solely on improving the
pre-trained model's speech characteristics because it was trained in English. In low-
resource circumstances, fine-tuning has a greater influence on model convergence
than random settings of the parameters [12].

Since the pre-trained WaveGlow model is only utilized during inference and is re-
sistant to changes in gender and language, it appears to be a reasonable decision to
use it directly in the vocoder instance [20]. Both the computational load and the over-
all training duration are decreased as a result.

—
e =

Indian English |
dataset |
J

.

Pretrained Accoustic Fine-tuning of Pretrained
Model (Tacotron2/ ———»  Preprocessing ——» Transfer Leaming —» Accoustic Model on —» Vocoder{Waveglow /
FastSpeech ) [ndian English Parallel WaveGAN)

-

+ Resampling to
22.05Khz

+ Trimming slences

+ Text Normalization

+ Resizing chunks

Fig. 1. Block Diagram of Indian English TTS
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4 Result

Three parts are involved in the proposed system's evaluation experiments. First, tests
are conducted by adjusting several optimization and network hyperparameters of the
optimizer (Adam) employed in the model, as well as threshold and dropout probabili-
ties. It should be mentioned that Tacotron2 and FastSpeech2 were not trained with
random initialization because of the small amount of data utilized, which prevents
them from learning anything at all. Even after training the model for many iterations,
it is discovered that the model is unable to converge and acquire appropriate align-
ment. Not even with extensive hyperparameter tweaking can we get satisfactory re-
sults. Ultimately, even for texts that have not yet been examined, the synthesized
outputs are encouraging following correct hyperparameter optimization and 500 itera-
tions of model training. The final set of hyperparameters of the model is shown in
Table 4. These tests reveal that annealing the learning rate facilitates a faster conver-
gence of the model. Moreover, raising dropout rates in low-resource settings promotes
appropriate attention training. The final training loss curve is displayed in Fig.2 and
the final validation loss curve is shown in Fig. 3.

In the second part of the experiment, the mean opinion score (MOS) is used to de-
termine how accurate and natural the synthetic speech output is. Thirty-five individu-
als who are proficient in both reading and writing Indian English judged the excel-
lence of the synthesized speech. They all assessed the naturalness and correctness of
the output voice. Before asking them to assess the synthesized sentence, they were
briefed on the MOS scale. We have compared our result with the original model
which is trained on LJSpeech [12]. The original model got an MOS score of 4.25 £+
0.17 for Tacotron2 and 3.93 + 0.19 for FastSpeech2. Table 5 contains our experi-
ment's outcomes. Considering that we only have 8 hours of training data, we have a
MOS of 4.35 + 0.14 for Tacotron2 and 4.12 + 0.17 for FastSpeech2. Fine-tuning has
been largely responsible for making this possible.

In the third part of the experiment, an objective evaluation metric is used to ana-
lyze the synthesized audio. The Mel Cepstral Distortion (MCD) is used to measure
the difference between MFCCs of human speech and synthesized audio. Fig. 4 shows
the MCD scores by Tacotron2 and FastSpeech model.

5 Conclusion and Future Work

In this research, we implement and estimate an end-to-end speech synthesis system
for Indian English. Fine-tuning, which involves optimizing a huge already trained
Tacotron2 and FastSpeech2 model using the limited Indian English voice dataset, is
used to address the data scarcity issue. By using suitable data preprocessing ap-
proaches and suggested hyperparameter adjustment to achieve faster attention learn-
ing, we have also taken the issue of lethargic convergence, inference performance,
and poor training.

In the future, we will investigate the synthesis of emotional voice by using a small
amount of voice data that was captured expressing various emotions. As a prepro-
cessing module for the incoming input transcript, we also plan to investigate the po-
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tential advantages of employing a grapheme-to-phoneme converter. High-end Hindi
and Hinglish synthesizers (a hybrid mixing of Hindi and English) are further endeav-
ors in the works.

Table 4. Model Hyperparameters.

Hyperparameter Value
Number of epochs 250
Batch size 10
Learning rate 10-6
Attention Dropout 0.08
Decoder Dropout 0.08
Gate threshold 0.5
Weight Decay 10-6

Table 5. Human evaluation of the quality of synthesized Speech by 35 volunteers who are
proficient in English.

Dataset Mean Opinion Score Mean Opinion Score
(Tacotron2) (FastSpeech2)
LJSpeech 4.25+0.17 3.93+0.19
(Existing Work)
NPTEL2020 435+0.14 412+0.17
(Proposed Work)
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