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Abstract. Stock price forecasting is crucial for investors and financial analysts,
especially in the medical sector, which faces rapid technological advancements
and fluctuating market conditions. However, accurately predicting stock prices
remains a challenge, particularly for companies involved in vaccine
development, where market volatility is high and often driven by external factors.
Existing literature mainly focuses on linear models, while few studies have
explored hybrid models combining machine learning and time series forecasting.
This study explores the prediction of Novavax’s stock price using Autoregressive
Integrated Moving Average models and Support Vector Machine. The research
analyzes daily stock price data from Jan 2018 to the present, comparing
individual and hybrid model performances. Some results have been acquired ,
which show a high sensitivity of 89.01% and an accuracy of 78.29%, while
ARIMA struggled with a high Mean Absolute Percentage Error (MAPE) of
3853.29%, indicating limited short-term prediction ability. Combining SVM and
ARIMA could offer better performance by leveraging the strengths of both
models. The findings point to the need for further improving the model and
suggest that integrating deep learning methods with real-time data could
significantly enhance prediction accuracy, particularly in the financial field.

Keywords: Stock price forecasting, Support Vector Machine, ARIMA model,
Machine learning, Time series analysis

1 Introduction

Using some tools or models to forecast stocks has been an important area that attracts
the attention of investors, financial analysts, and researchers due to its significant
impact on decision-making and portfolio management. The ability to accurately
forecast stock prices can empower investors to make timely and informed decisions,
ultimately maximizing returns and minimizing financial risks. Furthermore, when it
comes to the stock price of medical companies, making some forecasting is meaningful
for world healthcare and prevention of diseases. Given the dynamic nature of the
healthcare sector and the complexities involved in vaccine research and production,
understanding the stock price movements is of paramount importance.

With the advancements in computational technologies and machine learning
algorithms, various models have been developed to predict stock prices with varying
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With the advancements in computational technologies and machine learning
algorithms, various models have been developed to predict stock prices with varying
degrees of success. ARIMA (Autoregressive Integrated Moving Average) models and
Support Vector Machines (SVM) are two of the most prominent techniques in stock
price forecasting. The ARIMA model, being linear, has found significant application in
time series forecasting due to its ability to model temporal dependencies effectively.
Shakir Khan and Hela Alghulaiakh have tried to use the auto ARIMA model and two
customized ARIMA (p, D,q) models in stock forecasting and they compared the results
[1]. The results of this study indicate that ARIMA models with different parameters
exhibited varying performance. However, it is not easy to capture the nonlinear
patterns for the ARIMA model. Support Vector Machine (SVM), a newly developed
neural network technology, has shown success in solving nonlinear regression
estimation problems, demonstrating its effectiveness in handling complex relationships
in data. Yuling Lin, Haixiang Guo, and Jinglu Hu researched an SVM-based method
for predicting financial market trends [2]. The results highlight the effectiveness of the
correlation-based SVM filter method, which simultaneously handles both feature
selection and evaluation, streamlining the preprocessing process for model training.
These methods are vital for reducing both the dimensionality and noise present in
financial data. This reduction enhances the clarity of the data, enabling stock market
experts and investors to gain valuable insights, ultimately leading to more informed and
accurate investment choices. Additionally, these two models can be combined to make
predictions. Ping-Feng Pai and Chih-Sheng Lin have developed a hybrid ARIMA and
SVM model in stock price forecasting [3]. According to the results of this study, it is
believed that the prediction performance for stock prices is considerably better when
using the hybrid model, as opposed to the individual ARIMA or SVM models. From
both a theoretical and empirical standpoint, the integration of two models that differ in
nature is an effective strategy for minimizing forecasting errors. In summary, different
models have distinct advantages in prediction.

This paper employs SVM and ARIMA models separately to forecast the stock price
of Novavax, a leading medical company that is known for its innovative work in
vaccine development. The study proposes a hybrid model, merging SVM and ARIMA
to improve prediction accuracy. In Section II, the paper details the methodology used
for these predictions. The study's primary objective is to shed light on the key factors
that influence Novavax's stock price, thereby equipping investors with the insights
needed to make more informed choices and maximize their investment returns.
Furthermore, the study seeks to contribute to the broader understanding of global health
trends and efforts in disease prevention.

2 Data Acquisition and Preprocessing

The dataset utilized in this study comprises historical daily stock prices of Novavax Inc.
(NVAX) spanning from January 1, 2018, to the present date. The data was retrieved
through the Financial Modeling Prep (FMP) API, which provides comprehensive
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financial data for publicly traded companies. The specific data attributes collected are
included in Table 1.

Table 1. The specific data

DATA The date of the trade.

OPEN The stock's price at the start of the trading session.

HIGH The peak price is reached by the stock throughout the day.
LOW The lowest price the stock hit during the trading period.
CLOSE The final price of the stock when the market closes

VOLUME The total number of shares that changed hands during the trading day.

The preprocessing of data is an essential stage in model preparation, as it guarantees
that the dataset is free from errors, maintains consistency, and is in a format suitable for
subsequent analysis. The preprocessing involves several stages:

The initial step involved checking the dataset for any missing or anomalous values.
Any rows containing NA values were omitted to maintain data integrity. This was
achieved using the na.omit() function in R, which removes rows with missing data.

The goal is to forecast whether the NVAX stock price will increase or decrease on
the following trading day. To facilitate this, a target variable was engineered based on
the closing price changes. The selected feature columns that are presumed to influence
the stock price movement include OPEN, HIGH, LOW, and CLOSE. These features
were extracted from the dataset to form the feature matrix for the model.

To ensure all features have an equal impact on the model and to accelerate the
convergence of the training algorithm, the feature variables were standardized. The
data was standardized using the preprocess function from the caret package, which
involves subtracting the mean and scaling by the standard deviation. This process
guarantees that all features are treated equally, preventing any one feature from
dominating the model due to differences in scale.

To avoid data leakage and preserve the integrity of the model's evaluation, the
standardization parameters were exclusively computed from the training data, ensuring
that the testing phase remains unaffected by prior information.

Maintaining the chronological order in time series analysis is vital for retaining the
temporal relationships between data points. In order to ensure a fair evaluation, the
dataset was split into an 80:20 ratio, dedicating 80% of the data to model training and
the remaining 20% to testing, which helps assess the model’s performance on unseen
data.

The split between training and testing data ensures that the model learns from
historical data and is then assessed on more recent data, effectively replicating a
real-world forecasting process where past information is used to predict future
outcomes.
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3 Mathematical Method Analysis

3.1  Support Vector Machines (SVM)

Introduction to SVM. SVM, a supervised learning algorithm, is mainly used for
classification but can also handle regression tasks. Its core principle involves finding a
hyperplane in a high-dimensional space that effectively separates the data into different
classes. The optimal hyperplane maximizes the margin between the support vectors,
which are the nearest data points from each class to the hyperplane. Due to its strong
theoretical foundation, SVM has been widely investigated for its applications in
forecasting financial time series, where it holds promise in predicting market
movements [4].

Core idea of SVM. The main concept behind SVM is to identify the best hyperplane
that effectively divides the data into distinct classes. Given a training set (x,,,),

(X,,,)5 ..oy (x,,,), where x, is the feature vector and y, is the class label
(+1lor—1), the SVM optimization problem can be formulated as:
N
m1n—||w|| (1
w,b,&; 2
Subject to the constraints:
y.(Wx, +b)=1-E&,E >0 ()

Here, the weight vector is denoted by w, and the bias term is represented by b
When dealing with data that is not linearly separable, SVM employs kernel functions
to transform the input features into a higher-dimensional space, enabling a linear
separation. Marco suggested a similar methodology for constructing SVM models in
their research. Their results confirmed that this approach contributes to better
predictive accuracy and performance [5].

3.2  Autoregressive Integrated Moving Average (ARIMA)

Introduction to ARIMA. ARIMA is a widely adopted method for forecasting time
series, especially when dealing with non-stationary data, which can be transformed
into stationary form through differencing. The model integrates three important
components: autoregression (AR), which captures the relationship between an
observation and its previous values; differencing (I), which stabilizes the mean by
removing trends; and moving average (MA), which accounts for the past error terms.
Together, these components help identify and model the underlying patterns in the
data.

Core idea of ARIMA. The ARIMA model, widely employed for time series

prediction, is characterized by three parameters: p , representing the autoregressive
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order; d , the degree of differencing; and q , the moving average order. These
parameters collectively help capture the temporal structure in the data for accurate
forecasting. The ARIMA model can be represented as ARIMA(p, d, q), and its
mathematical formulation is given by:

4 q
A->¢B)Y1-B)'y,=(1+Y 6B, 3)
i=1 i=1

Where: B is the backshift operator, (ﬁl are the autoregressive parameters, 67l are

the moving average parameters, and &, is the error term at time t.

4 Results Analysis

4.1 SVM Model Performance Analysis

The SVM model has shown promising results in classifying Novavax's stock price
movement (up or down) using historical data. The key performance metrics—accuracy,
sensitivity, specificity, and Kappa—reflect both the strengths and limitations of this
model.

Accuracy (78.29%). The accuracy of the SVM model is 78.29%, meaning that the
model correctly predicted the stock price movement (up or down) for 78.29% of the
time. The result shows that the model performs fairly well in terms of overall
classification. Accuracy is a vital metric, particularly when the costs of false positives
and false negatives are equal, but it alone does not offer a comprehensive evaluation of
the model’s effectiveness. In situations with an unbalanced class distribution, accuracy
alone does not provide a complete picture of the model's performance. Therefore, other
evaluation metrics must be considered to offer a more thorough assessment of how well
the model performs, especially in distinguishing between classes.

SVM Tuning Grid Heatmap
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Fig. 1. The SVM Tuning Grid Heatmap (Photo/Picture credit: Original).
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The SVM tuning heatmap shown in Fig. 1 will visually represent the performance of
the model at different hyperparameter combinations of C and sigma. The SVM tuning
heatmap is introduced by Rafael G. Mantovani [6]. This heatmap provides insight into
which combinations of hyperparameters yielded the best performance, and helps
explain why the model performed best with C = 100 and sigma = 1.000.

Sensitivity (89.01%). Sensitivity, or the True Positive Rate, indicates how effectively
the model identifies positive instances, which, in this context, refers to correctly
predicting stock price increases. A sensitivity of 89.01% means that the SVM model
correctly predicted 89.01% of the days when Novavax’s stock price went up. This is an
impressive result, indicating that the model is highly effective at detecting upward price
movements, which is often a crucial task in financial forecasting.

A high sensitivity value suggests that the model is effective at avoiding false
negatives—days when the stock price increases but the model fails to predict it as an
"up" movement. This makes the SVM model very useful for applications that prioritize
identifying positive trends, especially in environments where missing a positive trend
could lead to significant financial losses.

Specificity (65.41%). While the model shows strong sensitivity, specificity is
somewhat lower, at 65.41%. Specificity, or True Negative Rate, measures the model’s
effectiveness in correctly predicting when the stock price does not increase, but either
remains flat or decreases, corresponding to the "down" movement class. A specificity
of 65.41% indicates that the model correctly predicted 65.41% of the days when
Novavax’s stock price either remained unchanged or decreased.

This result reveals a potential area for improvement. A specificity of 65.41% means
that the model is misclassifying around 34.59% of the negative instances (false
positives), where the model incorrectly predicts an "up" movement when the stock
price actually remained flat or decreased. False positives can be problematic in trading
applications where the cost of making an incorrect "buy" decision is high.

Kappa (0.5541). The Kappa statistic measures the agreement between predicted and
observed classifications, accounting for the likelihood of random agreement. A Kappa
score of 0.5541 reflects moderate agreement, meaning the model outperforms random
guessing, though there is still potential for enhancement.

Confusion Matrix and Performance Metrics. To evaluate the SVM model's
performance in greater detail, we examine the confusion matrix and calculate the
related performance metrics, providing a clearer understanding of how well the model
is functioning.
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Table 2. Matrix and Statistics

Accuracy 0.7829
95% CI (0.7359,0.8249)
No Information Rate 0.5457
P-value <2.2e-16
Kappa 0.5541
Mcnemar’s Test P-value 0.0001535
Sensitivity 0.8901
Specificity 0.6541
Ros Pred Value 0.7556
Neg Pred Value 0.8320
Prevalence 0.5457
Detection Rate 0.4857
Detection Prevalence 0.6429
Balanced Accuracy 0.7721
‘Positive’ Class 0

The confusion matrix and performance metrics shown in the Table 2 will help
readers understand the trade-offs in classification performance, specifically between
false positives and false negatives.

Model Tuning and Performance Curve. To better visualize how the hyperparameter
choices affect model performance, we also plotted the parameter tuning curve for
Accuracy as a function of ¢ and O .

SVM Hyperparameter Tuning Results
08

07 Sigma
0.001
> 0.01

Accuracy

0.1

0.6

0 25 50 75 100
C (Cost)

Fig. 2. SVM Hyperparameter Tuning Results (Photo/Picture credit: Original).

Fig. 2 will show how the accuracy changes with different values of C and o, and will
highlight the optimal settings used in this study. It provides additional insight into how
the model’s performance improves with specific hyperparameter combinations.
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Discussion of Results for SVM. Overall, the SVM model has proven to be effective in
accurately predicting whether Novavax's stock price will increase or decrease,
reflecting its potential in financial forecasting. The high sensitivity (89.01%) suggests
that the model is highly effective in identifying stock price increases, which is often a
key focus for investors looking for buy signals. However, the relatively lower
specificity (65.41%) highlights a weakness in the model’s ability to predict downward
price movements accurately. This could be problematic in real-world applications,
especially if false positives result in unwanted trades or missed opportunities to sell.

To improve the SVM model, several strategies could be employed: Hyperparameter
Tuning: While grid search was used to select the optimal values for C and o, additional
fine-tuning or the use of more sophisticated search methods (such as random search or
Bayesian optimization) could help improve performance [7]. Class Weighting: Given
that stock price movements are often imbalanced, adjusting the class weights in the
SVM model to give more importance to the underrepresented class (e.g., price
decreases) might improve specificity. Feature Engineering: Including additional
features could help the SVM model better capture complex patterns in the stock price
data.

4.2 ARIMA Model Performance Analysis

ARIMA models have been extensively investigated for time series forecasting, and
Adebiyi study offers a detailed methodology for creating a predictive model for stock
prices based on the ARIMA framework [8]. The ARIMA model was used to forecast
the continuous stock price of Novavax, with the model providing predictions for
future stock prices along with confidence intervals [9]. The performance metrics for
ARIMA include RMSE, MAE, and MAPE, which give insights into the model's
forecasting accuracy. Jadhav used MSE and MAPE to test the accuracy of ARIMA
model [10].

RMSE (8.711246). Extensive research has been conducted on ARIMA models for time
series forecasting, and in his study, Adebiyi A. Ariyo provides a detailed process for
building a stock price prediction model using the ARIMA approach. A lower RMSE
indicates better model performance. In this case, an RMSE of 8.71 indicates a moderate
prediction error, suggesting that the ARIMA model is capturing some trends and
patterns in the stock price, but still has room for improvement.

In the context of stock price forecasting, an RMSE of 8.71 suggests that, on average,
the model's predicted values differ from the actual values by approximately 8.71 units,
providing an indication of the model's prediction accuracy.This level of error might be
acceptable in certain contexts, especially in highly volatile markets like stock trading,
but it still reflects a notable discrepancy between predicted and actual values.

MAE (8.652103). With an MAE of 8.652103, the model's average absolute error
between the predicted and actual stock prices is shown. The MAE metric, while similar
to RMSE, is less influenced by large discrepancies or outliers, making it a more robust
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measure in certain contexts. An MAE of 8.65 indicates that, on average, the model’s
predictions are off by about 8.65 units. Given that this is similar to the RMSE value, it
confirms that the ARIMA model has a consistent level of error, with some fluctuations
likely caused by larger prediction errors.

MAPE (3853.289%). The MAPE (Mean Absolute Percentage Error) of 3853.289% is
extremely high, suggesting that the ARIMA model is experiencing significant errors in
relative terms. MAPE evaluates the accuracy of predictions by comparing the errors to
the actual values, expressed as a percentage. The extremely high value signals that the
ARIMA model's predictions are considerably off from the actual values, underscoring
the need for improvements in the model to enhance its accuracy and reliability.

Confidence Intervals and Prediction Uncertainty. The ARIMA model also provides
confidence intervals for each point forecast. For example, at time 1755, the predicted
stock price is 8.701152, with an 80% confidence interval ranging from 0.8479243 to
16.55438 and a 95% interval from -3.309323 to 20.71163.

Residuals of ARIMA Model
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Fig. 3. Residuals of ARIMA Model (Photo/Picture credit: Original).
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Fig. 4. ACF of ARIMA Residuals (Photo/Picture credit: Original).
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PACF of ARIMA Residuals
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Fig. 5. PACF of ARIMA Residuals (Photo/Picture credit: Original).

Fig. 3 help diagnose the residuals of the ARIMA model. In Fig. 4 and Fig. 5, ACF
(Autocorrelation Function) and PACF (Partial Autocorrelation Function) plots help
determine whether the model adequately captures the temporal dependencies in the
stock price data. The residual plot will help assess whether the residuals of the ARIMA
model exhibit any patterns or correlations that were not captured by the model,
indicating areas where the model might need improvement.

Discussion of Results for ARIMA. The ARIMA model has shown that, while it can
provide continuous predictions, the accuracy of these predictions is limited by high
prediction errors and uncertainty.The high MAPE and large confidence intervals
suggest that the ARIMA model is not capturing the stock price dynamics effectively,
especially during periods of volatility or rapid price changes.

This is a common challenge in stock price forecasting, where sudden market shifts,
external economic events, and investor sentiment can cause large fluctuations that
traditional time series models like ARIMA may struggle to predict. Despite this, the
ARIMA model still provides valuable insights into the broader trends of stock price
movements, especially when the data is relatively stable or when forecasting over
longer horizons where short-term volatility has less impact.

Visualizing ARIMA Performance. The comparison between the predicted and actual
values, as well as the residual diagnostics, will help further assess where the model falls
short in capturing the true stock price trends.
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Actual vs Forecasted Prices by ARIMA
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Fig. 6. Actual vs Forecasted Prices by ARIMA (Photo/Picture credit: Original).

Fig. 6 visually compare the predicted values with the actual values, highlighting how
poorly the model performed in certain periods, especially in capturing larger deviations
or market shifts.

This plot will visually show how well the ARIMA model tracks the actual stock
prices over time. The deviations between the predicted and actual values will illustrate
the model's limitations in accurately capturing sharp price movements or sudden shifts.

ACF and PACF plots will show if there are any remaining autocorrelations in the
residuals, indicating that the model might not have fully captured the underlying
temporal dependencies.

Residual plots will help identify patterns in the residuals, indicating if the model's
assumptions (such as normality and constant variance of errors) hold true or if further
model adjustments are necessary.

Final Evaluation of ARIMA Performance. Overall, the ARIMA model provided a
broad understanding of the stock price trends of Novavax, but its high MAPE and wide
confidence intervals highlight the challenges of using ARIMA for volatile data like
stock prices. The model performs best when there are more stable periods and can help
identify long-term trends or average price levels. However, it struggles with sharp
fluctuations and external shocks.

5 Conclusion

This paper compared the performance of SVM and ARIMA models in predicting
Novavax's stock price movements. Each of the models showcased both strengths and
weaknesses, which means they can be effectively applied to different kinds of
prediction tasks depending on the specific requirements of the problem at hand.

The SVM model was highly effective at classifying price movements, achieving
high sensitivity (89.01%) and good overall accuracy (78.29%). However, its moderate
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specificity (65.41%) suggests that it needs further optimization to better predict
downward price movements. Hyperparameter tuning, class weighting, and feature
engineering could help improve its performance.

The ARIMA model, on the other hand, provided continuous predictions, which are
useful for understanding long-term trends but struggled with large prediction errors, as
indicated by the high MAPE (3853.29%) and wide confidence intervals. This model
might benefit from incorporating seasonal components, external regressors, or applying
more advanced time series models that can better handle volatility and market shocks.

Hybrid Models: Combining the strengths of both SVM and ARIMA models could
lead to better performance. For example, using ARIMA for trend forecasting and SVM
for classification tasks could help mitigate each model's weaknesses.

Deep Learning Models: More advanced models, including LSTM (Long Short-Term
Memory) networks and other neural networks, could offer improvements in both trend
prediction and classification accuracy, especially when dealing with large datasets and
the intricacies of market dynamics.

Real-Time Data: Incorporating real-time financial news or social media sentiment
analysis could improve prediction accuracy by providing timely signals to adjust the
models based on market events.
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Open Access This chapter is licensed under the terms of the Creative Commons Attribution-
NonCommercial 4.0 International License (http://creativecommons.org/licenses/by-nc/4.0/),
which permits any noncommercial use, sharing, adaptation, distribution and reproduction in any
medium or format, as long as you give appropriate credit to the original author(s) and the
source, provide a link to the Creative Commons license and indicate if changes were made.

The images or other third party material in this chapter are included in the chapter's
Creative Commons license, unless indicated otherwise in a credit line to the material. If material
is not included in the chapter's Creative Commons license and your intended use is not
permitted by statutory regulation or exceeds the permitted use, you will need to obtain
permission directly from the copyright holder.
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