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Abstract. Sarcasm is extensively employed on social media to express complex 

or implicit emotional stances. Such expressions often create a discrepancy 

between literal meaning and actual sentiment, posing significant challenges to 

traditional sentiment analysis methods. This impacts their accuracy in practical 

applications like public opinion monitoring and brand management. This paper 

provides a systematic review of the mainstream approaches to sarcasm detection 

in social media developed over the past two years. These include multimodal 

Transformer-based architectures, techniques driven by Large Language Models 

(LLMs), and robustness enhancement methods based on contrastive learning and 

adversarial training. The strengths and limitations of these approaches are 

analyzed in terms of semantic understanding, modality fusion, and generalization 

ability. For instance, while multimodal Transformers excel in capturing 

contextual nuances, they may struggle with generalizing across diverse datasets. 

Similarly, LLM-driven methods show promise in understanding implicit sarcasm 

but require substantial computational resources. Future directions are also 

discussed, such as self-supervised learning for unlabeled data, advanced 

multimodal contextual modeling, and integrating emoji semantics to improve 

detection precision.  

Keywords: Sarcasm detection, Social media, Multimodal Transformer, Large 

Language Models, Contrastive Learning and Adversarial Training. 

1 Introduction 

According to the Digital 2025 report jointly released by We Are Social and Meltwater, 

the proportion of social media users in the global population has continued to grow in 

recent years, driven by the rapid proliferation and development of social media plat-

forms [1]. As a result, the ways in which users express their emotions online have be-

come increasingly diverse, with sarcasm emerging as a particularly prevalent form of 

emotional expression. Sarcasm is defined as the use of irony to mock or convey con-

tempt [2], which often creates a discrepancy between the literal wording and the 

speaker’s actual sentiment. This inherent contradiction poses significant challenges to 

traditional sentiment analysis methods—such as sentiment lexicons and shallow ma-

chine learning models—leading to higher rates of misclassification. Such limitations 

can negatively impact real-world applications like public opinion monitoring and brand 
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reputation management. Therefore, accurately identifying sarcastic expressions is es-

sential for improving the effectiveness of sentiment analysis in social media contexts. 

Due to the contextual dependency and linguistic complexity of sarcasm, it is often 

difficult to determine the true sentiment conveyed. In response, a growing body of re-

search has been devoted to developing more effective sarcasm detection techniques. 

Notably, multimodal Transformer-based frameworks, which integrate both textual and 

visual information, have achieved breakthroughs in cross-modal sarcasm recognition. 

The rapid advancement of LLMs has further enabled deeper contextual understanding 

and reasoning, allowing for the detection of more subtle sarcastic cues through tech-

niques such as prompt engineering. Additionally, contrastive learning and adversarial 

training have emerged as effective strategies to mitigate emotional bias and enhance 

model robustness. 

However, most existing studies focus on individual technical paradigms, lacking 

systematic reviews and cross-method comparisons. This limits the ability to compre-

hensively capture the evolving landscape of sarcasm detection research in social media. 

To address this gap, this paper focuses on sarcasm detection in social media and 

examines the challenges of identifying sarcastic expressions in complex contexts. It 

reviews the strengths and limitations of current methods in three key areas: cross-modal 

perception, semantic inversion, and model robustness. Specifically, it summarizes three 

main research directions: (1) multimodal Transformer-based methods, focusing on tex-

tual-visual consistency and emotional contrast; (2) LLM-based frameworks, highlight-

ing the role of pretrained knowledge and prompt design; and (3) contrastive learning 

and adversarial training approaches, aimed at reducing bias and enhancing generaliza-

tion. Finally, the paper discusses the practical advantages and limitations of each ap-

proach and outlines future directions such as model integration and self-supervised 

learning. 

2 Representative Approaches 

2.1 Multimodal Transformer 

Multimodal Transformer methods primarily use a unified Transformer architecture to 

process input information from various modalities (e.g., text, images, audio). In the task 

of sarcasm detection, these methods focus particularly on modeling the sarcastic feature 

of “inconsistency between text and images.” Figure 1 illustrates an example of text-

image inconsistency on social media. Sarcastic language in social media is often subtly 

expressed through emotional contrast between the text and accompanying images (e.g., 

“positive text with a negative image”). Traditional unimodal sentiment analysis strug-

gles to recognize such emotional incongruities between modalities. To address this, 

multimodal Transformers employ self-attention mechanisms and cross-modal fusion 

modules to capture the emotional tension and potential sarcastic signals between text 

and images, making them a crucial research direction in sarcasm detection in recent 

years. 



  

 

Sarcasm Detection in Social Media: Techniques, Models, and Future …             947

 

Fig. 1. An Illustration of Sarcasm Arising from Image-Text Discrepancy 

A representative multimodal Transformer framework is Contrastive Language-Im-

age Pre-training (CLIP). Proposed by OpenAI [3], CLIP is a Transformer-based multi-

modal pretraining model that uses a contrastive learning mechanism to map images and 

text into the same semantic space, achieving cross-modal alignment. CLIP processes 

images and text using Vision Transformer (ViT) and Transformer text encoders, re-

spectively, and then utilizes contrastive loss optimization to bring matching image-text 

pairs closer together in the feature space, while distancing non-matching pairs. In sar-

casm detection tasks, researchers typically build on the feature space of CLIP, adding 

task-specific downstream Transformer modules (such as text-image interaction mod-

ules and emotional feature fusion modules) to further learn the “emotional incon-

sistency” relationship between text and images, thereby identifying the sarcastic signals 

generated by the contrast between images and text. Figure 2 shows the three stages of 

CLIP. 
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Fig. 2. Three-Stage Pipeline of CLIP: Contrastive Pre-training, Label Text Construction, and 

Zero-shot Prediction [3] 

Building on CLIP, Ou et al. proposed a multi-task CLIP framework [4], called the 

Multi-task Co-training Aggregation Network (MTAN), which includes text processing 

tasks, image processing tasks, and text-image fusion tasks. Figure 3 illustrates its frame-

work structure. They also introduced a Cross-modal Attention Promotion (CAP) mech-

anism, which uses self-attention to integrate information within each modality and 

cross-attention to facilitate information exchange between modalities. This effectively 

addresses the issue of weak correlations in multimodal data. 



  

 

         949Sarcasm Detection in Social Media: Techniques, Models, and Future …    

 

Fig. 3. The architecture of the proposed MTAN, which involves three processing tasks: a text-

processing task, an image-processing task, and a text-image fusion task.⊕represents matrix con-

catenation. The architecture leverages multi-granularity clues from multiple tasks (i.e., text, im-

age, and text-image interaction tasks) for multi-modal sarcasm detection [4]. 

Similarly, Qin et al. proposed the Multi-view CLIP framework [5], which aggregates 

multiple perspectives from text, image, text-image, and text-image interaction views, 

effectively leveraging the pretrained CLIP model. These improvements demonstrate 

the versatility of CLIP as a backbone for downstream sarcasm detection tasks, espe-

cially in modeling the emotional incongruity between text and images. 

However, one limitation of multimodal Transformers is their tendency to focus pri-

marily on the test data itself, often overlooking crucial background knowledge, social 

context, or logical contradictions—elements essential for commonsense reasoning. To 

address this issue, Zhuang et al. introduced the Knowledge-aware Focused Graph Con-

volutional Networks (KFGC-Net) framework [6]. Within the Cross-modal Knowledge-

aware Graph Convolutional Network (CKGCN) module, they constructed a cross-

modal knowledge-aware graph that incorporates commonsense concepts, explicitly 

linking each instance to relevant visual emotions and knowledge text labels. This ap-

proach effectively bridges the gap left by multimodal Transformers in integrating back-

ground knowledge. Experimental results indicate that KFGC-Net outperforms existing 

state-of-the-art methods, showing its potential to enhance sarcasm detection in multi-

modal contexts. 
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2.2 LLMs 

However, a common limitation of multimodal Transformers is their over-reliance on 

the dataset, which limits their ability to understand abstract semantics and contextual 

sarcasm. With the rapid development of Large Language Models (LLMs) in recent 

years, researchers have begun exploring new pathways using LLMs, which offer 

stronger language understanding capabilities. 

LLMs have demonstrated outstanding language understanding and reasoning abili-

ties across various natural language processing tasks. As a result, an increasing number 

of studies have introduced LLMs into sarcasm detection tasks. Through self-supervised 

pretraining on large-scale corpora, LLMs have learned rich semantic, pragmatic, and 

commonsense knowledge, enabling them to perceive implicit emotions, contextual con-

tradictions, and underlying meanings. Particularly in social media contexts, sarcastic 

texts often do not rely on typical sentiment words but instead express underlying 

stances through context, irony, exaggeration, and other rhetorical devices. LLMs have 

a natural advantage in modeling such complex language structures. 

A prompt is a text sequence provided as input to a language model, intended to guide 

the model in completing a specific language task, such as answering questions, gener-

ating text, translating languages, or reasoning. Prompts may include task instructions, 

input examples, contextual information, or other auxiliary content, and the model gen-

erates corresponding outputs based on these prompts. Therefore, discussions of LLMs 

are inherently tied to prompts. Many researchers have developed what is known as 

prompt engineering, as illustrated in Figure 4.Yi et al. proposed the IDADP (Irony De-

tection, Reasoning and Understanding with Domain-specific Prompts) framework, uti-

lizing ChatGPT’s zero-shot capability to improve performance, reasoning ability, and 

understanding through carefully crafted prompts [7]. The construction process includes 

domain knowledge extraction, domain knowledge integration, prompt engineering, and 

voting. Each of these steps maximally harnesses ChatGPT’s potential in zero-shot 

learning for sarcasm detection, reasoning, and understanding. The voting mechanism 

further enhances the reliability of the results. The results show that IDADP performs 

excellently in Human Evaluation Scores, indicating that its reasoning process is more 

recognized and understood by humans. IDADP consistently outperforms other baseline 

models across six different sarcasm detection datasets, demonstrating its superior gen-

eralization ability across different platforms and overcoming the limitations of tradi-

tional models in cross-domain performance. However, this method also highlights the 

significant influence of prompt design, with stability and interpretability still posing 

challenges. 
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Fig. 4. The Architecture of IDADP [7] 

Considering the impact of the size, version, learning methods, and domain context 

knowledge on the performance of LLMs, Gole et al. conducted an evaluation of the 

GPT model for sarcasm detection [8]. The results showed that, after fine-tuning, the 

largest GPT-3 model (davinci) achieved the highest accuracy and F1 score (0.81) on 

the pol-bal dataset. However, for the GPT-4 model, the inclusion of domain context 

actually reduced its zero-shot sarcasm detection performance, which was an unexpected 

finding. This may indicate the need for better methods to convey domain context to the 

model, namely more refined prompt engineering. These two conclusions further vali-

date the significant influence of prompt design on LLM performance, as discussed ear-

lier. Additionally, the experiment found that the accuracy and F1 score of fine-tuned 

models monotonically increased with model size, and different versions of the same 

model showed performance differences, with newer versions generally achieving better 

performance. This highlights the significant role of the expansion in LLM size. Since 

LLMs are rapidly evolving, their future performance remains highly promising. 

Given the importance of evaluating LLMs for sarcasm understanding, Zhang et al. 

conducted the first comprehensive benchmark on LLM performance in this domain [9]. 

Their study tested 11 advanced LLMs, including GPT-4 and Claude 3, along with 8 

pre-trained language models (PLMs), using three prompting methods: zero-shot IO, 

few-shot IO, and chain-of-thought (CoT). Despite the use of LLM-friendly prompt 

strategies, the results—based on experiments from August 2024—showed that LLMs 

still underperformed compared to supervised PLM baselines. 

However, as shown in Table 1, Hugging Face’s Open LLM Leaderboard (April 

2025) indicates that open-source models such as Qwen 2.5, Calme, and DeepSeek have 

made significant progress across standard evaluation benchmarks. In parallel, Table 2 

showcases the latest commercial and proprietary models, including Gemini 2.5, Claude 

3.7, and GPT-4o, which exhibit even stronger performance in reasoning, latency, and 

efficiency [10,11]. 

Despite these rapid advances, few if any studies have evaluated these newer models 

in the context of sarcasm detection, particularly in real-world social media scenarios. 

This suggests that current research may not yet reflect the full capabilities of today’s 

leading LLMs. Nonetheless, the continued evolution of both open-source and commer-

cial models presents promising opportunities for future research in this area. 

Table 1. Open LLM Leaderboard. 

Type Model Aver-

age 

IFE-

val 

BB

H 

MATH GP

QA 

MU

SR 

MM

LU 

CO₂ 

Cost 

(kg) 

fine-tune- calme-3.2- 52.08 80.6 62. 40.33% 20. 38.5 70.03 66.01 

dondo-

main-

specificda-

tasets 

instruct-

78b 

% 3% 61

% 

36

% 

3% % kg 
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chatmod- calme-3.1- 51.29 81.3 62. 39.27% 19. 36.5 68.72 64.44 

els instruct- % 6% 41 46 0% % kg 

78b % % 

chatmod- CalmeRys- 51.23 81.6 61. 40.63% 20. 36.3 66.80 25.99 

els 78B-Orpo- % 3% 92 02 7% % kg 

v0.1 % % 

chatmod- calme-2.4- 50.77 80.1 62. 40.71% 20. 34.5 66.69 25.95 

els rys-78b % 1% 16 36 7% % kg 

% % 

fine-tune- huihui- 48.11 85.9 60. 60.12% 19. 12.3 50.41 76.77 

dondo- ai/Qwen2. % 3% 49 35 4% % kg 

main-

specificda-

5-72B-In-

struct-

% % 

tasets abliterated 

chatmod- Qwen/Qwe 47.98 86.3 61. 59.82% 16. 11.7 51.40 47.65 

chatmod- Maziyar- 47.86 86.6 61. 59.14% 15. 13.3 51.32 29.50 

els Panahi/cal

me-2.1-

qwen2.5-

72b 

% 2% 66

% 

10

% 

0% % kg 

fine-tune- news- 47.46 76.2 62. 49.02% 22. 17.9 57.17 29.55 

dondo-

main-

specificda-

tasets 

bang/Hom

er-v1.0-

Qwen2.5-

72B 

% 8% 27

% 

15

% 

0% % kg 

chatmod- ehristo- 47.37 78.8 58. 59.74% 15. 19.1 52.95 29.54 

els foru/qwen

2.5-test-

32b-it 

% 9% 28

% 

21

% 

3% % kg 

fine-tune-

dondo-

main-

specificda-

tasets 

Unknown 

(from im-

age) 

- - - 60.27% 14.

99

% 

18.1

6% 

53.25

% 

7.95 

kg 

Table 2. LLM Leader board. 

Model Creator Context 

Window 

Intelli-

gence In-

dex 

Price 

(USD/1M To-

kens) 

Output 

Tokens/s 

La-

tency 

(s) 

Gemini 2.5 Pro 

Experimental 

Google 1m 68 $3.44 157.7 36.52 
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o3-mini (high) OpenAI 200k 66 $1.93 210.7 36.39 

o3-mini OpenAI 200k 63 $1.93 210.6 10.31 

o1 OpenAI 200k 62 $26.25 71.5 40.62 

DeepSeek R1 deepseek 128k 60 $0.96 27.0 4.41 

QwQ-32B Alibaba 131k 58 $0.47 93.3 0.53 

Claude 3.7 Son-

net Thinking 

An-

thropic 

200k 57 $6.00 77.8 0.96 

o1-mini OpenAI 128k 54 $1.93 217.7 11.20 

DeepSeek V3 

(Mar’ 25) 

deepseek 128k 53 $0.48 25.9 4.08 

Gemini 2.0 

Flash (Jan '25) 

Google 1m 52 $0.00 – – 

DeepSeek R1 

Distill Qwen 

deepseek 128k 52 $0.30 49.0 0.37 

GPT-4o (March 

2025) 

OpenAI 128k 50 $7.50 212.2 0.55 

Gemini 2.0 Pro 

Experimental 

Google 2m 49 $0.00 155.5 14.33 

DeepSeek R1 

Distill Qwen 

14B 

deepseek 128k 49 $0.88 63.4 0.64 

Llama 4 Maver-

ick 

Meta 1m 49 $0.40 126.8 0.33 

2.3 Contrastive Learning & Adversarial Training Methods 

Several studies have found that LLMs still exhibit significant performance variations 

in real-world social contexts [7]. Issues such as fluctuating generalization ability, high 

sensitivity to prompts, and inadequate adaptability in multimodal scenarios have led 

researchers to incorporate contrastive learning and adversarial training mechanisms to 

improve the robustness and stability of models. Contrastive learning and adversarial 

training methods have been widely adopted to enhance the robustness and generaliza-

tion ability of sarcasm detection models. Compared to traditional training methods, 

these techniques are particularly effective in building more robust semantic representa-

tions in low-resource settings, especially in addressing issues like LLM hallucinations 

and multimodal bias. 

Contrastive learning is a self-supervised learning technique that generates positive 

and negative sample pairs from a small set of data, allowing the model to learn that 

“similar samples should be closer, and dissimilar samples should be farther apart.” Ad-

versarial training, on the other hand, is a technique aimed at improving model robust-

ness and security. It introduces subtle perturbations (adversarial examples) to the orig-

inal input, forcing the model to make correct predictions even in the “worst-case sce-

nario.”
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Excessive reliance on textual content can lead the model to learn spurious correla-

tions between words and labels. To address this issue, Jia et al. proposed a new frame-

work called DMSD-CL (Debiasing Multimodal Sarcasm Detection with Contrastive 

Learning) [12]. This framework consists of two modules: the Counterfactual Data Aug-

mentation Module and the Adapted Debiasing Contrastive Learning Module (Figure 

5). The former applies a similar concept to adversarial training by rewriting samples to 

introduce perturbations, effectively deceiving the model and improving its robustness. 

The latter utilizes contrastive learning techniques, where the Adapted Debiasing Con-

trastive Learning Module generates positive and negative sample pairs and introduces 

an adaptive debiasing weighting strategy. This strategy dynamically adjusts the weights 

of positive and negative samples based on the biased similarity (i.e., the cosine similar-

ity of representation vectors) between samples. 

 

Fig. 5. Counterfactual data augmentation for sarcastic and non-sarcastic samples[12]. 

Through this approach, the model is able to learn robust feature representations that 

focus more on task-relevant semantics—specifically, the inherent incongruity in sar-

casm—rather than surface-level lexical biases. This study primarily addresses a key 

issue in existing multimodal sarcasm detection models: the excessive reliance on tex-

tual information, which often leads the model to learn spurious correlations between 

words and labels. The core innovation lies in the proposal of the Debiasing Multimodal 

Sarcasm Detection framework with Contrastive Learning (DMSD-CL), along with the 

introduction of an adaptive debiasing weighting strategy. 

Adversarial training also proves effective in addressing the problem of limited an-

notated data. Due to a lack of resources and high-quality labeled datasets, sarcasm de-

tection research in Bengali remains very limited. SanzanaKarimLora et al. extended the 

Generative Adversarial Learning for Robust Text Classification with a Bunch of La-

beled Examples (GAN-BERT) architecture, achieving promising results even with only 

a small amount of labeled data [13]. The model adopts a Generative Adversarial Net-

work (GAN) framework (Figure 6), where a generator and a discriminator are trained 

adversarially. The generator attempts to deceive the discriminator by producing adver-
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sarial samples that mimic real data, while the discriminator strives to distinguish be-

tween real and generated samples and correctly classify sarcasm. This adversarial train-

ing process forces the discriminator to learn more robust features, rather than relying 

solely on shallow patterns that are easy for the generator to imitate. 

 

Fig. 6. General structure of the proposed method [13] 

Liang et al. proposed a novel framework called Multimodal Graph Contrastive 

Learning (MMGCL) [14], which incorporates a key module named Graph-Oriented 

Contrastive Learning. This module introduces a contrastive loss function designed to 

pull together the graph representations of samples with the same sarcasm label in the 

embedding space, while pushing apart those with different sarcasm labels. Ablation 

studies demonstrate that contrastive learning plays a crucial role in distinguishing be-

tween sarcastic and non-sarcastic samples based on their multimodal representations. 

3 Challenges and Future Perspectives 

Overall, a major limitation of multimodal Transformer approaches lies in the lack of 

high-quality sarcasm datasets derived from social media. With the continued growth of 

social media user bases and the increasing capabilities of large language models in data 

generation and reconstruction, this issue is expected to be alleviated in the future. Fur-

thermore, incorporating additional modalities beyond text and images—such as audio 

or emojis—could further enrich the model’s ability to perceive sarcastic expressions. 

For LLMs, challenges such as hallucination and high sensitivity to input prompts 

still persist. However, these issues have been gradually mitigated in recent years 

through model scaling and improvements in reasoning mechanisms. LLMs exhibit 

strong potential in understanding complex contexts and semantic inversion, and their 

performance in sarcasm detection can be further enhanced through more refined prompt 

engineering and knowledge-guided approaches to improve both stability and interpret-

ability. 

In contrast, contrastive learning and adversarial training methods demonstrate strong 

robustness and debiasing capabilities on specific datasets, effectively improving model 

performance in low-resource scenarios. Nonetheless, their generalization ability across 

different platforms and linguistic environments remains limited. Future work may ex-

plore cross-domain contrastive mechanisms and adaptive loss function designs to fur-

ther expand their applicability. 
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4 Conclusion 

This paper provides a systematic review of recent advances in sarcasm detection within 

the context of social media, focusing on three major technical paradigms: multimodal 

Transformer-based approaches, LLM-driven semantic understanding methods, and ro-

bustness enhancement mechanisms based on contrastive learning and adversarial train-

ing. From the perspectives of model architecture, semantic modeling capability, and 

cross-modal alignment, representative works, applicable scenarios, and existing chal-

lenges of each approach are analyzed. The contribution of this study lies in offering a 

structured and comparative overview of the current research landscape in sarcasm de-

tection on social media, thereby clarifying the state of technological development and 

providing theoretical support and technical references for future model design and se-

mantic modeling. By systematically comparing different technical routes—including 

multimodal models, language models, and training strategies—this review also pro-

motes cross-paradigm integration and further innovation in this research area. 
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