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Abstract. Demand forecasting is a critical task in retail supply chain manage-

ment, yet traditional models often fall short in handling nonlinear patterns and 

diverse data sources. This paper presents a deep learning approach that combines 

LSTM networks with an attention mechanism to capture both temporal depend-

encies and contextual signals such as pricing and promotions. Evaluated on real-

world retail data, the proposed model outperforms classical methods like ARIMA 

and XGBoost in terms of accuracy and generalization. It also offers interpreta-

bility through attention visualization and performs reliably across various prod-

uct categories. The results suggest that this method is well-suited for practical 

forecasting tasks. Future work will explore the integration of external factors and 

real-time deployment strategies. 
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1 Introduction 

With the rapid development of big data technology and digital retail platforms, retail 
enterprises are facing more complex market environments and consumer behavior pat-
terns. Customer demand presents multiple characteristics such as high personalization, 
periodicity and suddenness, which makes the "forecast-production-distribution" model 
of the traditional supply chain face huge challenges [1]. In this context, building a high-
precision and real-time demand forecasting model has become a key link in promoting 
the intelligent transformation of the retail supply chain [2][3]. 

Traditional demand forecasting methods, such as statistical models such as moving 
average, exponential smoothing, and ARIMA, rely on linear assumptions and limited 
time series information, and it is difficult to capture nonlinear relationships and long-
term dependencies in consumer behavior [3][4]. 

In recent years, the rise of deep learning technology has provided a new idea for 
demand forecasting [2].In particular, structures such as long short-term memory net-
works (LSTM) and gated recurrent units (GRU) have the ability to handle long-
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sequence dependencies and nonlinear patterns, and are widely used in time series pre-
diction scenarios such as finance, logistics, and energy [5].  

Despite the continuous development of demand forecasting technology in recent 
years, the retail industry still faces many thorny practical problems. For example, the 
lack of historical data for new products, sharp fluctuations in sales during promotions, 
and differences in consumer preferences between regions make it difficult for tradi-
tional methods to adapt to actual application scenarios [6]. These complexities make it 
urgent for us to have a modeling method that takes into account both accuracy and 
adaptability, especially in a retail environment with diverse and rapidly changing data. 

This paper presents a study on the sales forecasting problem in the retail industry 
with multiple stores, multiple categories, and multiple time scales. We proposed a deep 
learning model utilizing Long Short-Term Memory (LSTM) network and attention 
mechanism which helps with forecasting accuracy and generalization performance. The 
model considers not only historical sales trends, but also influencing factors such as 
holidays, store types, and promotional information, thus achieving an overall better and 
more practical system for supply chain demand forecasting.  

2 Methodology 

In this section, the proposed demand forecasting approach for retail supply chains using 
AI is presented. This approach utilizes a Long Short-Term Memory (LSTM) network 
with attention mechanism. The model is designed to understand time-based trends and 
contextual effects within the multi-source retail data for demand prediction. Therefore, 
the model can increase levels of accuracy and adaptability. 

2.1 Overview of the Framework 

Our model architecture is shown in Fig. 1. We take as input a series of historical data 
points each having multiple features including daily sales, pricing, store identifiers, and 
promotional flags, process that in an LSTM layer to consider sequential dependencies, 
then we feed that into an attention layer to assess the weighted relevance of past infor-
mation, and output with a dense prediction layer. 

2.2 Data Inputs and Preprocessing 

To effectively train the proposed demand forecasting model, we constructed a struc-
tured and comprehensive input dataset based on multi-dimensional retail business rec-
ords. Each input sample is a fixed-length sequence of multivariate observations, aligned 
in time and enriched with external and contextual information to reflect the real-world 
complexity of supply and demand dynamics. 

The raw data were collected at the day-level granularity and consisted of both nu-
merical and categorical attributes. Table 1 summarizes the main features used in the 
model. Each row corresponds to one time step within the input sequence, and the data 
window slides chronologically across the full time horizon.We extracted about 7 key 
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features in total, covering sales, inventory, price, promotion, product information and 
time-related indicators. In order to improve the performance of the model, we also in-
troduced derivative features such as rolling mean and sales volatility. At the same time, 
we processed outliers and eliminated the interference caused by extreme sales peaks. 

 
Fig. 1. Architecture of the Proposed AI-Driven Demand Forecasting Framework for Retail 

Sup-ply Chains. 

Table 1. Description of Input Features Used for Forecasting 

Feature Type Description 
sales_volume Numerical Daily units sold for a given product 

price Numerical Selling price of the product 
inventory_level Numerical Stock available at the store 
promo_discount Numerical Discount ration for the day 

product_id Categorical Unique identifier of the product 
day_of_week Categorical Weekday indicator (0–6) 

category Categorical Product category label 
To ensure model stability, we applied min-max normalization to all continuous var-

iables, bringing each feature 𝑥𝑥 into the range [0,1] using: 

𝑥𝑥′ = 𝑥𝑥−𝑚𝑚𝑚𝑚𝑚𝑚(𝑥𝑥)
𝑚𝑚𝑚𝑚𝑥𝑥(𝑥𝑥)−𝑚𝑚𝑚𝑚𝑚𝑚(𝑥𝑥) (1) 

This normalization was performed independently for each store-product combina-
tion to avoid information leakage across entities. Categorical variables, including prod-
uct_id, store_id, and category, were transformed via trainable embedding layers into 
fixed-length dense vectors, enabling the model to learn semantic similarities among 
different identifiers. 

To minimize the effect of anomalies like system errors or flash sales, we imple-
mented a decomposition-based outlier removal procedure. Specifically, we decom-
posed the sales signal into different components such as trends, seasonal, and residuals 
using the additive model: 



 

model for prediction 
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𝑦𝑦𝑡𝑡 = 𝑇𝑇𝑡𝑡 + 𝑆𝑆𝑡𝑡 + 𝑅𝑅𝑡𝑡 (2) 

where 𝑦𝑦𝑡𝑡  is the observed sales value, 𝑇𝑇𝑡𝑡  is the trend, 𝑆𝑆𝑡𝑡 the seasonal component, and 
𝑅𝑅𝑡𝑡 the residual. Values with residuals exceeding three standard deviations were flagged 
as outliers and clipped. 

Finally, we took out derived features like 7-day rolling averages, estimated relative 
sales growth, and moving variance as ways to better account for all local variation and 
longer-term seasonality for the model. These features, combined with the original in-
puts, were aggregated into an aligned matrix of shape 𝑇𝑇 × 𝐹𝐹𝑇𝑇, where 𝑇𝑇 is the time win-
dow length and 𝑇𝑇 is the feature dimension. 

2.3 Sequential Modeling with LSTM 

The LSTM layer serves as the core temporal encoder. It processes input sequences to 
generate hidden states that represent learned demand patterns over time. These hidden 
states capture both recent trends and longer-term seasonal effects. 

At each step 𝑡𝑡, the hidden state ℎ𝑡𝑡 and cell state 𝑐𝑐𝑡𝑡are updated recursively. This 
structure allows the model to retain long-range information and adapt to various time 
patterns in retail sales. As shown in Fig.2, it is the working principle of the LSTM 

 
Fig. 2. LSTM Deep Learning Architecture 

3 Methodology 

To evaluate the performance of the proposed LSTM-In regard to attention forecasting 
framework, we undertook a study using a real-world retail dataset. The aim was to 
evaluate the model's accuracy, stability, and generalizability. 

The data utilized in our experiments belonged to a national retailer and it was for 
over 18 months of daily sales data in various locations. When preparing the data, we 
took chronological order into account, and portioned the data into training (70%), 
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validation (10%), and test (20%) sections. Each input sequence was the previous 30 
days of our historical features, and the model was trained to predict the sales volume of 
the following day.The forecasting model was implemented using PyTorch and trained 
using the Adam optimizer with an initial learning rate of 0.001. T 

We coVmpared our method against the following baseline models: 
1.ARIMA: A classical statistical model for linear time series. 
2.XGBoost: A popular gradient boosting method known for strong performance in 

structured data. 
3.Simple LSTM: A plain LSTM model without attention mechanism. 
4.LSTM + Static Features: An LSTM model that includes embeddings but no atten-

tion module. 
These models were configured and tuned individually to ensure a fair comparison. 
The performance evaluation results demonstrate that the proposed LSTM-Attention 

model significantly outperforms traditional and baseline methods in both regression 
accuracy and categorical classification. 

As summarized in Table 2, the proposed model achieves the lowest MAE (9.47), 
RMSE (11.78), and MAPE (15.92%) across all test samples, surpassing ARIMA, 
XGBoost, and even LSTM-based baselines without attention. These results validate the 
effectiveness of incorporating temporal dynamics and contextual relevance via atten-
tion mechanisms. 

Table 2. Performance Comparison of Forecasting Models on the Test Set 

Model MAE RMSE MAPE(%) 
ARIMA 13.02 16.84 22.76 
XGBoost 11.41 14.33 19.60 

Simple LSTM 10.85 13.78 18.42 
LSTM+Static 

Features 
10.22 12.96 17.35 

Proposed Model 9.47 11.78 15.92 

 
Fig. 3. Comparison of Actual and Predicted Sales Demand Over 30 Days 
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To better illustrate prediction effectiveness, Fig.3 presents a time-series comparison 
between the actual and predicted sales volumes for a representative product-store pair 
over 30 days. The proposed model is able to closely track the fluctuations of the actual 
demand curve, especially around sudden peaks and minor trend reversals. This demon-
strates its strong responsiveness and temporal sensitivity, particularly in periods with 
promotional events or stock adjustments. 

To better understand how the model performs in a real-world setting, we carried out 
a small-scale trial at a retail chain in Qingdao. The system was applied to forecast daily 
sales for several fast-moving consumer goods across five local stores. After about a 
month of use, store managers noted fewer issues with excess stock and improved prod-
uct availability on shelves—roughly a 13% drop in overstock and a 9% gain in stock 
readiness. These early results suggest the model holds promise for supporting day-to-
day retail operations. 

4 Conclusions 

This study presents a demand forecasting method for retail supply chains, employing 
LSTM networks with an attention mechanism in order to model intricate temporal dy-
namics and selectively draw attention to relevant temporal periods to improve forecast-
ing accuracy.Empirical tests with real world datasets show that the proposed method 
consistently outperforms standard models like ARIMA, XGBoost, and even standard 
LSTM, across multiple measures of prediction error and shows reliable generalization 
across product types with outputs that are interpretable for decision-making. 
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Open Access This chapter is licensed under the terms of the Creative Commons Attribution-
NonCommercial 4.0 International License (http://creativecommons.org/licenses/by-nc/4.0/),
which permits any noncommercial use, sharing, adaptation, distribution and reproduction in any
medium or format, as long as you give appropriate credit to the original author(s) and the
source, provide a link to the Creative Commons license and indicate if changes were made.
        The images or other third party material in this chapter are included in the chapter's
Creative Commons license, unless indicated otherwise in a credit line to the material. If material
is not included in the chapter's Creative Commons license and your intended use is not
permitted by statutory regulation or exceeds the permitted use, you will need to obtain
permission directly from the copyright holder.
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