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Abstract. Natural Language Processing (NLP) techniques to detect propaganda
are a field in development. Though many works point towards ‘counting’ the
persuasion techniques, less attention is dedicated to the actual relevance, beyond
frequency. We introduce an operationalization of relevance as the combination
of frequency and harm. To assess it the research employs a sequential mixed
methods approach, composed by: a 200-respondents survey on perceived
frequency and level of harm of propaganda techniques; a comparative analysis of
previous works on computational text-analysis of propaganda; and 4 focus
groups with academic and practitioner experts in the fields of communications,
political science, sociology, computational sciences and other similar areas that
deal with propaganda, misinformation, fact-checking and so on. The results point
to a handful of techniques with little relevance, while offers a selection of the
most relevant persuasion techniques that allow for more parsimonious use of
computational efforts in propaganda detection.

Keywords: Propaganda, Persuasion Techniques, Natural Language Processing
(NLP).

1 Introduction

Propaganda has always been used as an instrument of mediated persuasion.
Communication technologies throughout history have been utilized by groups of
interest in political, commercial and other gains. In politics, it is historically associated
with manipulation of public opinion, as a “weapon” [1], usually in the intersection of
two dimensions: persuasion and intent [2,3].

The identification, classification and quantification of these techniques of
persuasion, though, has evolved much in the last ten years, not only due to digitization
of communication technologies and the development of complex data mining
techniques, but was triggered by the perception that Trump’s election in 2016 and other
political events such as Brexit in the following year were influenced by digital forms
of propaganda. If propaganda goes computational, automatized, allowing for large-
scale reproduction and coordinated action, so must its detection techniques. Since then,
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duction and coordinated action, so must its detection techniques. Since then, data min-
ing techniques have become a necessary tool for propaganda detection to follow up
with such persuasive techniques that have undergone a process of automatization, lead-
ing many times to coordinated inauthentic activity, such as networks of bots and/or
cyborgs and troops of trolls [4,5]. Nevertheless, the extant literature on the field is fo-
cused on frequency rather than extent of harm or perceived harm of each technique,
leading to a research gap, particularly considering that automated techniques must aim
for cost-effectiveness rather than plain efficacy due to the limits and costs of resource-
intensive computational processing.

This is an exploratory study that aims to identify the relevance —operationalized as
the combination of frequency and harmfulness— of the state-of-the-art persuasion tech-
niques to optimize to some extent the process of automatically coding and identifying
propaganda in digital outlets.

2 Propaganda in the Digital World

2.1  Automated Detection of Persuasion Techniques

From a computational point of view, propaganda detection is a relatively recent task.
In 2017, a study was developed to evidence the language used in news related to the
political sphere, translating into a dataset called TSHP-17 [6]. Although the effort led
to an advance in the understanding of the disinformation phenomenon, limitations as-
sociated with the way the dataset was annotated, based on distant supervision, and the
reduced number of sources considered were identified. In that sense, a dataset called
QProp was presented in 2019, focused on the binary detection of propaganda, increas-
ing the number of sources [7]. This resource also considered distant supervision and is
characterized by a marked imbalance, managing to identify 10% of propaganda.

Initial efforts focused on detection over text, in particular working with English news
articles [8], seeking to identify the presence of propaganda at the sentence level. Sub-
sequently, this task advanced to a multilingual look [9], allowing to train models for
different languages such as German, Italian and French.

In line with the above, another approach to detect propaganda over text has consid-
ered social network messages from the X platform (formerly Twitter). In this case, tasks
have been developed in the framework of competitions such as WANLP [10] and
DIPROMATS [11], seeking to create of models to detect the presence of propaganda
content in messages of Arabic, English and Spanish languages.

Regarding the models used to solve the tasks, the use of transformer encoder archi-
tecture stands out. When working with the English language, the most used models are
BERT and RoBERTa. In the case of working with languages other than English, the
trend is maintained in terms of the use of encoder models, working with variants of
BERT adjusted to the respective languages, such as BETO for Spanish and AraBERT
for Arabic.

Other models that have been used to solve the propaganda detection task correspond
to decoder architectures such as GPT-4 [12]. To this end, prompting-based strategies
such as Chain-of-Thought [13] have been explored, achieving competitive results for a
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reduced set of techniques [14]. Finally, another modality that has been explored is the
detection of propagandistic content in memes [15]. To solve the detection task, the
combined use of models that allow creating vector representations of both text and im-
ages, such as VILBERT [16] and VisualBERT [17], is highlighted. The aim is to com-
plement the visual information of the image with the text that accompanies it.

In all of the above-mentioned cases, though, the aim was either to create a set of
categories to identify and label persuasion techniques and/or to detect its frequency on
the datasets they work with. At the time of the writing, we found no studies concerned
with the relevance of such measurements, considering not only the frequency but also
the harm that the propaganda techniques inflict on different dimensions of contempo-
rary society.

2.2 Propaganda Typologies

Over a bit less than ten years, different typologies of persuasion techniques or propa-
ganda have been developed as prompts to the automated detection processes. Early
works on automatic propaganda detection have relied on binary propaganda/not prop-
aganda [7], others in four categories, which are frusted, satire, hoax and propaganda
[6]. Another approach, closer to the recently developed field of disinformation studies,
has been to focus on fallacies [18,19]. Still, most of the current typologies follow the
first widely accepted scheme for propaganda techniques that included: name calling,
glittering generalities, transfer, testimonial, plain folks, card stacking, and bandwagon
[2].

This research is considering as the state of the art the work validated by the European
Commission Joint Research Centre, a multidisciplinary study carried on by 22 top re-
searchers on the field [9] due to its recency, its multilingual nature and its thoroughness
with the annotation process with more than 1,000 documents in 9 languages annotated
by almost 40 people (see original for details). The authors define persuasion techniques
as “while persuasion techniques are tools and strategies used by individuals to influence
others’ opinions or to motivate them to undertake or support some action or adopt new
behaviors” (p. 4). Table 1 displays the broader categories, the specific persuasion tech-
nique and the code used on this article, its graphics and the text from this point on.

Table 1. Codes and names for persuasion techniques.

Categories Technique Code

Attack on reputa- Name Calling or Labelling
tion Guilt by Association (Reductio ad Hitlerum)
Casting Doubt

Appeal to Hypocrisy (Tu Quoque)

Questioning the Reputation (Smears/Poisoning the Well)
Justification Flag Waving

Appeal to Authority

Appeal to Popularity (Bandwagon)

Appeal to Values
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Appeal to Fear, Prejudice 10
Distraction Misrepresentation of Someone’s Position (Strawman) 11
Introducing Irrelevant Information (Red Herring) 12
Switching Topic (Whataboutism) 13
Simplification Causal Oversimplification 14
False Dilemma or No Choice (Black & White Fallacy, Dictatorship) 15
Consequential Oversimplification (Slippery Slope) 16
Call Slogans 17
Conversation Killer (Thought-terminating Cliché) 18
Appeal to Time (Kairos) 19
Manipulate Loaded Language 20
Wording Obfuscation, Intentional Vagueness, Confusion 21
Exaggeration or Minimization 22
Repetition 23

2.3  Inconsistencies and Parsimony on Automated Detection of Propaganda

Once computational methods are set in motion to detect persuasive techniques, other
issues emerge. A rigorous and detailed annotation procedure is necessary to augment
the consistency between studies that focus on different platforms, different types of
text, different languages, multimodal content and so on. This is a benefit of the selected
labelling set [9] that has a very detailed scheme with many examples and clear instruc-
tions with the potential to establish a set of stable standards for comparative and longi-
tudinal analysis. While some studies have applied the same [20] or a very similar set of
techniques [21,22], they all assess frequency alone. Little remains known about their
relevance—understood here as the combination of frequency and level of perceived
threat.

While sometimes research calls for comprehensiveness, by identifying all of the per-
suasion techniques present in a certain dataset, other times efficiency is key. The com-
putational resources to perform text-based analysis are not infinite so the principle of
parsimony becomes important. Aarts [23] argues for the relevance of the parsimony
criterion for scientific research in conjunction with other criteria. Though the most pop-
ular form of this principle is Popper's theoretical parsimony —applied for instance to the
principle of the Occam’s razor— Aarts points out that the concept should also be ex-
panded to model building and the empirical domain. The criterion of parsimony seeks
to focus the economy on the variables of greatest relevance and explanatory power,
reducing the intervention that can be generated by introducing irrelevant variables.
Along with this, it is possible to avoid overfitting of the data by the statistical techniques
that may be employed.

With that gap in mind and considering the previous issues discussed above, the fol-
lowing question emerges: What is the relevance of the persuasion techniques, consid-
ering two dimensions: frequency and level of perceived threat?
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3 Methods

To perform an assessment of the relevance of the different persuasion techniques iden-
tified by Piskorski et al. [9], we took a three-way approach, conforming to an explana-
tory sequential mixed method, composed by two parallel quantitative explorations and
a final qualitative one.

First, we asked a sample of U.S. citizens of 200 people to assess the relevance of the
23 persuasion techniques with examples to illustrate them. Respondents were asked to
rank on two 5-levels Likert scales: Frequency of exposure (“How often have you no-
ticed messages using this propaganda technique on your social media?”’, ranging from
Never (1), to Always (5)) and Perception of Harm (“How harmful do you consider the
effects of using this type of propaganda to be on online conversations you've observed
on your social media?”, ranging from Not at all harmful (1) to Extremely harmful (5)).
The survey was administered through the RESONIO! platform between December 17,
2024, and January 5, 2025. Regarding its demographic variables, the age of the partic-
ipants was restricted to between 20 and 60 years (Mean= 38.02, SD=8.76) with gender
parity (W=50%).

In parallel with the survey, we analyzed the extant literature that applies computa-
tional methods to detect persuasion techniques automatically with a supervised ap-
proach. Three goals were set: (1) to perform an assessment of the frequency with which
each technique has been detected in each study and across studies; (2) to detect the
possible imbalances between classes within the studies; (3) to assess the levels of con-
sistency across studies.

Lastly, with the results of the survey in hand, the least relevant techniques were se-
lected, according to a decision matrix combining both dimensions (perceived frequency
and perceived harm). They were further inspected through 4 focus groups (N=19;
W=47%) with a pool of international experts (Chile, USA and Germany), recruited via
the academic and professional networks of the authors. The purpose was to corroborate
and provide a more in-depth understanding of the relevance of those techniques. The
groups were online, with a duration of approximately 90 minutes, and each two groups
discussed half the techniques selected (the selection process is explained in the Results
section).

The point of integration between the two phases occurred at the stage of interpreta-
tion of results, where the qualitative findings allowed contextualizing, qualifying or
even questioning the perceptions gathered in the survey. In line with what was proposed
by Bazeley and Kemp [24], this methodological combination makes it possible to com-
pensate for the limitations inherent to each approach and broaden the scope and robust-
ness of the analysis, facilitating a more complex and situated understanding of the stud-
ied phenomenon.

I www.resonio.com
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4 Results
4.1 Survey

The average perceived frequency per technique is displayed in Fig. 1. It can be observed
that, at a general level, the two most frequent techniques are Slogans (3.780) and
Loaded Language (3.635). On the other hand, the two techniques with the lowest fre-
quency of occurrence are Appeal to Authority (2.995) and Appeal to Hypocrisy (3.010).

‘Appeal to Hypocrisy (Tu Quoque) |
Questioning the Reputation (Smears/Poisoning the Well) |
Flag Waving |

Appeal to Authority |

Appeal to Popularity (Bandwagon) |

5305

3300

Causal 3250

simpliication -

False Dilemma or No Choice (Black & White Fallacy, Dictatorship) | 3,465

Consequential Oversimplification (Slippery Siope) | 3370
Slogans |

Conversation Killer (Thought-terminating Cliché) -

Appeal to Time (Kairos) |

3175

a0 als

Fig. 2. Average perceived level
of harm of each of the 23 per-
suasion techniques, ordered and
colored by category.

Fig. 1. Average frequency of each of the 23 persuasion
techniques, ordered according to Table 1 and colored by
category.

As to the perceived level of harm, Dilemma or No Choice (3.465) and Appeal to
Fear, Prejudice (3.395). On the other hand, the two techniques with the lowest threat
level are Slogans (2.770) and Appeal to Time (2.810).

shows the average obtained for each persuasion technique. In this case, the two
techniques with the highest threat level correspond to False Dilemma or No Choice
(3.465) and Appeal to Fear, Prejudice (3.395). On the other hand, the two techniques
with the lowest threat level are Slogans (2.770) and Appeal to Time (2.810).

The bivariate analysis of the average of both result in what we call level of relevance,
which is displayed in Fig. 3. The four quadrants are defined by the median value for
perceived frequency (x-axis) and perceived level of harm (y-axis). Bottom-left quadrant
is thus low relevance, while top-left and bottom-right are medium relevance. Finally,
top-right quadrant are the high relevance techniques according to the survey.
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Fig. 3. Level of relevance according to the bivariate analysis (Survey).
Note: Technique 8 is superposed by 18, they share the same value.

Six techniques were identified in the low relevance quadrant. The other four
techniques were detected approximately 1% (+0.035) close to the quadrant on only one
dimension (either harm or frequency) and added to the selection. Those ten techniques
were displayed to the experts on the focus groups.

4.2  Comparative Analysis

The comparative analysis of the different studies identifying propaganda in different
corpora of data leads to some important observations (see Table 2). First, the lack of
consistency between the labels, sources, and modes of data, makes it difficult to make
rigorous assessments over the comparative exercise. That represents a gap in the field,
which the work by Piskorski and colleagues address [20] and this study has adopted as
benchmark.
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Second, there is a clear imbalance between the datasets. Comparing the results be-
tween datasets, very weak patterns emerge. The most frequent class (20: Loaded lan-
guage) ranges from 23.7% to 56.0%. Variations could be due both to formal (syntaxis,
platform, language) and cultural aspects (country, context of the dataset source). There
could also be a component related to the lack of consistency or detail in annotating
procedures.

Table 2. Labeled datasets analyzed.

Type of data Name Dataset characterization # Classes Authorship
News articles PTC 451 English articles 18 Da San Martino et al.,
2019
SemEval 2023 2,049 articles 23
’ Piskorski et al., 2023b
Task-3 (9 languages) 1SKOMmEL ¢t al,
Social media WANLP 2022 930 tweets in Arab 20 Alam et al., 2022
DIPROMATS 12,012 English tweets 7
Moral et al., 2022
2024 9,501 Spanish tweets oratetal,
News an.d so- ArAlEval 2023 2,104 Arab paragraphs 23 Hasanain et al., 2023
cial media 1,085 Arab tweets

ArAlEval 2024 7,460 Arab paragraphs 23

1,504 Arab tweets
SemEval-2021 22 (20
Task 6 950 English Memes only-text)

Hasanain et al., 2024

Multimodal Dimitrov et al., 2021

On the other hand, both within each dataset and across them there are many classes
with very little presence detected with 7 classes with less than 1%, 6 of them do not
reach more than 2% in any of the analysis. The inconsistencies are more visible across
platforms. Casting doubts (3), a technique esteemed as infrequent and not so harmful
in social media by the citizens on the survey, was detected with a relatively high fre-
quency on news datasets (7,5% on PTC and 12,5% on SemEval-2023 Task 3) while on
Twitter messages frequency was considerably and consistently lower (3,5% on
ArAlEval 2023 and 1,8% on ArAlEval 2024).

4.3 Focus Groups

The focus groups dynamic was somehow like the survey, where respondents were pre-
sented with one of the persuasion techniques and asked about their assessment as to the
frequency they were exposed and the level of harm they posed to the online environ-
ment. In-depth answers were prompted by an initial quantitative scale, like the Likert-
scale used in the survey but ranging 1-4 to avoid middle ground and thus stir the con-
versation either to higher or lower perceptions of frequency and threat.

The results show some level of inconsistency between the survey results and the
experts’ appreciation, which is to be expected and reinforces the value of adopting a
multi-method and epistemologically plural approach. Out of the 10 least relevant tech-
niques selected by the survey, Repetition (23) was evaluated as the second least harmful
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one by the respondents but was the one with the highest level of harm by the experts.
Its ability to reinforce simplified narratives, distort debates, modify perceptions of re-
ality and construct group identities through the systematic reiteration of messages were
considered relevant issues. Experts add that this technique has more relevance in a so-
cial media environment due to the presence of inorganic activity such as the amplifica-
tion of messages by bot networks. Whataboutism (#13) has detected with very little
frequency on the past studies on social media content (less than 1% in average, less
than 3% maximum) and was esteemed as a relatively low threat by the surveyed re-
spondents (just below the median), but such was not the perception of the experts, who
claim that switch topics is a frequent strategy on social media that can easily escalate
to hate speech and misinformation, by triggering confirmation bias. It jeopardizes de-
liberative environments and enhances political or cultural polarization. Casting doubt
(#3) was perceived as potentially very dangerous by all the experts, who highlighted its
ability to erode trust in validated information and contribute to high misinformation
environments. Finally Appeal to Values (#9) was considered relevant, not only because
of the assessment of frequency and harm, but due to of their ability to intensify ideo-
logical divisions and promote polarizing discourses.

Out of the ten techniques consulted with the experts, the other six (#4, 7, 8, 12, 18,
19) were considered both less harmful and less frequent, claiming the techniques may
point to arguments that be easily discredited (#4, #7, #8) are more elaborate, therefore
less frequent (#12, #4) or pertain more to the offline realm (#18). Refer to Fig. 4 on the
Appendix for the visualization of the experts’ evaluation.

Taken together, these findings indicate that some of the techniques initially dis-
missed as less relevant in quantitative analysis may represent more significant risks
when considered in specific contexts or platforms, or when analyzed from an expert
perspective, meriting their inclusion in future propaganda studies.

5 Conclusion

This study presents three main contributions. First, it reveals the difficulties of con-
sistency and comparability in a growing and relevant new field of computational prop-
aganda detection studies. The study also offers an analysis of relevance of different
propaganda techniques nurtured by mixed methods that helps pursue parsimony and
optimize the computational text-analysis. Finally, while much of the study’s available
focus on news contents, our analysis advances the understanding of propaganda per-
ceived levels of frequency and harm in social media, a growingly relevant source of
information for decision-making by citizens in our society.

Future studies could test empirically the balance of the classes selected in the current
results in different contexts and platforms to assess further its validity and consistency.
Also, the levels of perception of harm and frequency could be contrasted with empirical
data, such as stream data to test frequency and experiments to test levels of harm. Fi-
nally, perceptions of relevance are not homogeneous across our society, there may be
biases according to gender, socioeconomic level, age, ideology and other factors, that
could be relevant to detect and further advance our comprehension of the field.
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Fig. 4. Level of relevance according to the bivariate analysis (Focus Groups).
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