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The dramatic breakthroughs in artificial intelligence (AI) and deep learning have
transformed medical imaging, so that disease detection can be made faster and more
affordable. A most promising role for these technologies is in the field of ophthalmol-
ogy, namely early Diabetic Retinopathy (DR) diagnosis, one of the world’s leading
preventable sources of blindness. Conventional screening procedures rely on oph-
thalmologists manually examining retinal fundus images—a process that is both time-
and resource-consuming and an inaccessible one in remote or low-resource regions.
As diabetes eye disease is on the rise, there is a pressing need for scalable and auto-
mated screening technology that can lead to early detection and prompt treatment. For
this, ClairVue, a system of Al on the basis of effective utilization of EfficientNet,
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Abstract. —Diabetic Retinopathy (DR) is the most common cause of blindness
and visual impairment in diabetic patients, primarily due to delayed diagnosis
and inadequate screening. The diagnosis is currently human interpretation of
fundus retinal images by ophthalmologists, which is time-consuming, labor-
intensive, and prone to human errors. For alleviating these complications, we
propose ClairVue as an Al framework with the aid of EfficientNet, a superior
deep learning-based model, as an extension strategy for early detection of DR.
EfficientNet is a better deep learningbased model with greater accuracy but
greater computational complexity and thus more efficient to use. ClairVue also
offers the enhanced transparency and confidence in the diagnosis by applying
Grad-CAM (Gradient-weighted Class Activation Mapping), where it provides a
visually impaired replica of the impaired retina regions so that the system out-
puts become more understandable for the medical officers. The system is cou-
pled with a user-friendly interface to facilitate easy screening for the physicians
as well as the patients. We also highlight the socio-economic benefits of Al-
based DR detection, i.e., better access to health care for rural communities. Ac-
cessibility of an inexpensive, scalable and accurate screening device, ClairVue
can potentially democratize preventive eye care and prevent blindness world-
wide by a large margin
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angenerative convolutional neural network to achieve higher accuracy and efficiency.
ClairVue is dissimilar to the common deep learning systems in that it makes use of
GradCAM (Gradient-weighted class Activation Mapping), which identifies affected
retinal areas, leading to an interpretation level that gives confidence to Al-based diag-
nosis. This ability allows medical professionals to have a better comprehension and
validation of the model’s pre-predictions, making it easier to automate DR detection.
Increasing global DR burden underscores the importance of early screening interven-
tions. In 2010, there were approximately 126 million DR patients globally, while as of
2024 the figure has exceeded 230 million. Alarming, research suggest that over half
of such cases remain undiagnosed due to restricted access to ophthalmologists and the
cost of screening tests. Most of today’s Al-based detection models are not explaina-
ble, scalable, and clinically proven to be feasible in reality. EfficientNet-based models
have been demonstrated to have tremendous accuracy while using much fewer com-
putational resources, and thus are appropriate for mobile and cloud-based DR screen-
ing. Telemedicine-based DR detection has also has grown very quickly in recent
years, broadening access to resource-poor populations and filling gaps in provision of
eye care. ClairVue intends to leverage these advancements to provide an interpretable,
scalable, and affordable solution for DR detection, facilitating early medical interven-
tion and reducing the likelihood of loss of sight.

1.1  Research Objectives

This The overall objective of this study is to create a robust and interpretable deep
learning-driven system for the early detection and grading of Diabetic Retinopathy
(DR) from retinal fundus photographs. Clair Vue seeks to enhance diagnostic preci-
sion, interpretability, and availability in ophthalmology through cutting-edge Al tech-
nologies. The particular goals of the research are:

ROI: To explore existing problems in diabetic retinopathy diagnosis and evaluate the
efficacy of deep learning methods to overcome them.

RO2: To apply a refined feature extraction technique using RA-EfficientNet for prop-
er detection of DR lesions and levels of severity.

RO3: To integrate Grad-CAM for visual interpretability so that clinicians can com-
prehend the decision-making process of the model.

RO4: To compare the performance of the proposed model over real-world datasets
and common classification metrics (accuracy, precision, recall, F1-score, AUC).

ROS: To investigate the potential for deployment of the system in clinical and re-
source-limited environments by highlighting scalability and low computational re-
quirements.
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1.2 Literature Survey

This work investigates the application of Grad-CAM and SHAP (Shapley Additive
Explanations) as visualization methods to improve Al interpretability in medical im-
aging. While both approaches efficiently indicate decision-making trends in AI mod-
els, their implementation in DR detection is not well investigated.
The study emphasizes the importance of Al trans- parency in health care, explaining
that medical practitioners tend not to trust black-box models. Lack of confidence in
Al-driven diagnoses poses a roadblock to large-scale clinic adoption, calling for ex-
plainable Al solutions.

The research calls for Al-based healthcare solutions that reconcile accuracy and inter-
pretability. It points to an important lacuna in current DR detection models, where
clinicians need to have better understanding of how Al systems arrive at their decision
to instill higher confidence in their deployment.

The economic benefits of Al-enhanced DR screening are examined, showing how
early detection can signif- significantly lower treatment costs and prevent complete
vision impairment. Nevertheless, the research fails to adequately address accessibility
challenges, most notably in rural and underdeveloped areas.

The study also investigates the challenges of applying Al-powered screening equip-
ment to low-resource settings. Although Al models can potentially alleviate the diag-
nostic workload from health workers, constraints in infrastructure and lack of trained
workers  are  major  impediments to  their effective  deployment.

No | Author(s) | Year Title Methodology Metrics Limitations
[6] | Gulshan 2016 | Development and Utilized a deep Sensitivity Requires high
etal. Validation of a Deep | CNN model trained | 97.5%, computational
Learning Algorithm on 128,175 retinal Specificity power and large
for Detection of images for DR 93.4%. datasets for
Diabetic Retinopathy | detection. training.
[7] | Prattet al. | 2016 | Convolutional Neural | Implemented a Accuracy Struggles with
Networks for CNN-based 95%, early-stage DR
Diabetic Retinopathy | approach with data Sensitivity detection due to
Detection augmentation for 92.3%, limited feature
DR classification. Specificity extraction.
98.4%.
[8] | Quellec et | 2017 | Deep Learning Introduced an end- AUC: 0.95 on | Requires further
al. Models for Automatic | to-end deep learning | Messidor-2 explainability for
Detection of Diabetic | pipeline for dataset. medical
Retinopathy detecting DR from professionals.
fundus images.
[9] | T. Ting et | 2019 | Artificial Evaluated Al-based | Sensitivity Needs regulatory
al. Intelligence-Assisted | screening models in | 90.5%, approval for
Diabetic Retinopathy | real-world clinical Specificity clinical
Screening settings. 91.1%. deployment.

Table 1. Review of existing methods.
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2 Review Methodology

Our Our DR detection system has three main steps: preprocessing, feature extraction,
and classification. Preprocessingwise, retinal images are resized to a standard resolu-
tion, also augmented with data augmentation, and normalized for consistency.
RAEfficientNet, where we obtain our features,

[ Data St ] [ Data Preprocessing J [ Featuree:tlaction] [ Classifier ]

Figurel: WorkFlow
combines Residual Attention blocks to detect subtle patterns in retinal pathologies.
With transfer learning from pre-trained ImageNet weights, the model is appropriate
for small data sets. Lastly, the classification process categorizes DR severity into five
grades—Normal,Mild, Moderate, Severe, and Proliferative DR (PDR). The entire
process of our proposed model is depicted in Figure 1.

2.1 Dataset Selection

Here, we used the APTOS 2019 dataset, which is a public Kaggle dataset that was
originally made available by Aravind Eye Hospital, India. This data set contains 3,662
highresolution labeled retinal images by expert ophthalmologists based on the severity
of diabetic retinopathy.Grading comprises five grades: Grade 0 (1,805 images) shows
normal retinas with no signs of DR, Grade 1 (370 images) is equal to mild DR, Grade
2 (999 images) exhibits moderate DR, Grade 3 (193 images) exhibits severe DR, and
Grade 4 (295 pictures) is proliferative DR.But the data is poorly skewed with more
ratio of normal and moderate cases to severe and proliferative phases.

- GradeO
o Grade1
- Srade2

GSrade3
B Gradea

Figure 2: APTOS 2019 dataset Grading
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2.2 Data Preprocessing

In this study, preprocessing plays a vital role in preparing the data set and improving
classification performance. As the retinal photos vary in size and resolution, they are
resized to 224x224x3 for consistency and compatibility with the EfficientNet model
with decreasing computational complexity. For improved training stability, pixel in-
tensity values are normalized into a [0,1] range so that the model can learn more ef-
fectively. As one can observe in Figure 1, retinal images have black borders which do
not count towards classification. To highlight major characteristics, such unwanted
regions are masked or cropped, ensuring that only useful retinal information is pre-
served for further analysis.For improving image quality, methods such such as histo-
gram equalization and adaptive contrast modification are utilized to increase the defi-
nition of retinal structures. This is important in differentiating minute alterations in
diabetic retinopathy severity levels. Given the dataset’s imbalance, data augmentation
methods like random rotation, flipping, zooming, and brightness transformation are
used to randomize training data. And class-balancing methods like oversampling the
minority classes and weighted loss functions, such that the model does not dispropor-
tionately prefer majority classes. The data is then divided into training, validation, and
test sets in a proportion of 70:10:20 while ensuring class distribution. These prepro-
cessing steps maximize feature extraction and classification, making the model more
accurate and reliability.The architecture of the Data Preprocessing is illustrated in
Figure 3

MNormalization

A

Resizing (224x224) |4 . P
- ‘ -

Data

Preprocessing

Green Channel Data

Extraction v Augmentation

Data Set Splitting

-

e v
| 1%
20%
Figure 3: Steps involved in Data Preprocessing .

2.3 Feature Extraction Network

This section explains the feature extraction network for diabetic retinopathy (DR)
classification. The operation begins with input retinal images passing through Effi-



ClairVue-Diabetic Retinopathy detection using EfficientNet and ... 983

cientNet, a deep learning algorithm that exploits transfer learning from the ImageNet
dataset. This makes up for the small size on DR datasets from knowledge in pre-
trained models.In order to further improve feature extraction, another Residual Atten-
tion (RA) block is incorporated into EfficientNet, developing an improved model
named RA-EfficientNet. This modification enables the network to concentrate more
on subtle lesion patterns, enhancing its power to differentiate. between severity levels
of DR. Finally, the features obtained are processed by classifiers to classify images
into individual DR severity grades. Figure 4 presents the global architecture of this
feature extraction network.

/ ImageNet
Pre-Trained Model

Transfer Learning

v

Figure 4: Steps involved infeature extraction network

2.4  Transfer Learning in DR Classification

Transfer learning plays a central role in the solution to the problem of limited data in
diabetic retinopathy (DR) diagnosis. in this study, EfficientNet is initiated by pre-
trained weights from the ImageNet database, containing millions of labeled images.
The pre-training allows the model to recognize simple image features, such as edges,
texture, and patterns, which are subsequently corrected for DR classification. With the
application these pre-learned characteristics, the training procedure becomes more
effective and efficient, even when it is operating on a smaller dataset like APTOS
2019. Transfer learning also helps prevent overfitting and improve the ability of the
model to detect subtle retinal lesions.

2.5 EfficientNet: A Scalable and Efficient

In EfficientNet is a deep model that is designed to achieve extremely high accuracy
with less computational capacity than typical convolutional neural networks. It utiliz-
es a compound scaling strategy (as illustrated by Figure 5), that adjusts the model’s
depth, width, and resolution using a single scaling factor. This balanced scalable solu-
tion boosts efficiency and performance making EfficientNet particularly well-suited
for medical image classification operations such as DR detection.
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Figure 5: Compound scaling method in EfficientNet

In the final step of the proposed methodology, the extracted features from the RA-
EfficientNet model are employed to determine the severity of diabetic retinopathy
(DR). The classification system places every retinal image into one of five categories:
Normal, Mild, Moderate, Severe, or Proliferative DR (PDR). This type of multi-class
design provides overall evaluation, which allows clinicians to make well-informed
decisions. decisions about patient management and treatment planning.

2.6  Residual Attention (RA) Block

Residual Attention (RA) block improves the model’s ability to attend to significant
areas in retinal images, such as microaneurysms and lesions. With the inclusion atten-
tion mechanisms coupled with residual learning, RA block strengthens feature extrac-
tion, distinguishing between desired patterns and background noise reduction. This
method improves model’s correctness in identifying different levels of diabetic reti-
nopathy, which resulted in more accurate classification outcomes.

2.7 Role of RA Block in DR Classification

It is hard to detect minute lesions like microaneurysms and hemorrhages in diabetic
retinopathy because they small in magnitude and intensity. The Residual Attention
(RA) block improves feature extraction by directing attention to lesionspecific areas,
minimizing distractions from non-relevant background regions, and preserving valua-
ble information by residual connections. Combined with EfficientNet, this it improves
the discrimination power of the model different grades of DR severity, yielding more
precise and accurate categorization.
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2.8 Classifier

In the final step of the proposed methodology, the extracted features from the RA-
EfficientNet model are employed to determine the severity of diabetic retinopathy
(DR). The classification system places every retinal image into one of five categories:
Normal, Mild, Moderate, Severe, or Proliferative DR (PDR). This type of multi-class
design provides overall evaluation, which allows clinicians to make well-informed
decisions. decisions about patient management and treatment planning.
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Figure 6: The proposed classifiers for classification.

2.9 ClassifierArchitecture

The classification model then fine-tunes the features obtained with Global Average
Pooling (GAP) to make data simpler maintaining fundamental patterns. Those charac-
teristics then go through fully connected layers that identify complex relationships,
with dropout to prevent overfitting. Finally, the output layer has five neurons, each
being a DR severity level (Normal, Mild, Moderate, Severe, and PDR), in a softmax
activation function to classify with the highest possible probability

3 Experimental Results

This part gives the results of assessing the diabetic retinopathy (DR) classification
model, with attention given to its accuracy and reliability at varying degrees of severi-
ty. For measuring the efficacy of the model, we employ important performance met-
rics like accuracy, precision, recall, F1-score, and AUC-ROC, presenting a compre-
hensive view of the performance of classification. The assessment is done based on
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the APTOS 2019 dataset, which is a popular benchmark consisting of expertly anno-
tated retinal images, thereby providing an unbiased and sound validation process.

3.1 Grad-CAM Visualization

To further understand the model’s decision-making process, Grad-CAM (Gradient-
weighted Class Activation Map-ping) is used to visualize the most significant areas in
every retinal image. The process gives heatmaps overlaying the original

i amal A il e g

Figure 7: Grad-CAM heatmaps image
marking the areas that contributed most to a particular classification. For DR detec-
tion, Grad-CAM helps identify significant pathological features like lesions, microan-
eurysms, and exudates, offering insights into how the model differentiates severity
levels. Figure 7 shows Grad-CAM visualizations for various grades of DR, making
the model’s predictions more interpretable and transparent.

3.2 Performance Metrics

Performance of the classification model was evaluated based on a set of significant
metrics. Accuracy was measured at 96.5 percent, indicating that the model correctly
diagnosed most diabetic retinopathy cases. Accuracy for each class reached 97.2 per-
cent, which means a very low rate of false positives.
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Table 2:Performance Metrics with EfficientNet.
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3.3 Confusion Matrix

The confusion matrix provides a detailed analysis of how well the model does in clas-
sification by showing how well it discriminated the five diabetic retinopathy (DR)
grades: Normal, Mild, Moderate,Severe, and Proliferative DR (PDR). It keeps track of
the number of good-classified and goodmisclassifie cases and helps in identifying
patterns of misclassification, if any Large aggregations of values along the diagonal
will reflect good classification accuracy, and entries off the diagonal point out regions
where the model doesn’t perform well. Reading patterns from these will allow for a
judgment of the model’s reliability and identifying regions where the model should
perform better in classifying differing DR severity levels.

Confusion Matrix
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Figure 8: Confusion Matrix of EfficientNet

3.4  Computational costs with EfficientNet

EfficientNet is a deep learning architecture that optimally scales model depth, width,
and resolution to achieve high accuracy with low computational expense. Compared
to regular models like ResNet and DenseNet, EfficientNet is wellbalanced in perfor-
mance and efficiency, utilizing fewer parameters while delivering superior results.
This advantage makes it a prime candidate for precision-intensive workloads that
need resource frugality. As can be seen in Figure 9, EfficientNet mod-els (B0 to B7)
consistently achieve higher accuracy compared to other architectures, demonstrating
their effectiveness in real-world applications where computational efficiency is cru-
cial.
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Figure 9: The number of parameters against the accuracy on the ImageNet dataset

3.5 ROC Curve Analysis

The Receiver Operating Characteristic (ROC) curve is utilized to evaluate how well
the model is able to distinguish among different diabetic retinopathy (DR) grades. It
represents the true positive rate against the false positive rate at various thresholds,
providing insight into the predictive power of the model. In multi-class classification,
one ROC curve per DR grade is drawn for each DR grade, with Area Under the Curve
(AUC) as a primary accuracy measure. An AUC, typically in the range of 0.9 to 0.96,
represents good classification potential. Figure 10 illustrates the five DR category
ROC curves, and the ability of the model to differentiate between levels of severity is
emphasized.

ROC Curve for DR Classification
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Figure 10: The ROC curves for all five classes
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Training and validation accuracy curves give a clear view of the model’s learning
process with time. The curves follow accuracy on the two datasets after each training
epoch, showing Figure 11 . The ROC curves for all five classes the model’s im-
provement. From Figure 11, training accuracy also improves slowly as the model
adapts, with validation accuracy doing the same before plateauing at a high degree. A
small difference between the two curves reflects good generalization, meaning that
the model picks up on the data well without overfitting. This test confirms that the
model can capture required patterns needed for correct classification.

Train and Validation Accuracy Curve
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Figure 11: The training accuracy curve

3.6  Training and Validation Loss

The loss curves provide insight about the model’s performance improvement while
training. Training loss captures how well the model fits the training data, while vali-
dation loss refers to its behavior on data that is not seen. As shown in Figure 12, both
losses dip steeply in early epochs before flattening at low rates, showing that the
model is learning good. A little gap between the two curves tells us that the model is
having generalizability, not overfitting yet with high predictability precision. This
trend confirms that the model is effectively decreasing errors while learning.

Train and Validation Loss Curve

Train Loss
Validation Loss

Loss

o 10 zo 30 40 s
Epochs

Figure 12: The training and validation loss curve
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4 Future Scope

A feasible direction for future improvements is to include additional datasets from
various populations and imaging machines to render the model more generalizable to
diverse clinical settings. Balancing of datasets, in particular through greater represen-
tation of DR cases of higher grades, may also increase the accuracy of classification.
Introducing mobile or cloud-based platforms as part of the system could also enable
remote and real-time screening of DR, enabling early diagnosis in under-privileged
regions. Exploring future-proof methods such as self-supervised or semisupervised
learning could better harness unannotated data. Integrating multi-modal inputs such as
patient history or OCT scans may also increase sharpening of diagnosis accuracy.
Clinical verification and input from healthcare professionals will be essential in work-
ing together with them to ensure the system is practical and addresses actual medical
needs. These technologies will contribute towards developing a more precise, con-
sistent, and usable DR screening device, which in the long run will result in earlier
diagnosis and better treatment.

5 Conclusion

The DR classification model introduced exhibits high potential in enabling early grad-
ing and detection of DR. The model achieved 92.5 percent accuracy, high recall, and
precision, particularly in detecting early-stage DR, using the APTOS 2019 dataset and
deep learning techniques. Feature extraction was improved by applying EfficientNet
and RA blocks, thereby leading to enhanced classification performance. In addition,
visualization techniques like Grad-CAM provided explainability, and as such, the
system was more suitable for clinical applications. Misclassifications did occur in
borderline cases, but the model performed discriminatively well between DR grades,
pointing towards its reliability. This system has the potential to help meet the increas-
ing need for DR screening through automation, which can reduce the workload of the
healthcare personnel and allow for early intervention, especially in resource-
constrained settings. Future improvements will focus on dataset balance by incorpo-
rating additional samples of high DR grades and rendering the model insensitive to
varying imaging conditions. Overall, the system offers a promising, interpretable, and
practical approach for DR detection and monitoring.
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