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Abstract. Due to the huge number of job advertisements created by the quick
growth of online job portals, it is difficult for job searchers to locate
opportunities that are relevant to them. In order to create a customized job
recommendation system, this study introduces a hybrid unsupervised learning
framework that combines k-Nearest Neighbors with clustering. Our method
makes use of web-scraped, unlabeled data, in contrast to conventional
recommendation systems that depend on tagged datasets. We use one-hot
encoding, normalization, and Term Frequency-Inverse Document Frequency to
preprocess employment variables including location, experience, skills, and
pay. We use Truncated Singular Value Decomposition for dimensionality
reduction in order to lessen the curse of dimensionality. Based on silhouette
analysis, we compare four clustering algorithms: K-means, DBSCAN,
Agglomerative Hierarchical, and Gaussian Mixture Models. K-means performs
the best. Furthermore, with high similarity scores, our k-Nearest Neighbors-
based recommendation system performs noticeably better than a random
baseline. The outcomes show how well our hybrid unsupervised learning
architecture works to provide an accurate and scalable job recommendation
system.

Keywords: Silhouette score, cosine similarity, k-Nearest Neighbors, clustering, K-
means, web scraping, unsupervised learning, job recommendation,
dimensionality reduction.

1 Introduction

Job searching has changed dramatically as a result of the digital revolution; millions
of opportunities are now available on online platforms. But this abundance comes
with two challenges: effectively matching job seekers with appropriate openings in a
sea of data, especially when dealing with a lot of unlabeled data. Leading job portals
reported tens of thousands of daily posts in 2023 alone, covering a wide range of
industries and skill levels [10]. In order to reduce this information overload,
traditional job recommendation systems usually use supervised learning paradigms
that make use of labeled datasets, like user ratings and application histories [1].
making traditional supervised methods insufficient. This emphasizes how urgently
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unsupervised learning methods that can identify hidden patterns in unlabeled,
unstructured data are needed [11].

This problem is made even more difficult by the variety and diversity of job data.
Free-text expressions of skills, such as "Python, SQL, machine learning," show a great
deal of variation. Experience criteria span wide time periods (e.g., "3-5 years"), while
salary information varies from exact number values (e.g., "10 LPA") to qualitative
descriptions (e.g., "Not disclosed"). When encoded, for example, using Term
Frequency-Inverse Document Frequency (TF-IDF), this heterogeneity produces high-
dimensional, sparse feature representations, which create major challenges for
clustering, the first step in putting related jobs together [3]. Moreover, the curse of
dimensionality present in these datasets makes it difficult to compute accurate and
pertinent similarity scores using k-Nearest Neighbors (KNN), a mainstay of
recommendation systems, which requires efficient feature spaces [2].

Existing approaches frequently fail in this situation. While collaborative filtering
depends on user-job interaction matrices, which are missing from scraped data [1],
content-based filtering performs well with labeled training data but poorly without it[x].
The negative effects of sparsity were highlighted by preliminary attempts to cluster
entire TF-IDF features, which produced silhouette scores below 0.22. We suggest a
unique hybrid unsupervised learning framework that combines web scraping, K-means
clustering, dimensionality reduction using Truncated Singular Value Decomposition
(SVD), and KNN for job suggestion in order to close these gaps. This pipeline
methodically transforms job postings into a numerical feature matrix, implements SVD
to reduce dimensionality to 50 components (preserving 55.1% variance) [7], employs
K-means clustering (k=8, silhouette score 0.501) [2], and utilizes KNN to provide top-
5 recommendations with a cosine similarity of 0.933, significantly surpassing a random
baseline of 0.776 by 15.7%.

Hybrid Clustering and k-Nearest Neighbors Recommendation Pipeline
User Profile
Job Postings e.g., Skills: Python, SQL kNN on User’s Cluster
from a webhsite Salary: 10 LPA, Exp: 5 yrs, Top 5 Jobs
Loc: Bengaluru

Recommended Jobs
e.g., Senior Associate,
Data Scientist

Scrape Job Data
using Selenium

Clean Data
TF-IDF for Skills
Normalize Salary & Experience
One-Hot Encode Location

|

TruncatedsvD
Reduce to 50 Components

|

|K—means Clustering‘

Figl. Proposed Pipeline integrating web scraping, dimensionality reduction, clustering, and
KNN for job recommendations
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The entire process is shown in Fig 1, from data collection via Selenium to
recommendation output, with SVD acting as a crucial link between the preprocessing
and clustering phases. This graphic illustration highlights the framework's modular
architecture, which makes it easier to scale and adapt to different datasets. We have
three things to contribute:

e An innovative pipeline that uses unsupervised learning to avoid tagged
interactions and is designed for job recommendation using unlabeled, web-
scraped data.

e SVD's effect on clustering quality is measured by a thorough comparison of
clustering techniques (K-means, DBSCAN, Hierarchical, and GMM) with and
without dimensionality reduction.

e Recommendations based on high-precision KNNs that have been verified by
exacting similarity criteria are useful for both platforms and job searchers.

This methodology has important ramifications for job platforms looking to improve
user experience without explicit feedback, as it not only tackles immediate suggestion
difficulties but also establishes the foundation for more extensive applications in
unsupervised data processing. The structure of the paper is as follows: In Section 2,
relevant work is reviewed; in Section 3, the methodology is explained; in Section 4, the
results are shown; in Section 5, there is a discussion and analysis; in Section 6, the
future scope is concluded; and references are listed.

2 Connected Work

Three main strategies have historically been used in job recommendation systems:
collaborative filtering, content-based filtering, and hybrid approaches. Julianti at el.
[13] Provide an example of content-based filtering, which uses features taken from user
profiles and job descriptions to produce suggestions. These approaches, however, are
limited in their usefulness in our context since they mostly rely on labeled datasets,
which are frequently absent in web-scraped job data [10]. Linden et al. [1] showed how
collaborative filtering uses user-job interaction matrices to find trends [1]. However, its
efficacy decreases when there is no clear feedback, which is frequently the case with
job listings that have been scraped from the internet.

Unsupervised learning approaches are a viable substitute for supervised approaches
when dealing with unlabeled data. K-means clustering, a popular technique, is
renowned for its computational efficiency and groups related items according to feature
similarity [2]. However, as early text mining research has shown, it suffers when
dealing with high-dimensional, sparse data, such the skill vectors obtained via TF-IDF
transformations [3]. While Agglomerative Hierarchical clustering provides flexibility
through hierarchical structures [5], density-based clustering, such as DBSCAN, excels
at managing noise and detecting non-spherical groups [4]. Assuming Gaussian
distributions, Gaussian Mixture Models (GMM) model data probabilistically [6]. Less
research has been done on how well they work on sparse, unstructured job data, though.
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Text-based applications have used dimensionality reduction techniques like Principal
Component Analysis (PCA) [8]and Singular Value Decomposition (SVD) [7] to reduce
sparsity and improve clustering results in order to overcome the difficulties presented
by high dimensionality. But nothing is known about how to include them into job
recommendation systems, especially those that use unlabeled web-scraped data. Al-
Otaibi et al. and other recent hybrid models combine clustering and recommendation
algorithms, however they usually require labeled data is available, which limits their
application to our situation [9].

By filling these gaps with a robust unsupervised learning framework designed for
unlabeled web-scraped job advertisements, our work stands out. We quantify the effect
of SVD on clustering quality by evaluating many clustering techniques, including K-
means, DBSCAN, Hierarchical, and GMM, on both complete and reduced feature sets
[11]. An improvement in silhouette score from 0.219 to 0.501 indicates that we greatly
enhance clustering quality by implementing dimensionality reduction via SVD [7]. We
next incorporate k-Nearest Neighbors (KNN) to transcend random baselines and obtain
a high cosine similarity of 0.933 for suggestions. This framework is a new contribution
to the field of unsupervised learning for job recommendation by showcasing accuracy
and scalability on real-world, unlabeled data.

3 Methodology

The proposed framework turns unstructured, web-scraped job postings into a
recommendation system by utilizing unsupervised learning. The methodology is
outlined in this section in three main stages: model design, dataset development, and
performance evaluation.

3.1 Development of Datasets

Goal: From raw job posts, create a strong feature representation for later clustering and
recommendation.

Information Gathering. Using Selenium, a web interaction automation tool, job
postings were harvested from an employment portal [10]. The dataset includes
attributes like location, experience, pay, job title, and skills (stored in Tags). Following
deduplication based on distinct task identifiers (such as URLs), the 4,005 records from
the initial scraping were reduced to 3,978. A representative, varied sample of actual job
data is guaranteed by this procedure.

Extraction of Features. A numerical feature matrix was created from the raw
attributes:

e Skills: The Tags field was processed using Term Frequency-Inverse Document
Frequency (TF-IDF) and contained skill lists that were separated by commas,
such as "python, SQL, machine learning" [3]. The TF-IDF weight for a term ti
in job posting j is:
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.. .. N

wi,j = tfi,j-log (d—fl) )

where tf;; is the frequency of t; in j, N is the total number of postings (3,978) and
df; is the number of postings containing t;. 5,371 distinct skill features were
obtained as a result, creating a sparse matrix X; € R3%78%5371,

e Salary: Numerical values were extracted from textual salary data, such as "6-8
LPA" and "Not disclosed." Using the dataset mean, ranges were averaged (for
example, "6-8 LPA" — 7.0), and missing values were imputed.

,us=l m.si (2)

=1

e Experience: Experience ranges (e.g., "3-5 Years") were normalized, imputed
with the mean where absent, and converted to midpoints (e.g., 4.0):

ei

enorm,i = (3)

max(e)

e Location: The binary matrix XieR3978%10 was created by one-hot encoding the
top 10 locations.

Construction of Feature Matrix. Normalized salary and experience are included in
the entire feature matrix Xe R3°78%5383  which concatenates X = |Xs||Xn||X!|
where XeR3978%2 Although it presents difficulties for grouping, this high-dimensional,
sparse form portrays the complexity of the dataset.

3.2 Model Building

Goal: To Create a hybrid model for recommendation that combines dimensionality
reduction, clustering, and KNN.

Reduction of Dimensionality. Truncated Singular Value Decomposition (SVD) was
used to handle sparsity in X = UXT where UeR™* and VTeR¥*?, with ith k=50
components chosen to balance computational efficiency and variance retention (55.1%)
[7]. The clustering input is the reduced matrix Xr = UZeR3978%50
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Fig 2. Cumulative explained variance ratio of SVD components, justifying selection of 50

components (55.1% variance retained).

Clustering. On both X and X, our clustering techniques were assessed:

K-means Reduces variance within a cluster:
J = 2l Becillx — pill? “)

where Ci is cluster i, and pi is its centroid. Based on the optimization of
silhouette scores [2], we tried k=5-20 and chose k=8.

DBSCAN: Uses density, which is determined by minimum points (minPts=5)
and distance €, to identify clusters. For Xr, €=0.5 was adjusted [4].
Agglomerative Organizational Structure: employs Ward's linkage to merge
clusters bottom-up, with a fixed number of eight clusters [5].

GMM: Fits a mixture with k=8 components [6],

P(x) = X, miN (x/pi, X 0) Q)

K-means on Xr was chosen due of its simplicity and excellent silhouette score.
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The KNN Recommendation. SVD reduces user profiles (e.g., skills: "python, sql,"
salary: 10 LPA, experience: 5 years, location: Bengaluru) to ueR>3# | u,eR>® and K-
means assigns them to a cluster. Cosine similarity is calculated using KNN as follows:

ur-xr,j

sim(ur,xr,j) = Tarller 71

(6
which returns the top 5 jobs from the designated cluster (e.g., 853 jobs).
3.3 Performance Metrics

Goal: Measure the quality of recommendations and clustering.

Metrics for Clustering. The Silhouette Score, which is calculated as
~ _ b®-a®
s@ = max(a(d),b(@)) ™
where a(i) is the average distance between points in the same cluster and b(i) is the
minimum average distance to points in another cluster, quantifies the cohesiveness and
separation of clusters. Higher scores indicate better performance [2]. Scores range from
-1to I.

Metrics for Recommendations. Cosine Similarity: Evaluates the relevancy of
recommendations, averaging the top five positions.

Avgsim = %Zle sim(ur, xr, j) (8)
Baseline Comparison: A baseline for comparison is provided by randomly chosen jobs
from the same cluster.

4 Results

The experimental results of the suggested hybrid framework are shown in this part, with
an emphasis on recommendation accuracy and clustering performance.

4.1 Performance of Clustering

Both the complete feature set and the smaller feature set following SVD application
were used to assess clustering. The silhouette scores on the entire feature set were
consistently low: Agglomerative Hierarchical (k=8) scored 0.218[5], DBSCAN (e=1.0)
scored -0.188 with 35 clusters [4], K-means (k=8) scored 0.219[2], and GMM (k=8)
recorded 0.159[6]. These findings demonstrate how high-dimensional sparsity
degrades clustering quality [3].
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Silhouette Score vs. Number of Clusters
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Fig 3. Silhouette scores for K-means on reduced features, peaking at k=8 (0.501).

Performance greatly improved on the smaller feature set. Both K-means and
Hierarchical obtained a silhouette score of 0.501 with k=8[2,5], while GMM recorded
0.376[6] and DBSCAN (e=0.5) scored 0.423 with 11 clusters [4]. Eight clusters with
sizes varying from 128 to 1,012 jobs were formed using K-means, which was chosen
for its computational efficiency and comparable performance to Hierarchical.

Table 1. Silhouette scores for clustering algorithms on full and reduced features.

Algorithm Full Features Reduced Features
K-means(k=8) 0.219 0.501
DBSCAN -0.188 0.423
Hierarchical 0.218 0.501

GMM(k=8) 0.159 0.376
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Fig 4. Distribution of jobs across 8 K-means clusters on reduced features.

Accuracy of Recommendations. KNN was applied to the designated cluster (853 jobs)
for an example user profile (skills: "Python, SQL," salary: 10 LPA, experience: 5 years,
location: Bengaluru). The average cosine similarity for the top five suggestions was 0.
933.This demonstrated the accuracy of the framework by outperforming a random
baseline of 0.776 by 15.7%.

Recommendation Performance Comparison
0.933

1.0

0.776

o o o
) [o)] o]
1 1 1

Average Cosine Similarity

e
N
|

0.0-

kNN Recommendations Random Baseline

Fig. 5. Cosine similarity of KNN recommendations (0.933) vs. random baseline (0.776).
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1@ print(recommendations

Top 5 Recommended Jobs:

Title \
217 Senior Associate - Content (Tech)
Senior AVP - Senior Analytics Consultant
Assistant Manager- Business Intelligence
Workplace Service Dev Specialist
GN - Natural Resources - Consultant

Tags Salary \
data,artificial intelligence,machine learning,... Not disclosed
sas,power bi,jira,sql,python,dremio,github,clo... Not disclosed
power bi,dashboards,python,sql,management,bi,b... Not disclosed
power bi,sharepoint,qlikview,sql,powerapps,pyt... Not disclosed
python,project management,presentation skills,... Not disclosed

Location
Bengaluru, Mumbai (All Areas)
Bengaluru
Bengaluru
Bengaluru
Bengaluru

Fig. 6. Top-5 job recommendations for a sample user profile

Computational Considerations. Processing durations varied, with GMM improving
slightly on reduced data but significantly slower on complete features because of its
probabilistic nature [6]. Efficiency was maintained across experiments via K-means
and KNN [2].

5  Analysis and Discussion

The outcomes demonstrate how well the suggested hybrid approach works with
unlabeled, web-scraped data to handle job suggestion issues. The limits of high-
dimensional, sparse data, where TF-IDF skill vectors (5,371 features) predominate and
contribute noise, are highlighted by the clustering performance on the complete feature
set (highest silhouette score: 0.219) [3]. The low GMM score (0.159) reveals that its
Gaussian assumption does not fit the distribution of these data [6], while the negative
DBSCAN score (-0.188) indicates severe fragmentation, most likely caused by a
suboptimal € [4].

The transformation of dimensionality reduction by SVD resulted in a 129%
improvement in K-means and Hierarchical clustering, with a silhouette score of
0.501[7]. This supports earlier text mining research [3] and validates the function of
SVD in reducing sparsity while maintaining 55.1% variance. The cluster distribution
(Fig. 3) shows that the k=8 decision, which was optimized by silhouette analysis (Fig.
2), strikes a compromise between cohesion and granularity. Although K-means' ease of
use and effectiveness made it the preferred choice [2], DBSCAN's reasonable score
(0.423) with 11 clusters indicates the possibility of density-based approaches with
additional tuning [4]. The results of the recommendations emphasize the framework's
strength even more. With a cosine similarity of 0.933, user profiles and job attributes
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are precisely matched, outperforming the random baseline (0.776) by 15.7%. This
disparity highlights the benefit of clustering before KNN, which improves relevance
and reduces the search space (e.g., 853 jobs in Cluster 0) (Fig. 4). Although skill
dominance in the feature space helps to alleviate this restriction, dependence on
assumed wage values may induce bias.

One of its main advantages is scalability; fewer features allow for effective clustering
and KNN calculation; however, GMM's slower performance implies trade-offs in
probabilistic models [6]. These results establish the framework as a reliable,
unsupervised solution that can be modified to accommodate changing task data [11].

6 Conclusion and Future scope

A hybrid unsupervised learning framework that efficiently generates job suggestions
from web-scraped, unlabeled data is presented in this paper. We achieve notable
improvements over full-feature clustering (0.219) and random baselines (0.776) by
combining dimensionality reduction using SVD, K-means clustering (k=8, silhouette
score 0.501), and KNN (cosine similarity 0.933) [2,7]. Scalability and accuracy for
practical applications are guaranteed by the method's reliance on SVD to handle
sparsity and thorough clustering comparisons [11]. Future research will focus on
improving the selection of SVD components (e.g., 100 components), expanding cluster
analysis to identify labor market patterns (which might serve as the foundation for a
follow-up study), and integrating user feedback for semi-supervised refining. These
improvements may improve the usefulness and accuracy of recommendations even
more.
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