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Abstract. Artificial Intelligence is a mechanical discipline that has now become
inseparable in the modern era. Al has made automation possible in different ap-
plications ranging from remote controls to autonomous vehicles, so that com-
plicated sequences of tasks can now become feasible. This project discusses
quick face and gender recognition through CNN and OpenCV technology.
Hardware elements are usually employed by developers constructing Al mod-
els, with certain datasets assisting in training, tuning and validating the models
for correct outputs.Deep Learning applications, especially in Visual Object
Recognition such as Facial Detection, have been reported to have positive re-
sults based on previous studies. Inaccurate training datasets can, however, result
in unpredictable outcomes if the model is not well-trained. With the help of
CNN Training models and OpenCV Detection model, we can make predictions
with outputs that are similar to predefined values. These models are useful in
public areas, casinos, and restricted areas such as betting apps and streaming
services to authenticate documents and safeguard children from explicit content.
The emphasis is on successful implementation and not security issues.Al mod-
els aid decision-making making optimal use of resources and enhancing the
quality of personal services. Use CNNs to automatically extract features and
train on a large labelled dataset. Crossing CNN and OpenCV technologies en-
hance the detection speed and accuracy allowing false positives to be mini-
mized. Proper preparation and the addition of the dataset for every type of con-
dition (lighting, and angles) are the primary key to achieving consistent and
meaningful results. The MAE in age classification for the test set is 7.2728. The
model for gender classification had an accuracy of 89% on the test set.

Keywords:CNN (Convolution Neural Network), OpenCV, Face Detection, Da-
tasets, Deep Learning, Al Models, Accuracy, Mean Absolute Error.

1 Introduction

Artificial Intelligence, brief for Al, functions by duplicating the functionalities of hu-
man minds to accomplish particular actions. It does that using particular methods, in-
cluding Machine Learning (ML) and Deep Learning (DL). Prior to the moment Al has
the ability to think and infer like us, it must get schooled — you have to educate it and
try it so it makes proper decisions. It gets tested to make sure it actually received what
it learned in school and to ensure that it works correctly [1].The artificial intelligence
mind called a neural network, may employ machine learning maneuvers to improve at
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its job. It's like these machine learning steps, you know, like Regression, Classification
for Supervised Learning and Clustering for unsupervised learning, and so on, they're
like little assistants making the main brainy thing even more intelligent at predicting
the outcome. What the Al is likely to predict depends on the latest things you feed it

[2].

The recommendation stage powered by Al to treat illnesses is where the result in the
process of classification is natural that concludes the solution database where all the
remedy solutions are [3]. The Al-created system defines the potential solutions which
encompass the nature remedies, the chemical pesticides as means to preventing ill-
nesses based on the ailing individual. The system also enhances and visualizes the error
which is given in an easy-to-read report consisting of the disease classification, the
confidence level, and the recommended solutions along with visual representations of
accuracy of classification and trends in the disease [4]. Apart from this, feedback taken
from the users makes the model better primarily to improve the accuracy of the models
and to generate more useful cures, it typically precedes the real data retraining sessions

[3].

We have to find age and gender out of the provided data set. We'll make use of the
fundamental Python and Keras methods to detect age and gender. You may obtain the
dataset from UTKFace [6]. Facial expressions hold a lot of information. As individuals
talk a lot of ideas are connected. Exchanging thoughts aids in identifying certain factors.
Estimating an individual's age is about categorizing years into groups. Faces change as
humans age, which makes it difficult to gather pictures. In order to determine the age
and gender of many faces, individuals apply different methods [7].

The main objective is to obtain parameters like the age ranges, gender of the user oper-
ating the model being developed. Test model accuracy and generalization across differ-
ent demographics. Design a deep learning model to accurately predict age and gender
from facial photos Enhance feature extraction with convolutional neural networks to
perform better.

2 Literature Review

A new method was proposed with the help of a CNN that was implemented with a
multi-class focal loss function. The new loss function was developed to address class
imbalance, an issue often encountered in age-related datasets. The model was evaluated
with the Adience dataset, a popular benchmark for age and gender classification tasks,
which yielded a 60.4% accuracy.Although such precision reflects good performance,
the application of the focal loss function indicates possible improvement for age esti-
mation, especially when there are insufficient examples in specific age groups|[8].

A dedicated CNN design was created to enhance age class accuracy. The model
achieved an accuracy of 79.122%. Its impressive improvement compared to other
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methods shows that it is effective in identifying important facial features for various
age groups. The study makes a strong case for developing CNN designs to further en-
hance the accuracy of age estimation [9].

EfficientNet B4 models were utilized to predict ages with 73.5% accuracy on the UTK-
Face dataset and 81.1% accuracy on the Adience dataset. The model is such that it has
high accuracy while taking less computational power, showing it to be effective in age
classification. The study depicts the importance of sophisticated model architectures in
enhancing the performance of age estimation systems [10].

A DCNN estimated age but only with accuracy of 52.9%. Although this result is less
than in the case of other works, it shows the difficulty of applying deeper models to this
task. The results are insightful into the challenges of age estimation and open up oppor-
tunities for follow-up research to tackle these challenges [11].

3 Proposed System

The OpenCV face detection and dual-branch CNN classification system enables age
and gender prediction as described in the model. There are three method components:
face detection, preprocessing of data, and dual CNN classification, and each of this
component is useful towards accurately classifying age groups and genders.

For face detection, human faces in images and video streams are detected through
OpenCV Haar cascades and deep learning models where extraction of faces is per-
formed. So, only relevant faces regions are classified which reduces noise and increases
the system’s accuracy. The classified faces are then resized to a standard input dimen-
sion so that they can be used by the CNN model.
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Fig .1. CNN Work-Flow

Aside from normalizing pixel values, dataset balancing and augmentation of the dataset
to remove any classification biases towards gender or age groups also forms important
steps towards model performance. There are his non-linear techniques, for example ro-
tation, which are used to augment the model which shield it from changes that occur in
reality. The dual CNN classification stage applies a CNN model with two edges of the
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output. One predicts the age and the otherpredicts the gender. With the help of the base
CNN, the common features such as facial structure and texture are learned by the two
branches specializing in their respective tasks. The multi-task learning approach of the
system enables it to efficiently make use of the shared facial features for both classifi-
cations.

On the whole, the stated architecture has been met with the integration of a good face
detection system and a strong CNN-based classification system that rightly directs it to
real-time and high-accuracy age and gender prediction applications. Moreover, the
model’s modular design features include the ability of easy optimization or future to
incorporate more granular age categories and additional features.
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Fig .2.Age and Gender Recognition System

4 Methodology

4.1 The Dataset

The UTK dataset holds general age and gender information in the.h5 format. Age and
gender detection research on images has been around for centuries. It is an issue that
has been tackled in many ways over the centuries [12]. We therefore begin with the age
and gender recognition task utilizing the Python programming language. Keras is an
interface for the TensorFlow library on a higher level; Keras is specifically built for use
by people that want a higher-level, straightforward, and powerful deep learning library
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to easily begin prototyping with quickly. Keras supports recurrent networks and con-
volutional networks as well as both networks combined. CPU and GPU, it will run
smoothly [13].
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Fig .3. The Dataset

4.2  Facial Recognition

The very first step of the pipeline is face detection utilizing OpenCV Haar cascades or
DNN-based face detectors. The face image respective input is then partitioned into fa-
cial information, and that is then processed further [14]. The key advantages of OpenCV
are that real-time detections are possible, that it is very efficient in computing, and that
there can be detections across very diverse light conditions and various orientations of
the face. The resizing of the given face to a specific size, say 128x128 pixels.

"opencv-haar-classifier">

>-8.8315119996666908</
0887538003921568
2.2172160854397583

Fig. 4. Haar Cascade XML File

4.3  Data Preprocessing

We Prior to the face being the input to the CNN, there are a number of preprocessing
steps that must be fulfilled [15]. They include:
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Re-sizing: The croppy face is resized to a standard (128x128x3) in order to achieve the
same input size requirements throughout the model training process.

Normalization: The face pixel values are normalized until they fall within the -1 to 1
range which in turn may not necessarily lead the CNN to adjust to the light changes.

Augmentation: During the training process, the model is provided with motion flip-
ping, rotation, and brightness modifications to make the model more resistant to over-
fitting.

Therefore, this preprocessing pipeline provides the model with resilience due to perfor-
mance on diverse datasets and novel images.

# Resize the image to a fixed size (e.g., 128x128)
img = cv2.resize(img, (128, 128))

# Normalize the image
img = img / 255.9

# Append to Llists
images.append(img)
ages.append(age)
genders.append(gender)

# Convert Llists to numpy arrays
images = np.array(images)

ages = np.array(ages)

genders = np.array(genders)

print("Images shape:", images.shape)
print("Ages shape:", ages.shape)
print("Genders shape:", genders.shape)

Images shape: (23708, 128, 128, 3)
Ages shape: (23708,)
Genders shape: (237e8,)

Fig. 5. Data Preprocessing

4.4  Dual Branch for CNN Classification

The CNN architecture has two branches: one for age classification and the other for
gender classification. Both share a common feature extraction block to reduce redun-
dancy in computation and share common facial features.

Feature Extraction Block: Common block with a number of convolution layers, each
of which makes predictions for low- to high-level facial features. Its layers are preceded
by pooling layers that are employed for down sampling the feature map and hence de-
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crease the spatial dimensions and preserve the most important information. Batch nor-
malization and dropout layers are added for enhanced generalization and prevention of
overfitting.

The Age Classification Branch: Following feature extraction, in the age classification
branch, these features are extracted by a couple of extra fully connected layers [16].
The output layer consists of soft max activation with 4 output neurons corresponding
to the specified age ranges: (0-18), (19-29), (30-50), and (51+) The model is trained
with categorical cross-entropy loss, giving each age range probabilities.

Model: "functional”
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Total params: 3,304,598 (12.61 MB)

Trainable params: 1,304,898 (12.61 MB)

Fig.6. Model Summary

The Gender Classification Branch: Along the same lines as the above branch, in this
branch, the common features then further go through fully connected layers which are
gender classification dependent [17]. The output layer with softmax activation has two
neurons for the binary classes, male and female. The output is a probability for each
class, the training being done through binary cross-entropy loss.

4.5 Age and Gender Recognition using Training Dataset

The age and gender prediction proposed model employs the Convolutional Neural Net-
work (CNN) framework from TensorFlow coupled with OpenCV for face recognition
and image pre-processing. It is intended to generate categorical predictions of age clas-
ses and gender categories with high accuracy and exposure [18]. The method follows
three steps: image pre-processing, feature extraction, and classification.

Image Preprocessing:The gender classification framework using CNN demands full
face images of 128*128 pixel resolutions. Facial image resizing will normalize inputs
and significantly reduce the issue of resolution variability. Normalization is carried out
on pixel values in order to normalize them from 0 to 1 range, allowing for improved
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convergence of the CNN while predicting and resolving the issue of variance in illumi-
nation.

Shared Layers and Feature Extraction:The CNN structure is based on a common
feature extraction layer that extracts significant facial features. The extracted features
are passed to independent branches for gender and age classifications [19]. This struc-
ture allows the model to learn generic facial features and tune the independent branches
for different tasks. This design minimizes computational redundancy and maximizes
model efficiency.

Classification into Age Groups:The age prediction's classification component gives
an output that categorizes people into certain age ranges: 0-18, 19-29, 30-50, and 51+.
To determine which range a person falls into, the system rounds the predicted age to
the nearest integer and then puts it into the appropriate range. Employing these age
ranges also serves to reduce small prediction errors since similar values fall into the
same range.

Classification into Gender:For predicting gender, a binary classification approach is
adopted. The threshold of 0.5 is used during prediction to rank the cases into either of
the two classes. If the prediction probability exceeds 0.5, then "Male" is predicted; oth-
erwise, "Female." Binary classification is simple yet powerful for gender classification
since it allows the model to perform generalization efficiently across various datasets.

5 RESULTS AND DISCUSSIONS

The MAE as a performance measure is employed to calculate average absolute predic-
tion error in age prediction. Plot of MAE training and validation against epochs gives
insight into performance as well as areas that may require improvement. Decrease in
MAE consistently across epochs shows accuracy improving in predicting the age
groups.The Mean Absolute Error (MAE) for age prediction on the train dataset is
6.36968, indicating that, on average, the model's predictions deviate from the actual
values by approximately 7.27288.
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Fig. 7.Age Prediction Mean Absolute Error

For gender classification, accuracy was taken as the performance metric. The training
and validation accuracy plot shows the model's performance across epochs and its gen-
eralization capability. The gender classification model achieved an accuracy of §89% on
the test dataset and 92% on the train dataset.
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Fig. 8.Gender Prediction Accuracy

The fig 9 shows the output expected by the age and gender recognition system. It is an
application run in real-time that takes an image from a webcam, locates the face, and
makes a prediction for the age range and gender. In the shown interface, the located
face is bounded by a green rectangle, and the age range and gender are displayed as text
overlays. The model categorizes the individual into the 19-29 age and determines the
gender to be male. The predictions are shown in real-time, enabling users to confirm
their estimated age and gender immediately.
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Fig. 9.Age and Gender Recognition Output

6 Conclusion and Future Scope

This is a study that successfully developed a face analysis system integrating deep
learning techniques with OpenCV-based face detection to achieve accurate age and
gender predictions. Pre-trained CNNs and live face detection worked satisfactorily for
both real-time and image-based predictions. Imaging algorithms were unified with a
Streamlit app that offered a Python frontend for access, interaction, and deployment
purposes.Even though obstacles like variations in light conditions and different facial
orientations affected the performance to a certain extent, the project efficiently proved
its capability for practical applications.

Age estimation has a number of useful applications, most notably in regulating age
restrictions. It may be applied to bars, casinos, and betting platforms to stop young
people from entering, as well as to online streaming sites such as Netflix and Amazon
Prime to limit offensive material. It also prevents children from viewing adult films,
boosting digital security. The research presents a basis for large-scale and robust face
analysis systems with general utility in security and verification.
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	Augmentation: During the training process, the model is provided with motion flip- ping, rotation, and brightness modifications to make the model more resistant to over-fitting. 
	Fig. 5. Data Preprocessing 

	The Age Classification Branch: Following feature extraction, in the age classification  branch, these features are extracted by a couple of extra fully connected layers [16].  The output layer consists of soft max activation with 4 output neurons    corresponding  to the specified age ranges: (0-18), (19-29), (30-50), and (51+) The model is trained  with categorical cross-entropy loss, giving each age range probabilities. 
	The Gender Classification Branch: Along the same lines as the above branch, in this  branch, the common features then further go through fully connected layers which are  gender classification dependent [17]. The output layer with softmax activation has two  neurons for the binary classes, male and female. The output is a probability for each  class, the training being done through binary cross-entropy loss. 
	Fig.6. Model Summary 
	The Gender Classification Branch: Along the same lines as the above branch, in this  branch, the common features then further go through fully connected layers which are  gender classification dependent [17]. The output layer with softmax activation has two  neurons for the binary classes, male and female. The output is a probability for each  class, the training being done through binary cross-entropy loss. 
	The Gender Classification Branch: Along the same lines as the above branch, in this  branch, the common features then further go through fully connected layers which are  gender classification dependent [17]. The output layer with softmax activation has two  neurons for the binary classes, male and female. The output is a probability for each  class, the training being done through binary cross-entropy loss. 
	4.5 Age and Gender Recognition using Training Dataset 

	Shared Layers and Feature Extraction:The CNN structure is based on a common  feature extraction layer that extracts significant facial features. The extracted features are passed to independent branches for gender and age classifications [19]. This struc- ture allows the model to learn generic facial features and tune the independent branches  for different tasks. This design minimizes computational redundancy and maximizes  model efficiency. 
	5  RESULTS AND DISCUSSIONS 
	Classification into Gender:For predicting gender, a binary classification approach is  adopted. The threshold of 0.5 is used during prediction to rank the cases into either of the two classes. If the prediction probability exceeds 0.5, then "Male" is predicted; oth- erwise, "Female." Binary classification is simple yet powerful for gender classification  since it allows the model to perform generalization efficiently across various datasets. 
	5  RESULTS AND DISCUSSIONS 
	5  RESULTS AND DISCUSSIONS 
	Classification into Age Groups:The age prediction's classification component gives  an output that categorizes people into certain age ranges: 0-18, 19-29, 30-50, and 51+. To determine which range a person falls into, the system rounds the predicted age to  the nearest integer and then puts it into the appropriate range. Employing these age  ranges also serves to reduce small prediction errors since similar values fall into the  same range. 
	The MAE as a performance measure is employed to calculate average absolute predic- tion error in age prediction. Plot of MAE training and validation against epochs gives  insight into performance as well as areas that may require improvement. Decrease in  MAE consistently across epochs shows accuracy improving in predicting the age  groups.The Mean Absolute Error (MAE) for age prediction on the train dataset is  6.36968, indicating that, on average, the model's predictions deviate from the actual  values by approximately 7.27288. 

	Fig. 7.Age Prediction Mean Absolute Error 
	Fig. 8.Gender Prediction Accuracy 
	Fig. 8.Gender Prediction Accuracy 
	Fig. 8.Gender Prediction Accuracy 
	For gender classification, accuracy was taken as the performance metric. The training and validation accuracy plot shows the model's performance across epochs and its gen- eralization capability.The gender classification model achieved an accuracy of 89% on  the test dataset and 92% on the train dataset. 
	The fig 9 shows the output expected by the age and gender recognition system. It is an  application run in real-time that takes an image from a webcam, locates the face, and makes a prediction for the age range and gender. In the shown interface, the located  face is bounded by a green rectangle, and the age range and gender are displayed as text  overlays. The model categorizes the individual into the 19-29 age  and determines the  gender to be male.  The predictions are shown in real-time, enabling users to confirm  their estimated age and gender immediately. 

	Fig. 9.Age and Gender Recognition Output 
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	Age estimation has a number of useful applications, most notably in regulating age  restrictions. It may be applied to bars, casinos, and betting platforms to stop young  people from entering, as well as to online streaming sites such as Netflix and Amazon Prime to limit offensive material. It also prevents children from viewing adult films, boosting digital security. The research presents a basis for large-scale and robust face  analysis systems with general utility in security and verification.  
	This is a study that successfully developed a face analysis system integrating deep learning techniques with OpenCV-based face detection to achieve accurate age and  gender predictions. Pre-trained CNNs and live face detection worked satisfactorily for  both real-time and image-based predictions. Imaging algorithms were unified with a  Streamlit app that offered a Python frontend for access, interaction, and deployment  purposes.Even though obstacles like variations in light conditions and different facial  orientations affected the performance to a certain extent, the project efficiently proved  its capability for practical applications. 
	Age estimation has a number of useful applications, most notably in regulating age  restrictions. It may be applied to bars, casinos, and betting platforms to stop young  people from entering, as well as to online streaming sites such as Netflix and Amazon Prime to limit offensive material. It also prevents children from viewing adult films, boosting digital security. The research presents a basis for large-scale and robust face  analysis systems with general utility in security and verification.  
	Age estimation has a number of useful applications, most notably in regulating age  restrictions. It may be applied to bars, casinos, and betting platforms to stop young  people from entering, as well as to online streaming sites such as Netflix and Amazon Prime to limit offensive material. It also prevents children from viewing adult films, boosting digital security. The research presents a basis for large-scale and robust face  analysis systems with general utility in security and verification.  
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