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Abstract. In an era of increasingly complex food production, diversified 

preferences, and dietary restrictions, consumers want accurate informa- 

tion on food classification to help them make informed food decisions. 

The paper presents an all-rounded system using machine learning to clas- 

sify foods into vegetarian, vegan, non-vegetarian, and Jain categories. We 

used the Open Food Facts dataset for multiple machine learning 

techniques, including K-Nearest Neighbor(KNN), Naive Bayes(NB) and 

Bidirectional Encoder Representations from Transformers(BERT). The 

text preprocessing steps, including normalization and lemmatization, im- 

proved the quality and accuracy of the models. Our results depict that NB 

model achieved a balanced performance with 73.9% accuracy, while the 

KNN model showed high reliability in identifying categories like veg- 

etarian and vegan at 82.05% accuracy. However, the BERT model not 

performed well with Jain food classification due to class imbalance. This 

paper highlights the use of machine learning algorithms to enhance the 

transparency and personalization aspect of food classification to improve 

the customer’s decision toward nutritional choice. 

Keywords: Bidirectional Encoder Representations from Transformers 

(BERT), K-Nearest Neighbors (KNN), Naive Bayes (NB), Food 

Classi- fication, Machine Learning. 

1 Introduction 

We live in a world where technology has become a part of our everyday lives. The rise 
of innovative systems, powered by computers and mobile technologies are reshaping 
the way people make decisions. One area where digital systems can make a big change 
is food consumption, especially by using innovative system to help people navigate 
the complexities of dietary choices in the packaged food industry. Consumers are 
increasingly overwhelmed by the complexity of nutri- tional labels and the wide range 
of options available, particularly in the realm of packaged foods [10]. 
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The motivation behind this study is driven by two primary factors: the increasing 
complexity of food labeling and the rising importance of health-conscious and 
ethical dietary decisions. Consumers are often faced with a lack of clarity on 
whether a product aligns with specific dietary restrictions, which can lead to 
unintentional consumption of undesired ingredients and compromise health goals or 
ethical standards. 

A study was found using the K-nearest neighbors classification algorithm on the 
Toronto Food Label Information and Price (FLIP) database gives the accuracy 
of 95% [9]. This study focuses on how machine learning based food classification 
could simplify dietary decisions.This method categorizes packaged food products 
as vegetarian, vegan, non-vegetarian, and Jain according to their ingredients to 
make informed food choices based on clear, accurate, and honest information 
regarding nutritional composition, dietary compatibility, and ethical issues. This 
not only boosts consumer confidence, but it also addresses the growing demand for 
transparency in the packaged food business[5]. 

—- The paper is arranged as follows: section 2 explains the literature review 

which includes basic machine learning models and dataset used, and the food 
safety standards. Section 3 talks about the proposed methodology which has data pre-
processing and the performance measures used for comparison of models. Section 4 
discuses the results and analysis and compares the models based on the 
performance measures. Section 5 and 6 concludes the paper and talks about the 
future work. 

2 Literature Review 

2.1 Machine Learning based Approaches 

When it comes to machine learning techniques, supervised learning is more domi- nant, 
with very few semi-supervised and unsupervised learning-based approaches available. 
In this research, different machine learning models are used for ingredi- ent analysis: 
Bidirectional Encoder Representations from Transformers (BERT), Naive Bayes 
and K-Nearest Neighbor algorithm (KNN) [13]. 

Fine-tuning the BERT model involves executing language understanding tasks 
with pre-trained BERTs [15].BERT provides a pre-trained model that is quick 
and easy to alter for a variety of downstream applications and helps to improve 
context knowledge.It has a high degree of accuracy in analyzing and fine-tuning 
human-like languages.[15]. 

KNN is a basic unsupervised classification technique that assigns a new sam- ple’s 
category based on the majority vote of its K-nearest neighbors [18].The K-
Nearest Neighbor approach is good for big training data, provides protection 
against noise, and is simple to use. However, the success of the algorithm is highly 
dependent on the quality of training data and the K parameter (number of nearest 
neighbors) [3]. 
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Naive Bayes is a machine learning technique that solves text categorization prob- 
lems using probabilistic computations [11].The Naive Bayes approach has the 
advantage of estimating parameters purely from training data, lowering compu- 
tational complexity[11] 

2.2 Dataset description 

The Open Food Facts (OFF) is a valuable resource for addressing the various 
global challenges that surround issues of food transparency, health, and sustain- ability. 
With 2.5 million plus product entries from over 160 different countries, this 
database offers an extraordinary amount of information regarding differ- ent 
food products, including ingredients and nutritional facts, as well as their 
various environmental impacts [4]. OFF aggregates data from several sources: 
crowd-sourcing by volunteers who contribute product information from labels, data 
supplied by the food industry, and machine-learning techniques that ex- tract 
and analyze information from product images and texts [4]. The Open Food 
Facts database was utilized to rank foods based on the NOVA and Nutri- Score 
classification systems. 

Nutri-Score, a front-of-pack nutrition label, evaluates the nutritional quality of 
food products using a five-letter scale (A, B, C, D, and E), each associated with a 
distinct color. This system operates on a numerical scale ranging from +40 (least 
healthy) to −15 (most healthy). Positive points are assigned for energy content, 
total sugar, saturated fat, and sodium, while negative points are awarded for the 
presence of fruits, vegetables, nuts, legumes, protein, and fiber. The final score 
determines the Nutri-Score category: Group A (−15 to −1), Group B (0 to 2), 
Group C (3 to 10), Group D (11 to 18), and Group E (19 to 40) [14]. 

The level of food processing is categorized using the NOVA classification system, 
which divides foods into four groups. Group 1 consists of unprocessed or min- 
imally processed foods, while Group 2 includes processed culinary ingredients. 
Group 3 encompasses processed foods, and Group 4 consists of ultra-processed 
foods. The distinction between Groups 3 and 4 is based on the type and quantity of 
ingredients, additives, and whether the food contains whole or refined grains [14]. 

2.3 Food Safety and Standards Authority of India 

The Food Safety and Standards Authority of India (FSSAI) is crucial in this 
research as it provides regulatory standards and guidelines for food labeling and 
ingredient transparency, ensuring the accuracy and reliability of the classification into 
vegetarian, non-vegetarian, vegan, and Jain categories. The FSSAI plays a key 
role in food safety under the Food Safety and Standards Act of 2006, the act was 
designed to consolidate all the food laws that were fragmented earlier into one 
single regulatory system, which was a far cry from the earlier systems, where 
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food safety was ulter- ation 
Act and the Fru preventing 
food adulteratio d handling 
[17]. 

 dealt with by several acts like the Prevention of Food Ad
it Products Order[8]. A large part of its mandate involves 
n and regulating additives and hygiene standards in foo

3 Proposed Methodology 

The main goal nguish the 
packaged food arian, Jain 
and Vegan. W ed dataset 
collecting, data es the key 
steps taken to b

of our study is to develop a ML model that can disti
 items into four categories - Non- vegetarian, Veget
e followed these steps to reach our goal which involv
 pre-processing, and model creation. Fig.1 demonstrat
uild the model. 

 

 

 

 

 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Fig. 1. Working Model for Food Classification System. 

3.1 Data Preprocessing 

Preprocessing is a significant step in the machine learning process that includes 
transforming raw data into a clean and usable state. Preprocessing preserves data 
quality by resolving noise, inconsistencies, and missing data. Research reveals that 
high-quality data is necessary for model building and better accuracy on novel 
data[7]. 
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To prepare our data, we first extracted the data and divided it into two groups: one 
with just English terms and another with different languages. Our study focused on 
the English group, as it is our target language[16]. 

Several preprocessing steps refined the OFF database for this study, as shown in 
Fig.2. After preprocessing the data, Table [1] shows the count of training data for 
each label.These categories are very important to the classification model because 
they show different dietary preferences and restrictions that will guide the model in 
correctly classifying food items based on the corresponding features. 

Fig. 2. Preprocessing Steps to transform data for ML models 

The initial dataset did not include a Not-Jain category. To address this issue, 
we synthesized data for this category and performed data augmentation through 
duplication to match the sample size of other categories. This approach ensures a 
balanced dataset, facilitating improved model training. 

Food Type Non-Veg Foods Not Jain Foods Vegetarian Foods Vegan Foods

Count 930 1023 1019 889 

Table 1. Count of Different Food Types 
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3.2 Performance Measures 

– Accuracy: It is the proportion of all classifications (positive and negative) 
that are correct. It is measured as: 

– Recall: It is the proportion of correctly classified positives with all actual 
positives. It is measured as: 

– Precision: It is the proportion of all the model’s positive classifications that 
are positive. It is measured as: 

– Receiver-operating characteristic curve (ROC): It is a visual repre- 

sentation of the model performance across all thresholds. The ROC analysis 
is highly effective for data with skewed distributions and unequal data clas- 
sification. The ROC analysis allows researchers to generalize results despite 
changing data distributions[12]. 

– Area Under the curve (AUC): The area under the ROC is used to 
evaluate classifiers. The area beneath the diagonal line is computed as 0.50. 
The curve rightly forms 0.5 and must be upper left for a rate of discrimination 
between two groups. [12]. 

Accuracy = 
TP + TN 

 

 

TP + TN + FP + FN 

Recall = 
TP 

TP + FN 

Precision = 
TP 

TP + FP 

4 Results and Analysis 

After implementing the pre-processing techniques and deciding upon the models 
that are suitable for this research, the implementation was carried out. This section 
includes the Analysis of the selected models based on the Performance Measures 
stated above. 

4.1 Performance of K - Nearest Neighbors 

The KNN model is applied in this research along with the multi-output classifier to 
classify food ingredients. The preprocessing techniques ensured that the text data 
was converted into numerical representations, allowing KNN to compare food  
ingredients in terms of their categorical features. It is known for its efficiency in 
handling medium datasets, easy to implement, and requires less time to train the 
model.[3] The TF - IDF Vectorizer was user over the Count Vectorizer, as it gives 
emphasis to unique words and handles sparse matrix for better accuracy. 
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Class Precision Recall F1-Score 

Non-Veg 0.95 0.54 0.69 

Not Jain 0.50 0.06 0.11 

Vegan 0.83 0.98 0.90 

Vegetarian 0.90 1.00 0.95 

Table 2. KNN Classification Report Metrics 

Tuning the model for n neighbors = 5, gave the highest accuracy. The Multi- output 
KNN model attained an accuracy of 82.05%, reflecting reliable predictions for food 
ingredient classification. As seen in Table [2] the precision and recall metrics 
further demonstrate the model’s robustness, with the non-vegetarian category 
achieving a precision of 95%, indicating high reliability in identifying non-
vegetarian ingredients. In contrast, the vegan category had a precision of 83%, 
meaning that 83% of its predictions for vegan ingredients were correct.  

The model has achieved a weighted average F1-score of 0.87, this indicates a strong 
balance between precision and recall. The classifier has effectively differ - entiated 
between overlapping categories, such as vegetarian and vegan, thereby enhancing 
its adaptability. 

Fig. 3. ROC curves and corresponding AUC for Multioutput KNN 

Overall, the model has demonstrated strong performance across most classes. As seen 
in the Fig.3 the ROC curves for the ”non-veg,” ”vegan,” and ”vegetarian” 
categories were close to the top-left corner, reflecting high True Positive Rates 
(TPR) and low False Positive Rates (FPR), this is ideal for classification tasks. 
However, the ROC curve for the ”not-jain” category is very close to the diagonal, 
indicating that the model may struggle to accurately differentiate between pos- 
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itive and negative instances in it. This suggests the need for further refinement  to 
enhance classification accuracy for edge cases in the ”not-jain” class. 

4.2 Performance of BERT Classification 

BERT was chosen for its strong contextual understanding of text, aiming to 
improve accuracy in classifying food items. For implementation purposes, BERT 
was fine-tuned by increasing dropout to 0.2 for better regularization, setting a 
low learning rate of 0.0001 for stable training over ten epochs, employing mixed- 
precision training (fp16) to improve efficiency, and applying weight decay for 
better test - train split. 

Class Precision Recall F1-Score

Vegan 0.00 0.00 0.00 

Vegetarian 0.90 1.00 0.95 

Non-Veg 0.98 0.99 0.99 

Not Jain 0.98 0.84 0.90 

Table 3. BERT Classification Report 

Despite achieving 95.5% accuracy, as shown in Table [3], the result was mis- 
leading due to significant class imbalance and overfitting, which led to poor 
classification of certain classes like ”vegan,” as seen with an AUC of 0.54. The 
ROC curves shown in Fig.4, especially the perfect scores for ”non-veg” and ”not- 
jain” (AUC of 1.0), indicate that the model was overfitting to easy-to-distinguish 
classes rather than learning nuanced distinctions. This highlights the limitations of 
using a complex model like BERT on a straightforward dataset where sim- pler 
models might be more effective. The low F1-score and zero precision and recall for 
”vegan” further demonstrate the model’s under-performance across imbalanced 
classes.

 

[2, 6]
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Fig. 4. ROC curves and corresponding AUC for BERT Classification Model 

4.3 Performance of Naive Bayes 

The Naive Bayes algorithm was chosen for this implementation as it is known for 
its efficiency in handling text data, which makes it suitable for this multi- label 
classification problem. Its ability to work well with small to medium-sized datasets 
and handle overlapping features is particularly advantageous when deal- ing with 
ingredients that may fall into multiple categories.[1] 

Count Vectorizer was used over TF-IDF, as it captured the frequency-based 
patterns essential for differentiating between these labels, resulting in better 
accuracy. The hyperparameter tuning further optimized the model, with the 
optimal parameter found to be alpha = 0.07, enhancing the model performance. 

Class Precision Recall F1-Score

non veg 0.68 0.93 0.79 

not jain 0.22 0.45 0.29 

vegan 0.94 0.92 0.93 

vegetarian 0.98 0.93 0.95 

Table 4. Naive Bayes Classification Report 

The Multinomial Naive Bayes model achieved an accuracy of 73.9% as shown 
in Table [4], indicating reliable predictions for food ingredient categories. The 
precision and recall values highlight the model’s robustness, with the non -veg 
category achieving a precision of 68%. This means the model correctly predicted 
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non-veg ingredients 68% of the time. In comparison, the vegan category had a 
significantly higher precision of 94%, demonstrating strong reliability in identify- 
ing vegan ingredients. The model also achieved excellent recall rates, particularly 
for the non-veg (93%) and vegetarian (93%) categories, suggesting it effectively 
captures most of the true instances for these labels. The model’s weighted av- erage 
F1-score was 0.89, reflecting a good balance between precision and recall. The 
classifier efficiently distinguishes between overlapping categories, such as 
vegetarian and vegan, enhancing its versatility. The evaluation also included 
analyzing the ROC and AUC (Receiver Operating Characteristic Area Under  
Curve) as shown in Fig.5. 

Fig. 5. ROC curves and corresponding AUC for Multinomial Naive Bayes model 

Overall, the model performed well for most classes. The curves for ”non-veg”, 
”vegan”, and ”vegetarian” were close to the top-left corner, indicating high TPR 
and low FPR, which is ideal for classification models. However, the ROC curve 
for ”not-jain” was closer to the diagonal line, suggesting that the model might 
have some difficulty distinguishing between positive and negative instances for 
this class. 

4.4 Model Comparison 

In order to properly assess the performance of the models, recall and F1-score was 
used as metrics to compare. In multi-label classification, recall is crucial as 
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it looks for the number of true positive instances identified by the model for each 
respective category. Since this type of classification is likely to focus directly on 
dietary restriction e.g. vegan, non-veg - high recall ensures not missing any true 
instances of a particular category. Conversely, the F1-score is computed by con- 
sidering both the recall and precision, providing a comprehensive picture of the 
model’s performance in terms of its capability of avoiding false positives or false 
negatives. This is particularly pertinent for classes that are similar/overlapping (say 
vegan vs vegetarian) where high precision/recall can lead to misclassifica- tion. 
When Used together, recall and F1-score give a detailed view of the advan- tages 
and disadvantages of each model and help to compare their effectiveness in multi -
label food classification tasks. 

 

Fig. 6. Comparison of Precision, Recall, and F1-Score for the three models 

Recall Analysis Naive Bayes outperforms other models in recall for most cate- 
gories, achieving a recall score of 0.93 for both non-veg and vegetarian, indicating 
strong identification of true positives as shown in Fig.6. Both KNN and BERT 
yield competitive overall performances, but KNN performs poorly in the not-jain 
category(recall of 0.06), while BERT has zero recall for the vegan category. 

F1-Score Analysis These observations are further supported by the F1-scores. 

Naive Bayes shows high F1-scores across all classes, with the highest scores 
in the vegan (0.93) and vegetarian (0.95) categories, making it well-suited for the 
multi-label classification problem. KNN maintains robust F1-scores accross most 
of the categories as shown in Fig.6, while BERT’s zero score for the vegan category 
highlights the challenges faced due to imbalanced classes. 

5 Conclusion 

Classifying foods into categories like vegan, vegetarian, non-vegetarian, and Jain 
based on their ingredients is crucial for informed dietary choices. This proposed 
system allows consumers to align their food selections with personal dietary 
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needs, preferences, and ethical considerations. This empowers individuals by 
offering insights into ingredient-based food categorization, ensuring their dietary 
preferences are respected. 

The study demonstrated that preprocessing techniques, such as lemmatization, 
normalization, and one-hot encoding, significantly improved model accuracy by 
ensuring cleaner and more uniform data. In addition, the improved classification 
accuracy reduces mistakes like misclassifying non vegetarian food as vegetarian. 

Among the models tested, Naive Bayes demonstrates the most reliable and bal- 
anced performance for this classification problem. It outperforms both KNN and 
BERT in both recall and F1-score across all categories, making it the best-suited 
model for accurately classifying food ingredients into vegan, vegetarian, non-veg, 
and not-jain categories. 

6 Future Work 

For better results, models like Naive Bayes along with Name - Entity Recogni- 
tion (NER) or Subject-Verb-Object (SOV) can be used which will help in un- 
derstanding the true nature or the base form of the words. Furthermore, feature 
engineering steps like using N-grams or TF-IDF Vectorization Term 
Frequency- Inverse Document Frequency may help in increasing the model’s 
accuracy thus providing better classification. 
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