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Abstract. Ransomware performs file encryption to make systems unable to use their contents 

as well as bypass traditional antivirus programs. Most present detection systems track system 

calls along with processes and file activities on compromised systems before conducting data 

analysis. The monitoring of multiple processes generates considerable system overhead while 

sophisticated ransomware programs possess the capability to modify monitoring tools to 

modify system data. The research implements a virtual machine (VM) to develop a 

dependable system that detects ransomware effectively. The monitoring of process-level 

activities proves unnecessary because the research gathers CPU and disc I/O measurements 

crossing the entire virtual machine. The method lowers overall system performance and helps 

stop ransomware attacks. The suggested method detects both known and new ransomware 

swiftly with high accuracy through its resistance against shifting user workloads. During tests, 

the KNN classification method achieved superior results compared to six other classifiers 

which were used to develop detection models with machine learning classifiers. The KNN 

model displayed exceptional detection accuracy because it achieved 98.67 probability 

detection in 400 milliseconds. A study proved this method effective and feasible through 

ransomware strain testing on 22 strains under six different user workload conditions. 

Keywords:Ransomware, Virtual Machine (VM), Detection System, Machine Learning 

Classifiers, K-Nearest Neighbors (KNN) 

1. Introduction 

Malware named Ransomware forces file encryption and prevents users from 

accessing their systems thus making them unusable. The perpetrators behind 

ransomware attacks usually request money payments while state-based actors 

specifically target important infrastructure. Attackers now employ double threats by 

stealing information which leads to intimidating victims through dark web data 

releases or marketplace transactions. The IN 2022 ransomware wave hit up to 70% 

of all businesses worldwide [1]. The projected rate predicts ransomware will hit 

every 2 seconds by 2031 as compared to the previous rate of 1.1 seconds in 2021. 

These attacks cost $20 billion in financial damage during 2021 while researchers 

project expected damages to reach more than $265 billion by 2031 [2]. Ransomware 

detection utilizes signature-based techniques through antivirus software that checks 

known hash values for detection according to [3] and [4]. The newest polymorphic 

as well as metamorphic ransomware variants use code modifications to bypass 
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signature detection [4, 5]. Behavioral or runtime analysis presents itself as an 

alternative detection method for observing ransomware activities after successful 

infections. Nowadays organizations use dynamic monitoring methods to detect 

suspicious activities including swift file encryption or selective file encryption 

because these approaches reveal the tactics used by contemporary ransomware 

families such as LockBit2.0, Darkside, and BlackMatter to damage systems [6]. The 

specific runtime conduct of ransomware helps security systems detect these attacks 

because their data encryption process requires heightened disk operations and 

processor utilization. Runtime detection achieves its results by analyzing multiple 

system processes together with various components and events to detect suspicious 

activities [7, 8]. The implementation of monitoring systems to detect ransomware 

requires significant resources which also results in intrusiveness and remains 

vulnerable to ransomware countermeasures. Ransomware of advanced categories 

generates fake processes in addition to disabling monitoring functions. Anomalous 

system behavior results from all ransomware attacks thus enabling suitable 

analytical tools to identify these patterns through elevated processor and disk usage 

indications. HPCs function as specialized processors and system event-tracking 

registers that reside in hardware. A modern processor system contains hundreds of 

possible events that process data about instruction execution along with cache-

barring incidents and memory data transfers outside the processor boundaries. The 

investigation of HPCs for malware detection purposes emerged recently after their 

main use as performance optimization tools [9]-[14]. The research by Alam et al. 

[15] contained per-process HPC data for malware detection although continuous 

monitoring of multiple processes resulted in decreased system performance. The 

research of Pundir et al. [7] acquired entire system data while analyzing one specific 

workload which restricted their findings from broad application. The detection 

accuracy will significantly change when the workload contains different numbers of 

active applications. A method to detect Windows 10 virtual machine ransomware is 

introduced in this paper which uses host-machine collection of HPC and disk I/O 

data. The VM monitoring procedure does not invade the target system thus 

maintaining its performance at its current state. A set of machine learning (ML) 

models evaluates cloud environment ransomware activities based on analyzed data. 

The Crypto-Drop system presented by Scaife et al serves as an early-warning system 

through the monitoring of ransomware indicators which include file type 

modifications. similarity metrics, and Shannon entropy. The method suffers 

obstacles during the differentiation process of appropriate encryption methods from 

dangerous ones. Mehnaz et al. developed RWGuard as a dual ransomware detection 

method that merges decoy files with file change monitoring through entropy analysis 

to track ransomware behavior. The machine learning-based framework EldeRan 

developed by Sgandurra et al. utilizes Regularized Logistic Regression for its 

operations. The EldeRan system evaluates ransomware activities using Windows 

API calls as well as registers key interactions file operations and binary string 

patterns which serve as its model inputs. Zavarsky et al. proved that detecting 

ransomware activities on both Windows and Android systems is possible 
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bymonitoring filesystem and registry system behavior irregularities in real-time. [14] 

These methods use the I/O scheduler to capture filesystem I/O requests while 

examining features that include decoy file interactions alongside access patterns 

entropy values and file types to decide about process suspension and termination. 

The security measures face risks because their detection system runs inside the 

target operating system so this represents a weakness that attackers might use to 

their advantage. The detection techniques based on entropy produce limitations that 

affect their effectiveness. The detection engines struggle to distinguish between 

valid high-entropy operations including file compression and ransomware 

encryption because of which they produce erroneous alerts [15]. Genc et al.[16] 

published research that identified the weaknesses that exist in using decoy-based 

mitigation systems. The developers built an anti-decoy ransomware prototype which 

proved existing decoy systems were susceptible by demonstrating the requirement 

for enhanced protection techniques. 

2. LITERATURE SURVEY 

Crypto-Drop by Scaife et al. [12] functions as a ransomware detection system 
that handles indicators including file type modifications with similarity metrics and 
Ahannon entropy. The system struggles to differentiate between encryption which is 
legal versus malicious encryption. The researchers at Mehnaz et al. [8] created 
RWGuard which unifies decoy files with entropy-based file change detection for 
ransomware identification. Sgandurra et al. [13] created EldeRan which identifies 
ransomware behavior through Regularized Logistic Regression analysis of Windows 
API calls and other features including registry key activities and binary strings and 
file I/O operations. According to Zavarsky et al. [14] observing unusual behavior in 
file system and registry activity enables ransomware detection on Windows and 
Android platforms. Numerous detection strategies based on filesystem I/O requests 
analyze decoy file patterns for access and file type recognition along with entropy 
measurements. The detection engine controls whether to halt potentially dangerous 
operations that take place based on its evaluation. The detection engine in 
compromised OS environments remains vulnerable to single-point failures since 
hackers can adjust detection mechanisms that work inside the compromised system. 
When analyzing file compression and other non-malicious activities together with 
malicious ones using entropy-based methods will inevitably lead to misclassification 
because high-entropy characteristics are shared [15]. The research by Genc et al. 
[16] revealed vulnerabilities in decoy-based methods and showed how anti-decoy 
ransomware can continue to function through these weaknesses. The authors 
suggested tactics to overcome these strategies. 

1. Alternative Malware Detection Methods 

Studies have now surpassed filesystem-based methods to analyze the short-term 
operational activities of ransomware. The research by Ahmadian et al. [40] presented 
two security tools known as Connection monitor & Connection Breaker for tracing 
ransomware Domain Generation Algorithms (DGAs) DNS requests. PayBreak from 
Kolodenker et al. serves as a system that securely manages symmetric keys to stop 
unauthorized encryption. Ransomware versions today have evolved by including 
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encryption libraries into their code base to avoid these security measures. The system 
known as ExpMonitor detected ransomware through its execution of public key 
cryptography algorithms with demanding integer arithmetic demands according to 
Kiraz et al. [42]. 

2. HPC-based Detection Techniques 

The potential of Hardware performance counters(HPCs) for malware detection 
has also been extensively explored. Zhou et al. [13] studied 2,000 programs and 
argued that no direct correlation exists between micro-architectural events and high-
level software behaviors. Conversely, Malone et al. [15] used HPC data to generate 
behavioral signatures of benign applications, claiming this method could identify 
deviations indicative of malicious behavior. 

Demme et al. [9] explored HPC-based detection using machine learning 
classifiers, achieving an accuracy of around 90%. Their experiments, however, 
focused on platforms like Android and Linux, while ransomware predominantly 
targets Windows systems [18]. Tang et al. [10] proposed anomaly-based malware 
detection using HPC data, but their work primarily addressed non-ransomware 
threats. Kadiyala et al. [12] devised a three-step method for malware detection 
involving HPC extraction, dimensionality reduction, and machine learning 
classification. Aurangzeb et al. [14] differentiated ransomware. 

Alam et al. [15] proposed RATAFIA, a framework combining HPC data with 
Long Short Term Memory (LSTM) autoencoders and Fast Fourier Transformations. 
Their system, tested in a Unix-based sandbox, identified ransomware by analyzing 
cache misses, branches, and memory references. Pundir et al. [7] introduced 
RanStop, a rapid detection method using HPC data sampled at high frequency. Their 
technique, employing Recursive Neural Networks (RNNs) and LSTM models, 
detected ransomware activity in under 2 milliseconds with 97% accuracy. However, 
the absence of user activity in their experimental setup raises concerns about the 
robustness of their approach under real-world conditions. 

3. METHODOLOGY 

1. Tested and Data Collection: 

We conducted our experiments using a bare-metal instance with dual Intel(R) 

Xeon(R) Gold 6240R CPUs, each operating at a 2.40 GHz clock rate, using the 

Chameleon Cloud platform [19]. The host system ran Ubuntu 20.04.3 LTS, with a 

kernel-based Virtual Machine (KVM) hypervisor managing a Windows 10 virtual 

machine (VM). The Windows 10 OS was chosen as the target environment due to its 

frequent exploitation by ransomware developers. The VM was allocated eight virtual 

CPUs (vCPUs) from the host’s 96 CPUs to ensure consistent resource availability. 

To study variations in hardware performance counters (HPC) and I/O activity under 

different workloads, the VM was configured with six distinct workload scenarios. 

These workloads ranged from minimal activity to extensive multitasking. The 

primary configurations included: 

1. Base Load (BL.0): Minimal user activity with only default Windows system 

processes running. 

2. CPU Intensive Load (CL.0): Approximately ten applications including 

Microsoft Office, document readers, browsers loaded with Alexa’stop 10 
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websites,and multimedia players, running alongside the base load. 

3. Network Intensive Load (NL.0): Over 30 applications installed via Ninite, 

including OneDrive, Google Drive,and Microsoft Teams. 

Three secondary workloads were also generated by varying the application count in 

the CPU- and network-intensive scenarios (CL.1, CL. 2, and NL.1). Each workload 

snapshot provided a distinct baseline for studying user activity variations and their 

impact on detection accuracy (Section IV-A). 

2. Data Collection Process 

The perf tool enabled the collection of HPC data related to processor 

performance and system events and memory statistics whereas disk I/O 

statistics were retrieved through virsh domblkstats [49]. Host machine-level 

monitoring ensured immoral contact between VM ransomware and data 

collection tools because the VM's ransomware could not access the process. 

Minimizing the influence of the guest OS on data collection became 

possible because the VM served as a black box. 

The Ransomware samples set started with over 100 examples obtained 

from Virus Share. A selection of 22 active samples was chosen from more 

than 100 upon successful encryption of one or more files within a 60-

second run time. The encryption starts immediately in some samples while 

other samples delay the encryption process. The data in Figure 1 

demonstrates how twelve ransomware samples encrypted more than half of 

9500 user files within one minute of execution six additional samples 

encrypted between 10 and 40% of these files and four samples negatively 

affected less than 5% of the files. 

Further training involved the integration of three benign applications 

namely 7zip, aesCrypt, and sDelete so the model could recognize high-

entropy behaviors like compression encryption and file deletion from 

genuine activities. The "dry run" operation served as the default baseline 

which used no running applications. 

The 60-second execution runs for each application began only after loading 

a fresh VM snapshot. The system obtained both HPC and I/O data points 

from the host device during every testing session. The sampling time 

intervals reached maximum accuracy while minimizing latency. 

• HPC Data: Collected at 5 ms intervals (12,000 samples per run) using the 

perf tool. 

• Disk I/O Data: Recorded every 20 ms (3,000 samples per run) using virsh 

domblkstats. 

3. Machine Learning-Based Detection 

The detection of ransomware operates through the k-nearest Neighbors (k-

NN) model. The k-NN algorithm matches well with its classification power 

that uses training example proximity. Anomalies reflecting ransomware 

activities are identified utilizing the gathered HPC and disk I/O data traces 

through this method. The detection method implements k-NN to reach high 

accuracy performance while keeping the detection process simple and 

suitable for different workloads 

A. FEATURE SELECTION  

 Every model undergoes testing or training by employing the distance as its 
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basic measurement unit. Every HPC data instance includes fifty HPC samples 

following each other and disk I/O data instances represent grouped I/O samples with 

ten in sequence. During data collection, each trace contains 300 HPC and I/O 

intervals which do not overlap. Experimental work evaluated HPC instance 

measurements between 10 to 1000 samples per instance to determine that 200 ms 

instances with 40 samples achieve optimal accuracy and latency results. Researchers 

determined that disk instances required a 200 ms duration because prediction quality 

with HPC data remained superior. 

Statistical features derived from raw data collections produced results for the kNN 

classifier. This feature set contains mean, median, and standard deviation along with 

interquartile range (IQR). The mean and standard deviation work well but adding 

median and IQR aids the analysis of data changes caused by short-duration active 

ransomware cases. The ideal performance was achieved through analysis of all four 

statistical features extracted from five HPC events. The results from disk I/O data 

evaluation matched those from other measurements. 

The modern Intel processors integrate three built-in counters for tracking 

instructions executed and reference cycles as well as clock cycles. The processors 

allow users to program four counters which enable monitoring hundreds of 

processor events. Data becomes inconsistent when multiple events require 

simultaneous monitoring through programmable counters because time multiplexing 

is applied to the system. The investigations restricted themselves to operating only 

four programmable events concurrently. The process of feature selection determined 

four essential HPC events from among 40 potential events that ransomware activity 

could affect. The applications ran ten times while data collection included batches of 

four programmable events per execution to measure variations between runs and 

ransomware variations. 

 
 

Fig .1. Classification of Data 
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4. KNN Classifier Training  

 The kNN classifier required the unprocessed HPC and I/O data to function 

as input attributes. The classification system learned from a pre-labeled collection of 

data until it could determine promises and ransomware patterns. During training 

each data instance transforms into a feature vector by using mean, median, standard 

deviation, and IQR statistical properties. The kNN model received feature vectors 

following training to understand associations between features and their class 

categories (benign or ransomware). 

The kNN algorithm classifies new instances by comparing their feature vectors to 

those of the training set using a distance metric (e.g., Euclidean distance). The 

classifier assigns a label based on the majority class of the nearest neighbors. 

5. Model Evaluation 
After training, the performance of the kNN classifier was evaluated using 

standard machine learning metrics including accuracy, precision, recall, and F1 

score. The evaluation was conducted on a separate test set consisting of 

instances not seen during training. Cross-validation techniques were also used 

to ensure that the model generalizes well to new data. 

We performed a sensitivity analysis to assess the impact of variousparameters, 

such as the number of neighbors (k), sampling intervals for HPC and disk I/O 

data,and feature combinations, on the detection performance. 

We examined the relationship between HPC and I/O data and the application 

type(ransomware or benign applications) across different user workloads. 

Figure 3 presents plots for five HPC events across four ransomware samples 

The ransomware samples represent different families, including Sodinokibi, 

Netwalker, and Ryuk. The vertical axis shows the normalized means of the 

features for instances taken halfway through the execution of each application. 

Each polyline in the plots represents a single application execution for a given 

workload, with red lines indicating ransomware applications and blue lines 

indicating benign applications. Although the values between different events on 

the x-axis were not interpolated, the lines were used to indicate the data from 

the same run. 

6. RESULT 

The experimental data analysis takes place in this section while it investigates 

the relationship between workloads and detection results. 

Our testing involved running 4 harmless applications and 22 ransomware 

samples one by one across 6 snapshot VMs with different user workloads. The 

experiment procedure was carried out 1092 times through repeated execution of 26 

× 6 × 7 runs. Each experiment generates a trace that contains 300 instances for both 
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HPC and disk I/O data. A data round contains 156 traces which combine data from 

six workloads and both ransomware applications and benign applications. Seven 

rounds of data collection. 

 The KNN model received training using data from five rounds containing 

four ransomware samples (133b, 17d1, 4f7b, 7fae) that belonged to the Netwalker, 

Sodinokibi, and Ryuk families and the four benign applications. The ransomware 

samples start their file encryption procedures at various points throughout the 

experimental process according to section III-A. The training library includes four 

ransomware files encapsulating 133b which encrypts 9500 files completely within 

one minute 17d1 needs sixty percent completion time but 4f7b requires twenty-three 

percent time and 7fae needs less than one percent of files encrypted. The selected 

four ransomware samples enabled model development for detecting unknown 

ransomware. The training process relied on four ransomware samples which helped 

maintain balanced data between benign and malicious application submissions. 

Default user activities within dryRun represent a benign application system while 

three additional benign applications model ransomware activities to form 

demanding assessment scenarios. Two additional test rounds were employed for 

the analysis of 22 ransomware samples together with four benign applications. The 

KNN model received evaluation using test samples containing four known 

ransomware examples alongside 18 examples of unknown ransomware that had 

never been provided in training. The 21-fold cross-validation method used a system 

where various training round combinations were chosen. 

 A correct identification of ransomware by the model leads to a True 

Positive (TP) result whereas model misidentification results in a False Negative 

(FN). A benign application that the model identifies as such represents a true 

negative yet a wrong ransomware detection creates a false positive. The metrics 

adopted for evaluation include balanced accuracy and F1 score along with precision, 

recall, false positive rate (FPR), and false negative rate (FNR). 

The \(KNN\) classifier exhibited the best performance when tested among all the 

classifiers developed for the analysis. The KNN model performed with close to 

optimal balanced accuracy rates while also demonstrating fast ransomware detection 

abilities. However, compared to 

 

 

 

 

 

 

 

  

 

 

  Fig .2. Ransomwaredetectionprobabilityovertime 
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Random Forest exhibited slightly higher FPR than the KNN classifier according to 

experimental models. I/O models demonstrated solid FNR performance depending 

on their ability to differentiate ransomware characteristics from benign application 

activity especially when benign applications exhibit ransomware patterns. When 

using I/O data as the sole training input for ransomware detection systems fail to 

achieve accurate detection results.The immediate goal of our detection system 

focuses on the identification of ransomware during its file encryption process. The 

KNN model required a determination of how often it detected ransomware to 

determine its detection speed. Figure 3 depicts how the KNN model detects 

ransomware. The KNN model labeled ransomware correctly within the first 200ms 

during 95% of instances and recognized ransomware throughout the first 400ms in 

98% of observed cases from the 5,544 ransomware traces across the 21 old cross-

validation. Results showed both the I/O models achieved faster detection speeds yet 

their FPR results were higher compared to the KNN model detection 

capabilities.The FPR for the best KNN-integrated model remained at 0.03 while the 

FNR reached 0.12. Based on time to detect evaluations the model proved extremely 

effective in speedy ransomware detection. The FPR remains at a low level even 

though it permits occasional incorrect detection results. The FPR performance can 

be minimized through threshold changes from 0.5 to 0.4 or 0.3 yet this adjustment 

leads to greater FNR. The FPR reduced to 0.01 when the threshold was lowered to 

0.3 but it caused FNR to rise to 0.18. A 0.4 threshold enabled the model to discover 

ransomware breaches in 200 ms for over 90% of cases followed by exceeding 95% 

locating ransomware by detecting it twice in 400 ms. 

 An assessment of the ransomware detection level achieved by the RF-

integrated model under different Windows user workload scenarios was conducted. 

The accuracy levels of the model become evident through different workload 

modifications. The model achieves its highest detection accuracy when training and 

testing conditions have identical workloads according to the measurements in the 

diagonal. The model performance patterns match what researchers report in their 

present studies. The testing results demonstrate improved accuracy rates when the 

evaluated ransomware belongs to both training data and testing data. 

 The research by Pundir et al. demonstrated an accuracy of 0.97 when they 

used 90% of their data for training while conducting tests on a machine operating 

with typical BL.0 workload conditions. RF integrated model proved its effectiveness 

by reaching high accuracy results after being trained along similarlines. 



 

 

 

 

 

Fig .3. Effectof load variation on the ROC AUC score of the models trained 
with differentuserworkloads

The model experiences a drop in forecast precision during the evaluation of novel 

workloads based on measurements recorded . Previous user workload exposure has a 

stronger negative impact on model performance than unknown ransomware 

situations. The model achieves substantial performance enhancements when trained 

with numerous different workload datasets (confirmed by the last two rows ). When 

the training identifies three workloads versus six workloads the performance 

enhancement remains below 3%. The detection performance of user workload-trained 

ransomware models remains high regardless of whether the monitoring workload 

differs from the ones used for training. 

The document provides Receiver Operating Characteristics (ROC) curves specific to 

Random Forest (RF) models which undergo testing across different user workloads 

within known and unknown ransomware scenarios. A single primary workload 

training produces models with an average Area Under the Curve between 0.93 and 

0.95. The training process that includes three or six workloads leads to an average 

AUC metric of 0.97. Model resilience against unexpected scenarios strengthens 

through adding multiple workload training even when only using one primary 

workload. 

7 CONCLUSION AND FUTURE WORK 

A method is described in this paper to detect ransomware on virtual machines 

through host system data collection of processor and disk input/output actions 

followed by machine learning assessment processes. Analysis of processor-event 

data relies on the perf tool and Hardware Performance Counters (HPCs) which use 

recursive feature eliminations with cross-validation to select five events from 

numerous events exceeding forty. The disk I/O metrics are obtained through virsh 

domblkstats while analyzing eight events. The research develops three different 

models for each combination of five machine learning algorithms with two deep 

learning algorithms using HPC data only, disk I/O data only, and jointly integrated 

data. An integration of HPC and disk I/O data within the model brought the most 

effective results when using all classifiers. During the classification process the K-
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Nearest Neighbors (KNN) method achieved maximum detection precision though it 

maintained higher computational complexity than various other classifiers. The 

integration of KNN with the proposed model proves valuable for ransomware 

detection of known and unknown threats. The monitoring method surpasses earlier 

techniques by delivering two main advantages through its target machine operation. 

The target machines experience no performance degradation since the monitoring 

takes place at the host level. Ransomware invading the target machine cannot 

damage or alter the data acquisition operations. The main research achievement is 

the analysis of different user workloads within the target VM for ML/DL detection 

models. The detection accuracy of ransomware deteriorates for models trained 

without user activity becoming the base workload when they must deal with active 

user behavior that includes working with productivity applications while web 

browsing along with using media contents. The detection approach works best when 

it observes virtual machines through host or hypervisor views. The consistent 

monitoring process across operating systems makes it advantageous for this design. 

Being unconscious of monitoring the ransomware within the VM does not hinder the 

process of data collection. The detection method allows cloud service providers to 

strengthen user ransomware attack protection because computing resources continue 

their migration to cloud infrastructure and virtual machines. This research does not 

examine ransomware data exfiltration explicitly. New research will target 

ransomware detection by observing host system network traffic coupled with HPC 

and I/O data analysis. The recorded data from this research has been marked 

malicious. Silent pre-attack systems and network exploration activities by some 

ransomware result in noisy surveillance data. During the scouting phase of 

ransomware operations, the program remains inactive and only generates regular 

system data while remains tagged as malicious. Training models for ransomware 

detection becomes challenging since the research aims to identify ransomware that 

directly changes file contents. Active malicious activity data needs separate labeling 

from scouting data to enhance the detection capabilities according to potential 

improvement developments. The researchers intend to investigate this issue further 

in upcoming studies. The next step should focus on enhancing the models' ability to 

handle different levels of user activity because the current systems are not robust 

enough. The researchers plan to apply the tested models for live ransomware 

detection during execution at a later point in their research. Future research will 

modify the current model for standalone machine usage after it started through 

virtual machines before being adapted for direct standalone usage. Subsequent 

research will explore the model compatibility between one machine configuration 

and different hardware configurations that contain greater memory along with more 

CPU cores. 
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