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Abstract. This research introduces a novel framework for detecting fake news 

using advanced transformer models combined with Chain- of-Thought (CoT) 

reasoning. The study utilizes the GossipCop dataset, employing ALBERT, Dis-

tilled GPT-2, and Google Flan T5 for reasoning- based representations. Claim-

Buster was used for verification, and an MLP classifier ranked embeddings, 

achieving 92% accuracy. The results highlight the potential of CoT-based rea-

soning in enhancing fake news detection. 

Keywords:Fake News, LLMs, GPT, ClaimBuster, Chain of Thought (CoT), 

NLP. 

1 Introduction 

Modern society requires high levels of energy consumption, while the construction 

sector generates high levels of waste and emissions. Additive manufacturing (AM) 

technologies, such as 3D printing and 3D scanning, present a sustainable approach to 

conventional construction methods for mitigating climate change and minimizing 

greenhouse gas emissions. By utilizing AM, industries can effectively manufacture 

various products while maintaining the principles of reduction, reuse, and recycling. 

Furthermore, AM was crucial during the COVID-19 pandemic by offering life-saving 

medical equipment to hospitals. The application of generative design in AM enables 

the creation of single, integrated parts that use less material, thus streamlining the 

supply chain, saving time and resources, and enhancing sustainability.Fake news is an 

important issue for society. It affects how people think, the poli- tics involved and 

trust within the media. In a 2018 study by Vosoughi and others, it was shown that 

fake news spreads more than truth on social media. This has proven there is a huge 

need for the improvement of the way fake news can be identified. Although good 

progress has been made toward machine learning and NLP, there remain problems in 

perceiving subtle context and themes in news articles. The majority of current solu-

tions use methods that are either simple or lack advanced reasoning skills; hence, 

there is an effect on performance. This is a showcase of how much models that in-

volve contextual reasoning and understand- ing of meaning have to come in to help in 

improving the accuracy and clarity of fake news detection. This paper deals with all 

these challenges by coming up with a new framework combining Chain-of-Thought 
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reasoning that combines with the best transformer-based embedding models. CoT 

reasoning improves the detection process because it allows the model to reason step-

by-step in a logical way, hence better understanding of context and accurate identifi-

cation of false claims. This extra layer of thinking enables the model to make dispar-

ate pieces of background knowledge stick together, which makes everything obvious 

and makes results easy to explain. Apart from enhancing the capability of themodel in 

ranking news articles, CoT reasoning also provides the explanations behind the results 

that are indispensable in gaining user trust and acceptance. The model is trained and 

tested on the GossipCop dataset- this is complete news articles marked true or false by 

expert fact-checkers. This dataset is a good base for training because it involves 

checked content, ensuring that any model built will be able to work well on actual 

data. We used pre-trained transformer-based models such as ALBERT and Distilled 

GPT-2 to provide contextual embeddings, and further validated the reasoning that was 

done using ClaimBuster and provided more support in the detection of the claim. The 

classification function was performed using an MLP model that reads the feature set 

generated by this embedding and reasoning module. The result obtained reveals that 

incorporating CoT reasoning with transformer-based systems improves the perfor-

mance of the model and results in the outcome more reliable and effective than tradi-

tional approaches. Additionally, elevating transparency in the explanation of classifi-

cation results increases trust in users and stakeholders. The findings are important for 

the larger battle against misinformation because they provide a means that can be used 

in different languages and news situations, thus creating stronger and more reliable 

systems for detecting fake news around the world. 

2  Review Methodology 

Finding fake news has become very important in recent years, mainly because of im-

provements in large language models (LLMs), knowledge graphs, and advanced rea-

soning methods that help make automated systems more accurate, understandable, 

and efficient [32]. These methods have become key strategies in fighting the increas-

ing problem of misinformation. 

One notable approach in fake news detection is FactAgent, which employs a struc-

tured expert workflow integrating LLMs with both internal and external knowledge 

sources to assess the veracity of news claims. This methodology leverages specialized 

tools and reasoning processes to systematically evaluate the authenticity of claims 

[19]. The integration of diverse knowledge types and sources enhances the system’s 

ability to determine the credibility of news con- tent, thereby helping improve its ap-

plicability and effectiveness in real-world fact-checking scenarios. 

Another key improvement in making LLMs think better is Chain-of-Thought (CoT) 

prompting. CoT breaks down hard reasoning tasks into smaller, step-by- step parts. In 

this way, LLMs can solve problems requiring deeper understanding, such as common 

sense reasoning, mathematics, and symbolic reasoning. This is further developed in 

Auto-CoT, which automatically generates reasoning chains, thus removing the re-

quirement for manually crafted task-specific demonstrations [7]. Auto-CoT gives the 
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model something like "Let’s think step by step," to help create differing reasoning 

paths that the model does better on for solving tasks that need it. This method demon-

strated that it works better compared to CoT demonstrations developed by hand and 

shows promise for tasks requiring complicated thought. Also, increasing numbers of 

instructions as well as the sizeof the models have been found to make performance 

better. Recent work with Flan-PaLM, which has 540 billion parameters and was fine-

tuned with 1.8K tasks, including CoT datasets, shows large improvement in reasoning 

and language abilities, as observed in benchmarks like MMLU and TyDiQA [29]. 

This research thus opens avenues for future improvements both on the task-side and 

on the model-side. 

Another significant method is context-tuning for natural language generation. The 

method combines changing contextualized prompts with ongoing inverse prompting. 

Unlike fixed prompts, contextualized prompts change based on the input text, making 

the generated output more relevant and informative [35]. The method uses BERT as a 

prompt generator to create matched prompt vectors using word embeddings, which 

improves understanding of meaning. In addition, continuous inverse prompting keeps 

things clear by predicting the input text from the output created. A beam search algo-

rithm balances context and inverse prompts; it shows good performance in creating 

long, accurate sequences that are very relevant. 

The combination of small language models (SLMs) with large language models 

(LLMs) has proven promising for making fake news detection systems work better 

and consume less computing power. ARG aids SLMs in leveraging information from 

LLMs when required, thereby enhancing the performance of smaller models in detect-

ing fake news [18]. There is also a version without rationale, called ARG-D, which is 

recommended for applications that require cost savings, maintaining strong perfor-

mance while reducing computing costs. Experimental results revealed that both ARG 

and ARG-D performed better than the traditional SLM, LLM, and hybrid models. 

This experiment thus again confirms that this hybrid method works well in detecting 

fake news. 

It has been demonstrated that the integration of knowledge graphs with LLMs is an 

effective boost in document representation for fake news detection. Knowledge 

graphs, being an external source of knowledge regarding the subject matter, enhance 

the understanding of the context and the model’s ability to detect misinformation 

effectively when integrated into LLM-based systems [12]. This approach has been 

widely used by integrating models like T5 and GPT with knowledge graph embed-

dings like SimplE. It has been obtained with improved performance on datasets such 

as FakeNewsNet compared to the traditional models, and such knowledge graph-

based approaches demonstrated how the employment of external knowledge could 

help improve detection capabilities. 

Finally, the state-of-the-art models on fake news detection, like ChatGPT and Google 

Gemini, have been evaluated on standard datasets, including LIAR. Such works as-

sess how well these models perform on various measures such as precision, recall, 

accuracy, and F1 score, which provides some insight into the strengths and weakness-

es of each model [23]. Furthermore, people generally use error analysis to improve the 

models, and then there is some useful advice provided on their usage in practical sys-
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tems which verify and correct false in- formation on social media and other platforms. 

It shows that how LLMs couldbe strong by finding out fake news with the point of 

improvement by which one can enhance and make such system stronger [3]. 

In summary, Chain-of-Thought (CoT) reasoning is an important method for finding 

fake news. It helps models to split complicated tasks into smaller steps, which makes 

it easier to understand common sense and symbols. Auto-CoT im- proves this process 

by automatically creating reasoning chains, which helps the tasks work better and 

makes fewer mistakes. Instruction finetuning adds even more benefits to CoT, as 

shown by models like *Flan-PaLM*. Furthermore, integration of CoT with smaller 

language models (SLMs) and knowledge graphs has dramatically improved detection 

accuracy as well as computational efficiency [2]. These developments are the back-

bone of CoT in developing scalable and interpretable systems for the war against mis-

information, and further work will be on refining and scaling these techniques for 

real-world applications. [21] provided an in-depth analysis of the present develop-

ments pertaining to machine learning (ML) and deep learning (DL) regarding func-

tional neurological disor- ders (FND) . In such a discussion, they raise several meth-

odologies-from the aggregation of linguistic characteristics to elaborate models by 

neural networks- but they clearly state that further empirical evidence is required for 

enhanced rates of detection. Further, the authors stress a gap in its real-world adapta-

bility while requiring diversified and balanced data sets. [6] come up with an innova-

tive hybrid model combining NLP and machine learning algorithms to detect fake 

news. The model is quite effective in extracting and processing semantic features 

from news articles, thus enhancing classification accuracy. The paper also stresses the 

importance of feature-rich input to support reliable detection. [34] published a re-

search study that introduces a new algorithm that uses deep learning, specifically con-

textualized embeddings, to improve the accuracy of FND. The model has an improved 

capacity to detect nuanced and complex news stories, thus outperforming traditional 

methods in performance, using pre-trained transformer models such as BERT and 

RoBERTa. [28] performed a comparative study that tested the performance of various 

FND methods, CNNs, LSTMs, and attention-based models, among others. The au-

thors demonstrated that hybrid models composed of CNNs with the attention mecha-

nism perform better for feature extraction and understanding contexts . Furthermore, 

they identified challenges associated with data scarcity and emphasized the necessity 

for more dynamic feature sets. [14] have a study focused on the automated approach, 

in which the integration of topic modeling techniques, such as Latent Dirichlet Allo-

cation (LDA), with machine learning classifiers was used to develop an enhanced 

false news detection system. The paper indicated that the model can better understand 

themes of articles and verify their authenticity. [30] presented a framework that utilis-

es RL to adaptively modify decision boundaries in FND. 

The authors showed that such RL-based models improve not only recall but also pre-

cision, especially in datasets skewed by the distribution of more fake than real news. 

[1] developed research that focuses on applying XAI techniques that would improve 

the interpretability of FND models . The study was done using SHAP (SHapley Addi-

tive explanations) values to explain the most important features influencing the deci-

sion-making process. In addition, the study established that interpretability strength-
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ens the trust of the users to- wards automated detection systems. [22] conducted a 

study that looked into the synergy between transfer learning and data augmentation to 

enhance model generalization across different languages and news sources. The au-

thors used pre-trained multilingual transformers with synthetic data creation tech-

niques to develop more robust models. [16] described the development of a deep neu-

ral net- work architecture intended for the purpose of understanding linguistic subtlety 

in news articles, which were claimed to bring about improved accuracy in terms of 

detection with the employment of recurrent layers along with self-attention mecha-

nisms. [26] emphasized the real-time application aspects of FND utilizing machine 

learning models. The authors presented an end-to-end pipeline in which text prepro-

cessing, feature extraction, and classification were integrated to process streaming 

data. The study concluded that although real-time detection is feasible, it necessitates 

significant computational resources. [17] In this study, the researchers proposed an 

ensemble approach in which the predictions of various ML models are combined, 

including SVMs, random forests, and neural networks. The ensemble method outper-

formed the individual models, with improved robustness and lower error rates. 

[11]presented work in the development of the system, combining natural language 

processing with sentiment analysis toward increasing the capacity to detect differ-

ences between fake news and genuine news. 

This approach results in improved performance in finding biased or misleading infor-

mation by putting attention on the emotional and linguistic natures of the content. [31] 

conducted an analysis concerning the application of ChatGPT in the realm of misin-

formation detection. The analysis indicated that while the implementation of prompts 

and fine-tuning strategies enhance the model’s performance, it still faces challenges in 

understanding subtle and complex contexts, especially in distinguishing nuanced mis-

information across various topics. 

[33] introduced in 2023 a new method called RumorLLM for dataset augmentation 

using large language models which can be applied to improve the effectiveness of 

fake news detection with regard to data imbalance. This is also done to enhance the 

capability of models to detect rumors and misinformation. 

[15] tested fine-tuned LLMs on the task of misinformation classification. They ob-

served that their method led to better domain adaptation. Further, fine-tuning also 

improved the text consistency and text analysis of the model. This meant that and they 

could identify and classify more misleading information from varied sources of in-

formation.[5] critically analyzed the two-way capabilities of LLMs toward generating 

and identifying fake news, with significant ethical impacts of applying such models 

towards these ends. They drew attention to the fact that though LLMs do well in de-

tecting misinformation, their potential for misuse through generating false narratives 

is extremely worrisome. [8] constructed an LLM-based agent, which autonomously 

fact-checked news claims. This agent had far better reasoning and contextual under-

standing, hence considerably performed far better atidentifying fake news and authen-

ticating credibility about various news stories related to fact-checking at scale in real-

time. 

[27] integrated transformer-based large language models into systems designed for 

fake news detection, resulting in significant enhancements in detection accuracy. 
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Their approach employed enriched datasets that encompassed both human-generated 

and machine-generated content, consequently improving the model’s robustness and 

its capacity to differentiate between fake news and credible sources. [4] in 2023 inves-

tigated the bias of traditional fake news detectors. They noticed that models improved 

significantly on their robustness if different kinds of datasets were trained upon, espe-

cially when content produced by LLM was targeted for detection. They argued for the 

mitigation of model bias for better detectors. [3] applied narrative theory to present a 

dataset of authentic and fictional narratives in order to study the patterns of deception 

within AI-generated misinformation coming from LLMs. The study explained how 

the foundational structures of narratives are being changed to influence public opinion 

and revealed crucial aspects related to the functioning mechanisms of this AI-

generated content spread via disinformation networks. [10] have proved that trans-

former-based models, like BERT, perform better than standard techniques employed 

in natural language processing with regards to performance of a fake news detection 

model. The models have proved to be way more accurate and efficient when it comes 

to the detection of misinformation compared to other al- ready established corpus 

models. [24] explored GPT-3’s potential to detect and fight the spread of misinfor-

mation; their work noted the difficulties attributed to the model’s own inbuilt biases. 

They posited that further refining of GPT-3 via supplementary domain-specific data 

may aid it in improving its contextual understanding, thereby strengthening its capaci-

ty to identify and confront deception. 

[25] discussed the role of LLMs in detecting and responding to misinformation, focus-

ing on the necessity for explainability in AI models. Their research argued for trans-

parent AI systems that provide clear explanations for detection outcomes, therefore 

increasing trust in automated misinformation detection. [36] provided a basis for fac-

tual accuracy as a key measure in the determination of fake news using the LLM. 

Since the verification of claims was based on context, the information verification 

model changed, thus proving that the determined fake news was indeed factually in-

correct. [9] surveyed transformer-based fact- checking approaches, highlighting the 

strong semantic reasoning capabilities of such models. They also talked about chal-

lenges with long-form content processing and hybrid approaches, such as GAN-

Learning Models combined with LLMs to enhance accuracy and scalability. [20] 

proposed an integrated approach using a Generative Adversarial Network with a 

Large Language Model to identify the false narratives. The complex architecture they 

designed was intended to en- hance the effectiveness of the model by incorporating 

the best features of both methodologies into that model, thereby further enriching its 

ability to under- stand and classify the narrative more effectively. [13] attempted to 

explore how society at large perceives the type of misinformation spread by LLMs 

and whatbelief is consequently derived using narrative theory. Findings concluded 

that there was a need to understand the structure of a narrative to determine how mis-

information convinces an audience and, in doing so, offers deeper insight into psycho-

logical processes behind disinformation. 
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3 Methodology 

3.1 Dataset Description 

This study uses the GossipCop dataset. It is a collection of news articles and social 

media posts labeled as "true" or "false" by professional fact-checkers at GossipCop. 

Gossipcop is an online platform specializing in debunking misinformation. It is one of 

the sub-datasets of the overall FakeNewsNet dataset that also incorporates data from 

PolitiFact. GossipCop thus provides a wide and high-quality resource for fake news 

detection research. 

The dataset’s integration into benchmarks like UPFD-GOS, which evaluates algo-

rithms for user preference-aware fake news detection, further underscores its utility in 

advancing personalized misinformation detection methods. The decision to use Gos-

sipCop in this study is motivated by its focus on concise, high-impact content and 

rigorously verified labels, making it ideal for analyzing patterns of misinformation. 

3.2  Chain-of-Thought (CoT) reasoning 

Chain-of-Thought (CoT) reasoning forces models to produce intermediate rea- soning 

steps before coming to the final classification. In fake news detection, this makes 

complex content more understandable for models to identify evidence, inconsisten-

cies, and bias, which would improve accuracy and transparency into how decisions 

are made. 

We used several pre-trained transformer models for this experiment to assess their 

effectiveness in fake news detection via CoT performance. Models used were 

ALBERT, distilled GPT-2, Google Flan T5. ALBERT provided rich semantic repre-

sentations, while distilled GPT-2 offered coherent reasoning. The models were tested 

in a pre-trained state, not subjected to any form of fine-tuning, for native reasoning. 

It compares the fine-tuned fact-reasoning model Google Flan T5, testing out which 

one produces coherent and logical reasoning chains better. A new dataset for analysis 

includes a "reason" column to record models’ intermediate reasoning. This allows the 

investigation of reasoning quality and its effect on detection accuracy, providing in-

sight into the models’ decision-making. By leveraging pre- trained models on these 

new datasets thus, a holistic review if reasoning with CoT will facilitate better fake 

news detection ended. 

3.3 ClaimBuster Integration for Validation 

ClaimBuster is an automated tool for fact checking created by the University of Texas 

at Arlington, utilizing natural language processing and supervised learn- ing to find 

and verify the truth in assertions found within text. It systematically cross-references 

these assertions against credible sources like news publications, government portals, 

and scholarly research to assess the veracity of such statements. This tool is crucial to 



   

 
          233Advancing Fake News Detection with Large Language Models via …   

identifying statements that need verification in order to be used against misinfor-

mation. 

In the current study, ClaimBuster was used in order to verify the claims made by the 

Chain-of-Thought (CoT) reasoning models. Using ClaimBuster’s API allowed us to 

calculate the accuracy of claims in real-time, thus adding an additional layer of verifi-

cation to the framework of reasoning. This ensured that the claims identified by the 

models were verified with credible sources. 

Major characteristics of ClaimBuster included auto-identification and verification of 

claims that greatly increased the system’s ability to analyze the reliability of news 

information. The integration increased the accuracy of identifying false information, 

for instance, by ensuring only claims that were based on fact affected the final catego-

rization, hence reducing the possibilities of false positives. 

 

 
Fig.1.ProposedMethodology 

3.4 Embedding Generation using Transformer 

These architectures are designed specifically to deal with sequential data and gain 

quite impressive performance in natural language understanding-related tasks. 

Equipped with a self-attention mechanism, transformers make complex relationships 

between words, whatever distances they are apart in sequences, to generate fine-

grained, context-aware representations for text data. These are semantic and syntactic 

representations, positioning transformers as quite key elements in modern natural 

language processing. 

In the current experiment, *Distilled BERT* was used to generate title embeddings 

for news articles. Distilled BERT is a reduced version of the basic BERT model, built 

using knowledge distillation with the aim of preserving most of the representational 

power of BERT but significantly reducing its size and computational complexity. It is 

successful in capturing the underlying meaning of the text through converting each 
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news title into a dense single-vector representation that is suitable for downstream 

applications.The use of Distilled BERT presents numerous benefits, encompassing di- 

minished memory demands, accelerated inference rates, and the capacity for scalabil-

ity in handling large datasets. Notwithstanding its more streamlined architecture, it 

maintains performance metrics akin to those of conventional BERT, therefore guaran-

teeing that the embeddings produced are both efficient and effective. These embed-

dings are the basis for ensuing classification tasks, functioning as superior inputs for 

the classification model. 

3.5 Final Classification 

A final classification was done by using a Multi-Layer Perceptron.It is a form of arti-

ficial neural network which comprises multiple layers of nodes where each node is 

connected to every other node in the next layer. MLP learns to plot the input features 

to output labels through minimizing a loss function with backpropagation as it trains. 

MLPs are very effective for complex datasets. This is due to their ability to be able to 

capture the non-linear relationships within the data. They are also very effective at 

generalizing when appropriate regularization techniques, like dropout, are used to 

prevent overfitting and reduce noisy input. 

The research effort utilized Distilled BERT embeddings as input features to be used 

within the MLP in order to classify news headlines, thus separating authentic and 

fabricated content. The semantic depth inherent in the embed- dings, when used in 

conjunction with the capability of MLPs to model complex patterns, showed an im-

provement in accuracy concerning the detection of mis- information. 

4 Results and Experiments 

4.1 Dataset 

By using GossipCop, an established gold standard for research on false information 

identification, this research draws from the labeled assertions obtained through news 

articles classified with headlines and explanations as true or false. The metadata ac-

commodates this dataset in its exploration for the use of morecomplex techniques, 

such as Chain-of-Thought reasoning, in detection of fake news based on reasoning. 

End.This reduced the dataset to 10,879 balanced samples of real and fake news. A 

"reason" column was added to the table for context, enhancing compatibility with 

reasoning tasks. Statistical analysis confirmed that class distribution and text length 

were aligned with tokenization constraints for robust preparation.The preprocessing 

pipeline comprised tokenization and text normalization over all the textual data- titles 

and reasoning.Additional preprocessing involved the removal of stop words, punctua-

tion, and special characters to enhance quality and consistency in embeddings. To-

kenized representations were generated by the DistilBERT tokenizer. Embedding 

vectors for titles and reasoning were obtained by utilizing the CLS token. These were 
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feature vectors meant to capture context and reasoning. Class weights were computed 

to prevent biased training while balancing the classes from the beginning. 

The dataset was divided into 80:20 training and testing subsets, ensuring class repre-

sentation. Stratification and random seeds were fixed for reproducibility. Class imbal-

ance, vague labeling, and weakly worded reasoning occurred during the dataset. Ad-

justments by class weights and suitable preprocessing solved the problems. Adding a 

column called "reason" along with combined embeddings, using structured annota-

tions of the GossipCop dataset for relevance, the techniques have been adapted for 

reasoning-centric experiments that improved the applicability of advanced approaches 

in fake news detection. 

4.2 Experimental Setup 

The experiments were done on a system with the AMD Ryzen 5 5600H CPU, 

NVIDIA RTX 3050 GPU with 4GB VRAM, and 16GB DDR4 RAM. The software 

environment includes Python 3.9, PyTorch version 1.13.1, and the Hugging Face 

Transformers library to implement and fine-tune the models. Other tools like NLTK 

for text pre-processing and Pandas for dataset management were also used in the ex-

periment. Scikit-learn was used to get the evaluation metrics, and external credibility 

scores were fetched from the ClaimBuster API. 

The model architecture had three components: (1) a fine-tuned ALBERT model 

(XSY/albert-base-v2-fakenews-discriminator) for fake news classification, 

(2) FLAN-T5 for generating reasoning explanations, and (3) the ClaimBuster API for 

credibility scoring. The ALBERT model has 12 attention layers and 30 million pa-

rameters. It classified texts using a softmax output layer with a maximum sequence 

length of 512 tokens. The sequence-to-sequence model used was FLAN-T5, having 

approximately 220 million parameters, to create reasoning explanations by using 

structured prompts including article text along with classification results. The temper-

ature was kept at 0.7 in order to balance the diversity and coherence of the output 

produced. 

Preprocessing was performed using NLTK to include tokenization, lemmatization, 

and stopword removal, with all text normalized to lowercase and non- alphanumeric 

tokens excluded. The system performance was also evaluated using accuracy, preci-

sion,recall, F1-score, and AUC-ROC on a curated gossip dataset. Using the Claim-

Buster API, articles were rated for credibility. This hybrid framework of deciding 

combined the output of classification from ALBERT with credibility scores from 

ClaimBuster. If the ALBERT model classified the article as "Fake" and the Claim-

Buster score was less than 0.5, the article would be classified as "Fake." Otherwise, 

the article would be classified as "Real." All results, such as classifications, explana-

tions for reasons, ClaimBuster scores, and verdicts, were aggregated into an Excel file 

to further process and anal. This con- figuration combines NLP models with external 

credibility assessments to detect fake news effectively and utilize available resources. 
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4.3   TrainingProtocol 

These experiments honed the ALBERT model and FLAN-T5, along with credibil-

ity scores from the ClaimBuster API, in order to form an all-encompassing framework 

for fake news detection. The ALBERT model is a 12-attention-layer model that has 

30 million parameters. It was fine-tuned on the FakeNewsNet dataset, where the news 

articles are labeled as “Fake” or “Real.” The model was trained using the AdamW 

optimizer with a learning rate of 3 × 10−5 for three epochs. A 10% validation split 

was also used to evaluate at each epoch. To process text data efficiently, the maxi-

mum input text was kept at 512 tokens. Also, large batch processing along with huge 

model parameters further expedited the training procedure as the NVIDIA RTX 3050 

GPU was employed. 

FLAN-T5 is a sequence-to-sequence model with approximately 220 million pa-

rameters, which was used to generate reasoning explanations based on the classifica-

tion results of ALBERT. This model was further fine-tuned on the dataset of struc-

tured prompts; each input here was paired article text along with its corresponding 

classification label. FLAN-T5 was optimized on a batch size of 8 as this was the larg-

est batch that the available memory on GPU would allow and with temperature setting 

at 0.7 to have diversity yet coherence in reasoning output. 

FLAN-T5 sought to synchronize the output reasoning with the classification results 

while also making sure that the explanation is relevant and coherent within the con-

text. The final decision-making process combined the classification output produced 

by ALBERT with the credibility scores produced by the ClaimBuster API. The arti-

cles that ALBERT classified as “Fake” were cross- checked by using the ClaimBuster 

scores; this process used a threshold of 0.5: when the score went below 0.5, then the 

article was classified as “Fake,” and it was classified as “Real” otherwise. This deci-

sion-making process was adjusted according to empirical outputs that ALBERT and 

FLAN-T5 were producing, without requiring additional training on traditional models. 

4.4 Performance Metrics 
 

For assessing the suitability of the suggested framework to detect fake news, the 

standard performance metrics were deployed to evaluate the classificationmodel per-

formance. Accuracy represents the ratio of correctly classified articles, determined as 

correct predictions, comprising both "Fake" and "Real," over the total number of pre-

dictions. The formula for accuracy is provided as follows: 

Accuracy = TP + TN 

TP + TN + FP + FN 

where TP signifies True Positives, TN represents True Negatives, FP symbolizes 

False Positives, and FN represents False Negatives. Precision is the fraction of "Fake" 

articles that are indeed "Fake." The precision measure is particularly useful when the 

cost of false positives, or a true article being classified as fake, is high. Precision is 

calculated as: 

Precision =TP/TP + FP 
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Recall, or sensitivity, measures the proportion of the actual "Fake" articles correctly 

classified. It is useful whenever misclassifying fake articles as real and minimizing 

false negatives are essential. The formula for recall is: 

Recall =  TP/TP + FN 

The F1-score is the harmonic mean of precision and recall, providing a balanced 

measure of both. It is very useful when we have class-imbalanced scenarios or when 

both false positives and false negatives have a very high cost. Its formulais as follows: 

F1-Score = 2 × Precision × Recall 

Precision + Recall 

Finally, the Area Under the Receiver Operating Characteristic Curve (AUC- ROC) 

measures the ability of the model to distinguish between the "Fake" and "Real" clas-

ses at different thresholds. AUC-ROC is computed as the area under the Receiver 

Operating Characteristic (ROC) curve, with the x-axis representing the False Positive 

Rate (FPR) and the y-axis representing the True Positive Rate (TPR). The AUC-ROC 

can be written as follows: 

∫ 1 

AUC-ROC = TPR(x) d(FPR(x)) 

0 

where TPR(x) and FPR(x) denote the true positive rate and false positive rate at each 

threshold. Higher values closer to 1 indicate better performance in distinguishing 

between the two classes of the model. In order to ensure robustness, the performance 

of the model was assessed on a curated gossip dataset, which facilitated the assess-

ment of the framework’s generalization capability across various types of news arti-

cles. Performance metrics were calculated for each dataset in order to evaluate the 

model’s ability to manage different distributions of real and fake news. The final re-

sults were presented through comprehensive metrics: accuracy, precision, recall, F1-

score, and AUC-ROC. These allow for the thorough evaluation of the model’s effec-

tiveness in real-world fake news detection tasks. 

4.5 Results 

Table1.ClassificationPerformanceMetricsforALBERT-DistilGPT2andFlan-T5 
 

Model Class Precision Recall F1-Score Support 

2*ALBERT-DistilGPT2 Real 0.94 0.96 0.95 1731 

Fake 0.83 0.78 0.80 445 

Accuracy    0.92 2176 

MacroAvg  0.89 0.87 0.88 2176 

WeightedAvg  0.92 0.92 0.92 2176 

2*Flan-T5 Real 0.92 0.95 0.94 1731 

Fake 0.64 0.52 0.58 445 

Accuracy    0.89 2176 

MacroAvg  0.78 0.74 0.76 2176 

WeightedAvg  0.88 0.89 0.89 2176 
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The performance of the fake news detection system was assessed using two configu-

rations: ALBERT-DistilGPT2 and Flan-T5, with the results displayed in Table 1. The 

metrics reported include precision, recall, F1-score, and overall accuracy for both the 

"Real" and "Fake" classes. 

The ALBERT-DistilGPT2 configuration achieved the highest performance, with an 

overall accuracy of 92%. For the "Real" class, the precision was 0.94, recall 0.96, and 

F1-score 0.95. For the "Fake" class, the precision, recall, and F1-score were slightly 

lower, at 0.83, 0.78, and 0.80, respectively. The macro- averaged metrics, namely 

precision (0.89), recall (0.87), and F1-score (0.88), as well as the weighted averages, 

precision (0.92), recall (0.92), and F1-score (0.92), further demonstrate the robustness 

of the ALBERT-DistilGPT2 pipeline. 

Table 1 provides a detailed comparison of performance metrics for the two configura-

tions, underscoring the effectiveness of ALBERT-DistilGPT2 in this task. The Flan-

T5 model, known for its instruction-tuned capabilities and adaptability to diverse NLP 

tasks, was utilized to explore its potential in the detection of fake news. 

On the other hand, the Flan-T5 configuration demonstrated comparatively poorer 

performance, as the precision, recall, and F1-score values for both the "Real" and 

"Fake" classes were lower than those of ALBERT-DistilGPT2. The overall accuracy 

for Flan-T5 was 89%, with the "Real" class achieving 0.92 in precision, 0.95 in recall, 

and 0.94 in F1-score, whereas the "Fake" class obtained0.64 in precision, 0.52 in re-

call, and 0.58 in F1-score. These results highlight ALBERT-DistilGPT2 as the strong-

er model for detecting fake news across both categories. 

 
Fig.2.Precision-RecallCurve 

 

This Precision-Recall (PR) curve shows how well a model identifies positive cases 

(e.g., fake news) while minimizing mistakes. Precision measures how many of the 

positive predictions are correct, and recall measures how many of the actual positive 

cases the model finds. The model performs well, with an overall score of 0.88 out of 

1. At first, it does a great job of being both accurate and thorough, but as it tries to 

catch all positive cases (high recall), its accuracy(precision) drops. This means the-

model works well overall but makes more mistakes when aiming to catch every-

thing. 
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This Receiver Operating Characteristic (ROC) curve evaluates the performance of a 

classification model by plotting the True Positive Rate (sensitivity) against the False 

Positive Rate. The curve achieves an Area Under the Curve (AUC) score of 0.97, 

indicating excellent performance. The curve rises steeply towards the top-left corner, 

demonstrating that the model effectively identifies true positives while minimizing 

false positives. The high AUC score reflects that the model is highly capable of dis-

tinguishing between the two classes and per- forms significantly better than random 

chance (depicted by the diagonal line. 

 
Fig.3.ROCCurve 

 

This graph depicts the distribution of authentic and false news samples through 

UMAP. This graph presents two dimensions: UMAP Component 1 and UMAP Com-

ponent 2. The red points indicate genuine news samples, while the blue points are 

misleading news samples. It is a sign of similarity between these two groups in char-

acteristics but partially observable different clusters, which means to some extent the 

model distinguishes between the two classes. 

 
Fig.4.UMAPVisualizationofEmbeddings 
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5 CoT  vs without CoT 

The test results show that including Chain-of-Thought (CoT) reasoning is beneficial 

in doing significant classification of fake news. With CoT reasoning absent, the Mul-

ti-Layer Perceptron (MLP) classifier had an accuracy of 74%. The performance num-

bers for both "Real" and "Fake" news classes were average. For the class "Real", the 

precision, recall, and F1-scores were 0.76, 0.77, and 0.76. For the class "Fake", they 

were 0.73 

Table2.ClassificationPerformanceMetricswithandwithoutCoTReasoning 

Method Class Precision Recall F1-Score Accuracy 

WithoutCoT Real 0.76 0.77 0.76 0.74 

Fake 0.73 0.71 0.72 

Average 0.74 0.74 0.74 

WithCoT Real 0.94 0.96 0.95 0.92 

Fake 0.83 0.78 0.80 

Average 0.89 0.87 0.88 

, 0.71, and 0.72, respectively. Precision, Recall and weighted averages of F1-score; 

and overall averages of all, were the same-at 0.74, with rather restricted power to 

generalize both classes. 

On the other hand, using CoT reasoning improved the classification, and the total 

accuracy reached 92%. The "Real" news class saw big improvements, with a precision 

of 0.94, a recall of 0.96, and an F1-score of 0.95. The "Fake" news class also im-

proves with precision, recall, and F1-scores increased to 0.83, 0.78, and 0.80 respec-

tively. Average scores improved with a precision at 0.89, recall at 0.87, and F1-score 

at 0.88. Weighted averages showed a similar increment. 

                                 Fig.5.Precision-RecallCurvewithoutCoT 
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Fig.6.ROC CurvewithCoT 

The comparison shows that, with the usage of CoT reasoning, the overall accuracy 

increased by 24%. This shows how well CoT functions in giving context and mean-

ing, which thus enables the classifier to make more accurate and fair predictions.  

CoT reasoning also facilitates a better understanding of the classification process 

and thus clearer ideas on why certain predictions are made. These results show the 

importance of sophisticated reasoning methods in solving the problems associated 

with traditional embedding and classification approaches. This therefore makes CoT-

based methods a promising choice for strong and reliable fake news detection sys-

tems. 

The graph shows the Precision-Recall (PR) curve for the fake news detection mod-

el without the Chain-of-Thought (CoT) approach. It achieves an Area Under the 

Curve (AUC) of 0.82, indicating strong performance in maintaining high precision 

while recalling relevant instances. The curve demonstrates the model’s capability to 

effectively balance precision and recall.The graph shows the ROC curve for the fake 

news detection model without using the Chain-of-Thought (CoT) approach. It 

achieves an Area Under the Curve (AUC) of 0.83, indicating it shows good accuracy 

to differ between fake and real news articles. It outperforms a random chance baseline 

(gray dashed line) by many miles. 

6.  Conclusion 

In this work, we propose a new framework for fake news detection that com- bines 

Chain-of-Thought (CoT) reasoning with transformer-based embeddings; the approach 

is validated using the pre-trained models ALBERT and Distilled GPT-2. The main 

goal was the improvement of classification performance in fake news detection sys-

tems with enhanced interpretability. Utilizing the GossipCop dataset, our methodolo-

gy exhibited a notable enhancement, attaining an accuracy rate of 92% when employ-

ing CoT reasoning, in contrast to 74% in its absence. This finding highlights the im-

portance of CoT reasoning in producing contextually enriched embeddings that en-

hance both the accuracy and dependability of classification. There are extensive con-
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tributions from this re- search. First, this introduces a CoT-based reasoning mecha-

nism that is based on the limitations of the more traditional embedding techniques in 

handling the nuances of contextual and thematic elements. Second, in integrating CoT 

reasoning with advanced transformer architectures and validating them with Claim- 

Buster, the framework provides a robust and scalable solution to detect fake news 

across contexts. In conclusion, the use of a light classification model such as MLP 

ensures computational efficiency and thus makes the approach practical for large-

scale applications. The implications of this work go far beyond just the technical con-

tributions. It will serve as an effective weapon to counter misinformation with strong 

social, political, and economic implications. Its versatility for multiple datasets and 

languages multiplies its utility for possible deployment on the global arena across 

multiple media environments. 

Despite these strengths, the study still has some weaknesses. In this study, only a 

single dataset is used in testing the proposed framework. Therefore, 

whether it would apply generally in more datasets and other domains still needs to be 

proven. The improvement of interpretability via CoT reasoning calls for more effort 

toward developing techniques on making such a process clear for the end user to un-

derstand and thus facilitate use. To broaden the coverage of this study, the detection 

framework could have to add multimedia aspects-the potential to record images as 

well as video. the study still has some weaknesses. For example, only a single dataset 

is used in testing the proposed framework. Therefore, whether it would apply general-

ly in more datasets and other domains still needs to be proven. The improvement of 

interpretability via CoT reasoning calls for more effort toward developing techniques 

on making such a process clear for the end user to understand and thus facilitate use. 

To broaden the coverage of this study, the detection framework could have to add 

multimedia aspects-the potential to record images as well as video. Real-time and 

more flexibility can be infused as if this system will encompass all: more cross-

linguistic adaptability besides enabling multi language translation. Further experimen-

tation should be done to enhance its effectiveness by developing some of the more 

complex Chain of Thought-oriented methods or hybrid modeling techniques. Finally, 

the work demonstrates the potential of combining CoT reasoning with transformer-

based embeddings in the task of fake news detection. This study addresses the major 

deficiencies that exist in the current methodologies by providing a scalable and effec-

tive framework that helps in the fight against misinformation and serves as a basis for 

future progress in this vital domain. 

References. 

1. Ali, M., Shah, K., Hasan, A.: Explainable ai for enhancing trust in fake news detection sys-

tems. Journal of AI and Ethics 9(2), 101–115 (2021) 

2. Benny, J.J.: Knowledge Informed Fake News Detection using Large Language Mod- els. 

Master’s thesis, University of Windsor (Canada) (2023) 

3. 

da

Boissonneault, D., Hensen, E.: Fake news detection with large language models on the liar 

taset (2024) 



   

 
      

4. 

m

Brown, Taylor: Fake news detectors are biased against texts generated by large language 

odels. ArXiv preprint arXiv:2309.08674 6(9), 34–56 (2023) 

5. 

ne

Chen, e.a.: From deception to detection: The dual roles of large language models in fake 

ws. Papers with Code 14(2), 67–89 (2023) 

  243Advancing Fake News Detection with Large Language Models via …     

6. Chen, L., Patel, S., Zhao, M.: Hybrid model for fake news detection using nlp and machine 

learning. International Conference on Computational Intelligence and Data Science Proceedings 

pp. 32–45 (2022) 

7. Chung, H.W., Hou, L., Longpre, S., Zoph, B., Tay, Y., Fedus, W., Li, Y., Wang, X., 

Dehghani, M., Brahma, S., et al.: Scaling instruction-finetuned language models. Journal of 

Machine Learning Research 25(70), 1–53 (2024) 

8. Davis, e.a.: Large language model agent for fake news detection. Papers with Code 

15(6), 23–45 (2023) 

9. Gupta, Verma: Fact-checking with transformers: A survey. IEEE Access 10(6), 67–90 

(2023) 

10. Hernandez, e.a.: Fake news detection with pre-trained transformer models. ArXiv preprint 

arXiv:2110.03754 7(4), 23–45 (2022) 

11. Hernandez, L., Diaz, F.: Sentiment analysis in fake news detection. International Journal of 

Data Analysis 8(5), 200–215 (2022) 

12. Hu, B., Sheng, Q., Cao, J., Shi, Y., Li, Y., Wang, D., Qi, P.: Bad actor, goodadvisor: Explor-

ing the role of large language models in fake news detection. In: Proceedings of the AAAI 

Conference on Artificial Intelligence. vol. 38, pp. 22105– 22113 (2024) 

13. Johnson, Allen: Evolving narratives: A study on fake news creation and detection. Elsevier 

Journal of Narrative Studies 11(3), 78–101 (2023) 

14. Johnson, H., Kim, A.: Integrating topic modeling with machine learning for fake 

news classification. Data Science Review 18(1), 56–67 (2022) 

15. Kumar, Singh: Analysis of disinformation and fake news detection using fine-tuned large 

language models. ArXiv preprint arXiv:2309.04704 11(3), 34–56 (2023) 

16. Kumar, R., Patel, S.: Deep neural network architecture for understanding subtlelinguistic 

cues in fake news. Natural Language Processing Review 6(4), 154–170 (2021) 

17. Lee, e.a.: Megafake: A theory-driven dataset of fake news generated by large language mod-

els. ArXiv preprint arXiv:2408.11871 10(1), 78–99 (2023) 

18. Li, S., Chen, J., Shen, Y., Chen, Z., Zhang, X., Li, Z., Wang, H., Qian, J., Peng, B., Mao, Y., 

et al.: Explanations from large language models make small reasoners better. arXiv preprint 

arXiv:2210.06726 (2022) 

19. Li, X., Zhang, Y., Malthouse, E.C.: Large language model agent for fake news detection. 

arXiv preprint arXiv:2405.01593 (2024) 

20. Martinez, e.a.: Generative adversarial networks for fake news detection and coun- terfeit 

content analysis. IEEE Conference on Data Mining 14(5), 34–56 (2023) 

21. Mishra, R., Sadia, A.: A review of machine learning and deep learning applicationsin fake 

news detection. Journal of Information Science and Technology 15(2), 123– 145 (2023) 

22. 

dete

Nguyen, T., Lee, P.: Transfer learning and data augmentation for multilingual fakenews 

ction. Global Computing Journal 14(2), 78–93 (2023) 

23. 

gua

Papageorgiou, E., Chronis, C., Varlamis, I., Himeur, Y.: A survey on the use of large lan-

ge models (llms) in fake news. Future Internet 16(8), 298 (2024) 



 
244             A. Srivastav et al.

24. Patel, e.a.: Leveraging gpt-3 for fake news detection: Opportunities and challenges.ArXiv 

preprint arXiv:2012.09265 9(3), 45–67 (2023) 

25. Roberts, e.a.: Factual consistency as a metric for fake news detection. ArXiv preprint 

arXiv:2006.06130 12(8), 12–34 (2023) 

26. Sharma, R., Gupta, M.: Real-time fake news detection pipeline with machine learning. Jour-

nal of Computational Intelligence 16(3), 99–112 (2022) 

27. Smith, e.a.: Adapting fake news detection to the era of large language models. ArXiv pre-

print arXiv:2311.04917 8(7), 56–78 (2023) 

28. Smith, J., White, R., Hernandez, E.: Comparative analysis of cnns, lstms, andattention-based 

models for fake news detection. Proceedings of the Machine Learn- ing Symposium pp. 78–90 

(2023) 

29. Tang, T., Li, J., Zhao, W.X., Wen, J.R.: Context-tuning: Learning contextualized prompts 

for natural language generation. arXiv preprint arXiv:2201.08670 (2022) 

30. Wang, B., Xu, Q.: Reinforcement learning for adaptive fake news detection. AI in Action 

11(3), 210–225 (2022) 

31. Wang, e.a.: Harnessing the power of chatgpt in fake news detection. ArXiv preprint-

arXiv:2310.05046 12(4), 45–67 (2023) 

32. Wei, J., Wang, X., Schuurmans, D., Bosma, M., Xia, F., Chi, E., Le, Q.V., Zhou, D., et al.: 

Chain-of-thought prompting elicits reasoning in large language models. Advances in neural 

information processing systems 35, 24824–24837 (2022) 

33. Zhang, e.a.: Rumorllm: A rumor large language model-based fake-news-detection data-

augmentation approach. Applied Sciences 13(5), 89–102 (2023) 

34. Zhang, X., Liu, Y.: Deep learning approaches for contextualized embedding in fake news 

detection. Journal of AI Research 21(4), 345–368 (2023) 

35. Zhang, Z., Zhang, A., Li, M., Smola, A.: Automatic chain of thought prompting in large 

language models. arXiv preprint arXiv:2210.03493 (2022) 

36. Zhao, Sun: Mitigating misinformation spread using large language models. Springer AI 

Journal 13(2), 45–78 (2023) 

Open Access This chapter is licensed under the terms of the Creative Commons Attribution-
NonCommercial 4.0 International License (http://creativecommons.org/licenses/by-nc/4.0/),
which permits any noncommercial use, sharing, adaptation, distribution and reproduction in any
medium or format, as long as you give appropriate credit to the original author(s) and the
source, provide a link to the Creative Commons license and indicate if changes were made.
        The images or other third party material in this chapter are included in the chapter's
Creative Commons license, unless indicated otherwise in a credit line to the material. If material
is not included in the chapter's Creative Commons license and your intended use is not
permitted by statutory regulation or exceeds the permitted use, you will need to obtain
permission directly from the copyright holder.

http://creativecommons.org/licenses/by-nc/4.0/

	Advancing Fake News Detection with Large Language Models via Chain-of-Thought Reasoning



