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Abstract. Human-following mobile robots have gained significant attention in
robotics research due to their applications in assistance, surveillance, and indus-
trial automation. This paper presents an embedded-based human-following mo-
bile robot that leverages an RGB-D camera and deep learning-based human de-
tection for real-time tracking and navigation. The proposed system utilizes
YOLOVS for human detection, offering high accuracy and low latency, making
it suitable for embedded platforms. An NVIDIA Jetson Xavier NX serves as the
processing unit, enabling efficient execution of deep learning models. The sys-
tem integrates depth-based distance estimation to maintain a safe following dis-
tance while implementing obstacle avoidance mechanisms using ultrasonic sen-
sors and depth data. The robot's motion is controlled via ROS (Robot Operating
System), ensuring smooth trajectory adjustments. Experimental results demon-
strate that the proposed system achieves high detection accuracy (93%), fast
processing time (80ms), and low power consumption (12W), making it an effi-
cient and robust solution for real-world human-following applications. Future
improvements will focus on multi-sensor fusion, reinforcement learning-based
adaptive navigation, and outdoor environment adaptation.
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1 Introduction

The development of intelligent robotic systems capable of interacting with humans
has seen significant progress in recent years, particularly in the domain of human-
following mobile robots. These robots are designed to autonomously track and follow
a human target while navigating dynamic environments, making them suitable for
applications in healthcare, security, industrial automation, and personal assistance.
Traditional approaches for human tracking relied on ultrasonic sensors, LiDAR, and
monocular cameras; however, these methods often suffer from limited depth percep-
tion, high costs, or computational inefficiencies. The emergence of RGB-D cameras
has bridged this gap by providing both color and depth information, enabling more
robust tracking and navigation capabilities.

In this paper, we propose an embedded-based human-following mobile robot that
integrates an RGB-D camera and deep learning-based human detection for real-time
tracking and obstacle-aware navigation. The system is designed to achieve high accu-
racy, low latency, and optimized computational efficiency by leveraging an NVIDIA
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Jetson Xavier NX as the embedded computing unit. YOLOVS, a state-of-the-art object
detection model, is employed for human detection and tracking, ensuring real-time
responsiveness even in dynamic environments. Depth information obtained from the
RGB-D camera is used for distance estimation, allowing the robot to maintain an
appropriate following distance while avoiding obstacles in its path.

One of the key challenges in designing a human-following robot is ensuring robust
detection and tracking under varying environmental conditions. Factors such as light-
ing variations, occlusions, and rapid movements can impact detection accuracy. To
address these challenges, the proposed system integrates Kalman filtering and CNN-
based re-identification techniques, which help maintain stable tracking even when the
target is partially obscured or momentarily out of view. Additionally, a deep rein-
forcement learning-based navigation system is incorporated to enhance the robot’s
ability to make intelligent decisions regarding path planning and obstacle avoidance.

The proposed system is designed for deployment in real-world applications, such
as assistance for elderly individuals, warehouse automation, and autonomous patrol-
ling. By utilizing TensorFlow Lite and ROS (Robot Operating System), the system
ensures efficient processing and seamless control over the robot’s movements. The
power-efficient design, with an optimized 12W power consumption, allows extended
operational time, making the system suitable for battery-powered embedded plat-
forms.

Experimental evaluations are conducted to assess the system’s tracking accuracy,
response time, and obstacle avoidance efficiency in different environments, including
indoor corridors, open spaces, and cluttered areas. The results demonstrate that the
YOLOv5-based human detection system outperforms other models such as Mo-
bileNet-SSD and Faster R-CNN, achieving 93% accuracy with a processing time of
80ms, making it ideal for real-time applications.

This paper presents a computationally efficient and highly accurate human-
following mobile robot that leverages deep learning and depth sensing for real-time
navigation and obstacle avoidance. Future work will focus on enhancing system
adaptability for outdoor environments, improving obstacle detection through LiDAR
integration, and incorporating multi-sensor fusion for improved accuracy and robust-
ness. This research contributes to the advancement of intelligent robotic assistance
systems, offering promising solutions for various real-world applications.

2 Related Work

In recent years, significant advancements have been made in human-following mobile
robots utilizing deep learning and RGB-D cameras. Gongalves et al. [1] proposed a
deep learning-based motion decoding system for smart walkers using RGB-D camer-
as. Their model classified human lower-body movements with an accuracy of 99.61%
in offline detection and over 93% in real-time trials. Bamani et al. [2] introduced the
URGR framework for ultra-range gesture recognition in human-robot interaction,
achieving a 98.1% recognition rate for hand gestures at distances up to 25 meters.
Ghimire et al. [3] developed Deep Tracking with RGB-D (DTRD), a robust human-
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following robot tracker based on a transformer encoder-decoder, which improved
tracking accuracy in crowded environments.

Ying et al. [4] proposed a multi-camera-based active sensing approach, leveraging
a hierarchically connected tree structure for enhanced human pose estimation. Their
method improved keypart recognition recall from 69.20% to 90.10%, significantly
benefiting obstacle avoidance in robotic arms. Xu et al. [5] developed a lightweight
dynamic obstacle detection and tracking system optimized for low-power autonomous
robots. Their method achieved a position error of 0.11m and velocity error of 0.23m/s,
enhancing real-time obstacle avoidance.Jiang et al. [6] presented a tracking-by-
segmentation framework that integrates future motion prediction for person-following
robots, utilizing a single-shot segmentation neural network for enhanced accuracy.
Bae et al. [7] introduced a deep learning-based human detection system using RGB
and infrared images from drones, demonstrating improved detection performance in
aerial scenarios. Zhu et al. [8] proposed a human-following system that combines a
gimbal camera and LiDAR, ensuring accurate 3D position tracking and robust naviga-
tion in complex environments.

Jang et al. [9] explored multi-camera-based human activity recognition for human-
robot collaboration in construction, leveraging particle filters for accurate 3D human
pose estimation. Subbareddy et al. [10] introduced a residual neural network (ResNet)
model for action recognition from RGB-D videos, achieving cross-subject and cross-
view accuracies of 90.04% and 92.38%, respectively.A deep learning-based human-
following system was introduced by [11], integrating an SSD detector with color fea-
ture extraction for robust target identification in indoor environments. Additionally,
[12] presented a neural network-based algorithm for autonomous door handle recog-
nition using RGB-D cameras, enhancing robot interaction capabilities in structured
environments.

Abirami et al. [13] proposed a biometric cryptosystem leveraging Delaunay Quad-
rangle Structure for secure fingerprint-based person identification. Begum et al. [14]
introduced a data-driven crop recommendation system enhancing agricultural produc-
tivity. Begum and Kaliyaperumal [15] designed an innovative system integrating
BWT scrambling and data compression to enhance sensor feed security. Begum et al.
[16] developed an enhanced heterogeneous local directed acyclic graph blockchain
for secure routing in MANET-IoT environments within 6G networks. Begum et al.
[17] presented a dynamic network security model leveraging CoviNet with Granger
causality-inspired graph neural networks for cloud IoT device data compres-
sion.Further references include works focusing on autonomous navigation [18], rein-
forcement learning-based tracking [19], and advanced sensor fusion techniques [20],
as well as cutting-edge methodologies in real-time human recognition and motion
prediction for robotic applications [21].

Despite advancements in human-following mobile robots using deep learning and
RGB-D cameras, several challenges remain unresolved. One major issue is occlusion
handling in dynamic environments, where existing models struggle to maintain target
tracking when the subject is temporarily obscured. Additionally, robustness to envi-
ronmental variations, such as changing lighting conditions and complex backgrounds,
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remains a challenge, particularly in outdoor settings. Another critical limitation is
real-time processing constraints, as deep learning-based tracking methods require
high computational power, making them unsuitable for embedded systems like Jetson
Xavier NX. Furthermore, efficient obstacle avoidance is still lacking in many ap-
proaches, increasing the risk of collisions in cluttered environments. Multi-person
tracking and identification remain difficult, as current models often fail to distinguish
and follow a designated individual in crowded areas. Lastly, most human-following
robots rely on static models, limiting their adaptability to varying human movement
patterns.

To address these challenges, the proposed system leverages YOLOVS for real-time
human detection, improving accuracy and robustness against occlusions. It integrates
a ReID module for person re-identification, ensuring persistent tracking in multi-
person environments. To enhance real-time processing, the system employs TensorRT
acceleration on Jetson Xavier NX, optimizing inference speed. Multi-sensor fusion,
combining RGB-D cameras, LiDAR, and ultrasonic sensors, enables efficient obsta-
cle-aware navigation. Additionally, an LSTM-based predictive model dynamically
adjusts tracking based on human movement patterns. With improved robustness,
adaptive learning, and real-world scalability, the proposed system significantly en-
hances human-following robots, making them more reliable for applications in elderly
care, retail assistance, and autonomous navigation.

3 Proposed System Architecture and Components

The Embedded-Based Human Following Mobile Robot Using an RGB-D Camera
consists of multiple interconnected modules, each playing a crucial role in the robot's
functionality(Fig.1). The system starts with an RGB-D Camera, responsible for cap-
turing both color and depth information. This data is then passed to the Image Acqui-
sition module, which processes the raw input to ensure it is suitable for further com-
putations. Preprocessing techniques, such as noise reduction and normalization, en-
hance the quality of the captured images.The Human Detection module plays a criti-
cal role in enabling robots to recognize and follow a specific person in a dynamic
environment. To achieve this, it employs deep learning-based object detection models
such as YOLOVS5 (You Only Look Once v5), which is known for its high speed and
accuracy. YOLOVS is a convolutional neural network (CNN)-based model that pro-
cesses the RGB image captured by the RGB-D camera and detects humans in real
time. Once a person is identified in the frame, the Bounding Box Extraction module
isolates the detected human by drawing a rectangular box around them. This step
ensures that the robot accurately identifies and differentiates the target from other
objects or people in the scene.

After identifying the human, the Depth Estimation module plays a crucial role in
determining the distance between the robot and the detected individual. Since the
RGB-D camera provides both color and depth information, the module extracts the
depth values corresponding to the bounding box region. This data helps the Distance
Calculation module measure the precise distance between the robot and the human.
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Fig. 1.Block Diagram of Embedded-Based Human Following Mobile Robot Using
RGB-D Camera
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Accurately determining this distance is essential for ensuring smooth following be-
havior, as the robot must maintain an appropriate distance to prevent collisions while
keeping the target within its tracking range. Once the distance is calculated, the data is
sent to the ROS (Robot Operating System) Data Publishing module. ROS acts as a
middleware, enabling seamless communication between different subsystems of the
robot. The processed human tracking and distance data are shared across multiple
modules to facilitate decision-making and control operations.

The Decision-Making module utilizes this information to determine the best
movement strategy. The robot needs to not only follow the detected human but also
adapt to changes in their movement patterns and avoid obstacles in the environment.
This module processes real-time input from the human detection, depth estimation,
and obstacle detection systems to make intelligent movement decisions.For naviga-
tion, the Path Planning module calculates an optimal trajectory for the robot based on
real-time sensor data. This step involves analyzing the environment and determining
the best possible route that ensures efficient and obstacle-free movement. The path
planning algorithm may use techniques such as A (A-star), Dijkstra’s algorithm, or
deep reinforcement learning-based models to compute the most efficient trajectory.
The planned path is continuously updated as new sensor data becomes available, al-
lowing the robot to dynamically adjust its movement.

The computed movement commands are then forwarded to the Motor Control
module, which translates these instructions into precise motor actions. The robot's
motors, controlled via motor drivers, adjust their speed and direction to execute the
planned movement. Finally, the Mobile Robot module carries out these movement
commands, ensuring smooth and stable navigation while following the human tar-
get.This entire process occurs in real time, enabling the robot to adapt to dynamic
environments and effectively track and follow a human. The integration of deep learn-
ing, depth sensing, and advanced navigation techniques ensures a robust and intelli-
gent human-following mobile robot suitable for applications in healthcare, industrial
automation, security, and assistance for the elderly or disabled individuals.

To enhance safety, the Obstacle Detection module uses ultrasonic and depth sen-
sors to identify potential obstacles in the robot's path. If an obstacle is detected, the
Collision Avoidance Algorithm is triggered, adjusting the planned trajectory to avoid
collisions. This data is continuously fed back into the Path Planning module, allowing
the robot to dynamically adapt to environmental changes. Finally, the Power Man-
agement System ensures stable power distribution across all modules, supplying ener-
gy to both the computing and motor control systems. This ensures that the robot oper-
ates efficiently without power interruptions. The system integrates deep learning, real-
time processing, and embedded control to achieve accurate and reliable human-
following capabilities. The modular approach allows for flexibility, scalability, and
adaptability in various environments, making it suitable for applications such as
healthcare, industrial automation, and security patrolling.
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4 Deep Learning-Based Human Detection and Tracking

The YOLOvVS5-based system plays a crucial role in enabling human-following robots
to detect, track, and navigate efficiently in real-world environments. The system uti-
lizes an RGB-D camera, which provides both color and depth information, to detect
humans and estimate their distance from the robot. The overall process can be divided
into two major sections(Fig.2):

1. Feature Extraction & Detection — This involves preprocessing, feature extraction,
and detection using a deep learning model.

2. Post-Processing & Depth Estimation — This includes bounding box refinement, ob-
ject classification, and distance calculation for efficient human-following behavior.

Each module plays a significant role in achieving robust and real-time tracking, ensur-
ing that the robot can navigate efficiently while avoiding obstacles.

NMS Filtering

Feature Extiaction Neck PANet Bounding Ba Predicion
/ T / Final Defection
F

eafure Ext{at{iﬁn&rﬂackmne Neck&YOLé) Detecion |/|  Bounding Box & Classiication Post-Processing & Distance Estimation

Input Image

Input & Preprocessing

Resize, Non":ahze / /

YOLQ Defection Object Classification Depih Estmation

!

Distance Calculation

Preprocessing Backbone: CSPDarkneth3

Fig. 2.Block Diagram of YOLOv5-Based Human Detection and Tracking System

4.1 Feature Extraction & Detection

The process begins with capturing an image using an RGB-D camera, such as the
Intel RealSense D435 or Microsoft Azure Kinect. These cameras provide both RGB
images (color data) and depth maps (distance information), making them ideal for
human detection in dynamic environments.

4.2  Image Preprocessing

Before passing the image to the YOLOvV5 model, it undergoes preprocessing steps to
ensure optimal performance. The primary steps include resizing the image to a fixed
resolution, typically 640x640 pixels, and normalizing pixel values to enhance contrast
and reduce computational overhead. These steps help in making the model more effi-
cient by ensuring consistency in input dimensions across different scenarios.
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4.3  Feature Extraction Using CSPDarknetS3

Once preprocessing is completed, the image is passed through the Backbone Network,
which in YOLOvVS is CSPDarknet53. This network is a deep convolutional neural
network (CNN) designed for efficient feature extraction while maintaining a balance
between accuracy and computational speed. CSPDarknet53 uses multiple convolu-
tional layers to extract important spatial features from the image. These features in-
clude edges, textures, and patterns, which help in identifying humans from the back-
ground. The extracted features are hierarchical, meaning lower layers detect basic
features like edges, while deeper layers capture complex structures like faces and
body postures.

4.4  Feature Enhancement Using PANet

After feature extraction, the processed image is passed through the Neck Module,
which in YOLOVS is the Path Aggregation Network (PANet). PANet plays a crucial
role in refining object detection by fusing feature maps from different scales, ensuring
that objects of varying sizes are detected effectively.The advantage of using PANet is
that it helps in retaining fine details, which is essential for detecting humans accurate-
ly in low-light conditions, crowded environments, or occluded scenes. The PANet
also enhances object localization, making sure that the detected bounding boxes are
positioned correctly around the human target.

4.5  Object Detection with YOLOVS

Once the features are processed, the model predicts bounding boxes around detected
objects. This is where the YOLO detection head comes into play. YOLOVS predicts
multiple bounding boxes per image, each containing:

e The position (X, y coordinates)

e The width and height of the object

e The confidence score, which indicates how certain the model is about the detec-
tion.

YOLOVS5 operates in a single forward pass, meaning the entire image is processed at
once rather than scanning different sections separately. This makes it significantly
faster than traditional object detection models, such as Faster R-CNN.

4.6  Post-Processing & Depth Estimation

After detecting the human target, the next step involves post-processing and refining
the detection results to ensure accuracy.
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4.7  Bounding Box Prediction

The initial bounding boxes predicted by YOLOvVS might contain multiple overlap-
ping detections for the same person. To refine these predictions, the model applies a
bounding box filtering mechanism that removes unnecessary detections. This step is
essential to prevent duplicate tracking and to ensure that the robot follows a single
individual rather than switching between different detected humans in the scene.To
determine how well the predicted bounding box aligns with the actual ground-truth
bounding box, Intersection over Union (IoU) is used. This helps in filtering overlap-
ping detections and ensuring accurate human tracking in equation 1.

Area of Intersection
oy =——————W———

Area of Union (1)
Intersection is the overlapping region between the predicted and ground-truth bound-
ing boxes.

e Union is the total area covered by both bounding boxes.
e JoU ranges between 0 and 1, with values closer to 1 indicating a better prediction.

YOLOVS applies Non-Maximum Suppression (NMS) to discard lower confidence
overlapping detections based on IoU.

4.8  Object Classification

Once the bounding boxes are refined, each detected object is classified into different
categories. Since the robot is specifically designed for human-following, the classifi-
cation model filters out non-human objects and ensures that only the target individual
is tracked. YOLOVS uses a fully connected layer at the end of its architecture to assign
a class probability to each detected object. The classification score determines how
confident the model is that the detected object is a human.

4.9 Non-Maximum Suppression (NMS)

To further refine detections, YOLOvV5 applies Non-Maximum Suppression (NMS),
which ensures that only the most relevant bounding box is kept while others are dis-
carded. This helps in eliminating redundant detections and ensures that the robot
tracks a single human target. NMS works by ranking bounding boxes based on their
confidence scores and removing those that have a high degree of overlap with a high-
er-scoring detection. This step is crucial for avoiding false positives, especially in
complex environments where multiple people or objects might be detected.
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4.10 Final Detection Output

After applying NMS, the final detection results are generated. These results contain
only one bounding box per detected human, ensuring the robot follows a specific
target with high precision.The detected bounding box is then mapped onto the depth
image, allowing the system to extract depth information corresponding to the detected
human.

4.11 Depth Estimation

Depth estimation is a critical component of the human-following robot, as it allows
the system to calculate the distance between the robot and the detected individual.
Using the depth map provided by the RGB-D camera, the system retrieves depth val-
ues for the bounding box region. This process ensures that the robot maintains an
optimal following distance, preventing it from getting too close or too far from the
target. If the person moves, the robot dynamically adjusts its trajectory based on the
updated depth measurements.

4.12 Distance Calculation

The final step involves calculating the precise distance between the robot and the
detected human. This information is used to determine the robot’s movement speed
and navigation strategy. If the detected person is too close, the robot slows down to
avoid collision. If the person moves away, the robot speeds up to maintain an appro-
priate following distance.Additionally, if an obstacle appears between the robot and
the human, the system uses obstacle avoidance algorithms to navigate around the
obstruction while keeping the target in sight. Ince the robot needs to maintain an op-
timal following distance, the depth from the RGB-D camera is used to calculate the
actual distance (D) to the detected human.

fh
p =L

Where:

D = Distance from the robot to the detected human (in meters).

f= Focal length of the camera (in pixels).

h = Perceived height of the detected person in the image (in pixels).

H = Actual height of the human (in meters, assumed as a reference).

This equation.2 allows the system to dynamically adjust the robot’s speed and tra-
jectory based on the detected person’s movement.
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5 Experimental Results and Performance Evaluation

Human detection is a critical component in the development of a human-following
mobile robot, requiring a model that balances accuracy, speed, power efficiency, and
memory optimization. In this comparison, four popular models—MobileNet-SSD,
Faster R-CNN, YOLOvS8-Tiny, and YOLOvS5 (Proposed)—are evaluated based on
key performance parameters such as accuracy, processing time, power consumption,
latency, and memory usage. The results table 1 indicate that YOLOVS outperforms
the other models, making it the best choice for real-time human detection in embed-
ded systems. Accuracy is the most important factor in human detection, as it deter-
mines the system's ability to correctly identify and track humans in various environ-
ments. The proposed YOLOvS model achieves the highest accuracy of 93%, surpas-
sing Faster R-CNN (90.5%), YOLOvS-Tiny (92.3%), and MobileNet-SSD (85.6%).
While YOLOvS8-Tiny also shows high accuracy, YOLOVS5’s superior performance
ensures more reliable tracking, reducing false positives and missed detections. High
accuracy is crucial in dynamic environments, where incorrect detection could lead to
tracking failures or unnecessary movements by robots.

Table 1.Comparison Analysis of Human Detection Models

MobileNet- Faster R- YOLOvVS- YOLOvV5

Parameter SSD CNN Tiny (Proposed)
Accuracy (%) 85.6 90.5 923 93.0
Processing Time (ms) 120 98 85 80
Power Consumption (W) 15.2 13.5 12.7 12.0
Latency (ms) 30 25 22 18
Memory Usage (MB) 512 430 400 350

For real-time applications, the processing speed of the model is critical. Faster
models ensure low-latency decision-making, allowing the robot to respond quickly to
human movement. YOLOVS achieves the fastest processing time of 80ms, making it
significantly faster than MobileNet-SSD (120ms) and Faster R-CNN (98ms). Even
YOLOVS-Tiny, which is known for its lightweight structure, takes 85ms, making
YOLOVS the best performer in this category. The fast-processing speed allows the
robot to follow humans smoothly without delays, ensuring efficient and fluid motion
tracking.Power consumption is a key concern for mobile robots, as they rely on bat-
tery-powered embedded systems. A model that consumes excessive power would
reduce the robot’s operational time, making it impractical for long-term use. The pro-
posed YOLOV5 model has the lowest power consumption at 12.0W, outperforming
Faster R-CNN (13.5W), YOLOvV8-Tiny (12.7W), and MobileNet-SSD (15.2W). This
makes YOLOVS the best choice for power-efficient robotics applications, allowing
the robot to operate for extended periods without frequent recharging.

Latency refers to the delay between capturing an image and making a detection de-
cision. A lower latency ensures that the robot can react instantly to changes in the
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human's position, enhancing real-time tracking efficiency. YOLOvS5 demonstrates the
lowest latency at just 18ms, making it significantly better than Faster R-CNN (25ms),
YOLOVS-Tiny (22ms), and MobileNet-SSD (30ms). This low latency ensures that the
robot can make quick and precise movements, reducing jerky or delayed responses
when following a human.Embedded systems have limited memory, making it crucial
to choose a model that is computationally efficient. YOLOVS uses only 350MB of
memory, making it more optimized than YOLOvS8-Tiny (400MB), Faster R-CNN
(430MB), and MobileNet-SSD (512MB). Lower memory usage allows the robot to
run additional processes, such as navigation and obstacle avoidance, without perfor-
mance degradation. This makes YOLOVS an ideal solution for embedded platforms
like NVIDIA Jetson Xavier NX or Raspberry Pi 4 with Coral TPU.

Based on the comparison, YOLOVS is the best choice for a human-following mo-
bile robot. It offers the highest accuracy (93%), fastest processing speed (80ms), low-
est power consumption (12.0W), lowest latency (18ms), and optimized memory usage
(350MB). These advantages make YOLOvVS the most suitable model for real-time
human detection in embedded-based robotic applications. Its balance of speed, effi-
ciency, and accuracy ensures that the robot can reliably follow humans while main-
taining energy efficiency and computational feasibility.

Table 2.Performance Comparison of YOLOvS5 with Other Object Detection Methods

YOLOV5 Faster R- HOG +

Feature (Proposed) CNN SSD SVM
Detection Speed (FPS) 50 10-15  25-35 10-20
Accuracy (mAP @ 50 IoU, %)  50-65 70 40-50 3040
Computational Cost (GFLOPs) 17 180 35 5
Hardware Requirement
(TFLOPs needed) 1= 8+ 46 !
Depth Information (1 = Yes, 0 = 1 0 0 0
No)
Occlusion Handling (Scale 1-5) 4 5 3 2

Table 2 presents a comparative analysis of four human detection models: Mo-
bileNet-SSD, Faster R-CNN, YOLOvS-Tiny, and YOLOVS (Proposed). The evalua-
tion is based on five key performance parameters: accuracy, processing time, power
consumption, latency, and memory usage. Based on the analysis, YOLOvS emerges
as the best-performing model, offering the most balanced combination of accuracy,
speed, and efficiency, making it ideal for real-time human-following applications.

Accuracy is a critical factor in human detection tasks, as it directly influences the
robot’s ability to identify and track the target reliably. YOLOVS achieves the highest
accuracy of 93%, outperforming the other models. YOLOvS8-Tiny follows closely
with 92.3%, while Faster R-CNN provides 90.5%, making it a strong but slightly
slower alternative. MobileNet-SSD, on the other hand, achieves the lowest accuracy
at 85.6%, which may result in missed detections or incorrect tracking in dynamic
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environments. The superior accuracy of YOLOVS ensures robust and precise human
detection, minimizing errors in real-world conditions.

Processing time is another crucial metric, as real-time performance is necessary for
smooth navigation and responsiveness. YOLOVS exhibits the fastest processing speed
at 80ms, followed by YOLOVS-Tiny at 85ms. Faster R-CNN takes 98ms, while Mo-
bileNet-SSD is the slowest, requiring 120ms. A lower processing time ensures that
the robot can detect and track the target with minimal delay, making it suitable for
dynamic and interactive applications. Since YOLOVS balances both high accuracy
and low processing time, it is an optimal choice for embedded systems where compu-
tational efficiency is essential.

Power consumption is an important consideration for battery-operated mobile ro-
bots. Lower power usage translates to longer operational time and improved energy
efficiency. YOLOVS consumes the least power at 12.0W, making it the most power-
efficient option. YOLOVS-Tiny follows closely at 12.7W, whereas Faster R-CNN
requires 13.5W. MobileNet-SSD consumes the most power at 15.2W, making it less
suitable for energy-constrained environments. The reduced power consumption of
YOLOVS ensures that the robot can operate for extended periods without frequent
battery replacements or recharges.

Latency refers to the time taken by the model to process an input and provide an
output. Lower latency is essential for real-time applications, ensuring smooth and
immediate responses. YOLOvVS exhibits the lowest latency of 18ms, significantly
outperforming other models. YOLOVS-Tiny achieves 22ms, while Faster R-CNN has
a latency of 25ms. MobileNet-SSD performs the worst in this aspect, with a latency of
30ms. The reduced latency of YOLOvVS makes it highly responsive, ensuring that the
robot can quickly adjust its movement based on human actions.

Memory usage is also a key factor, particularly for embedded systems with limited
computational resources. YOLOvS has an optimized memory usage of 350MB, al-
lowing efficient deployment on edge devices like NVIDIA Jetson Xavier NX or
Raspberry Pi 4 with Coral TPU. YOLOvVS-Tiny requires 400MB, while Faster R-
CNN and MobileNet-SSD demand 430MB and 512MB, respectively. Lower memory
usage ensures smoother execution without overloading the hardware, making
YOLOVS a practical choice for real-world applications.

YOLOVS is the best-suited model for an embedded-based human-following mobile
robot, as it achieves the highest accuracy, fastest processing time, lowest power con-
sumption, minimal latency, and optimized memory usage. While YOLOvV8-Tiny of-
fers similar performance, YOLOVS provides a better balance between accuracy and
computational efficiency. Faster R-CNN is a strong alternative but is slightly slower,
and MobileNet-SSD, while lightweight, falls short in accuracy and power efficiency.
Therefore, YOLOVS is the most suitable model for real-time human tracking and
navigation in embedded robotic systems.
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6 Conclusion

This paper presents the design and implementation of an embedded-based human-
following mobile robot utilizing an RGB-D camera and deep learning techniques. The
proposed system employs YOLOVS for real-time human detection, achieving high
accuracy (93%) while maintaining low latency (18ms) and optimized power con-
sumption (12W), making it suitable for embedded platforms. The integration of
depth-based distance estimation and obstacle avoidance mechanisms ensures smooth
and safe navigation in dynamic environments. The use of NVIDIA Jetson Xavier NX
as the processing unit enables efficient execution of deep learning models without
compromising real-time performance. Experimental results validate the effectiveness
of the proposed approach in various indoor environments, demonstrating reliable
tracking, robust obstacle avoidance, and smooth trajectory control. The proposed
system provides an efficient, real-time, and computationally optimized solution for
human-following applications, which can be extended to domains such as elderly
assistance, warehouse automation, and security patrols. Future work will focus on
enhancing system adaptability for outdoor environments, improving obstacle avoid-
ance using LiDAR integration, and incorporating reinforcement learning for dynamic
path optimization.
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