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Abstract. With the rapid development of autonomous driving and robotics tech-

nologies, path planning has become a critical research topic, particularly in multi-

objective optimization tasks. This paper proposes an adaptive multi-objective 

path planning optimization algorithm that combines Variational Inference (VI) 

and Reinforcement Learning (RL) to address the challenge of balancing multiple 

optimization objectives, such as path length, energy consumption, and time, in 

dynamic and complex environments. By incorporating Variational Inference, the 

algorithm effectively estimates the policy distribution in uncertain environments, 

enhancing the stability and robustness of the path planning process. Meanwhile, 

the Reinforcement Learning framework allows the algorithm to dynamically ad-

just the weights of different objectives based on real-time feedback, achieving 

adaptive balancing between the objectives. Experimental results show that the 

proposed algorithm outperforms traditional methods in both static and dynamic 

obstacle scenarios, particularly in terms of adaptability in dynamic environments 

and multi-objective optimization. Compared to traditional methods, the VI & RL-

based algorithm not only optimizes path length, energy consumption, and time 

but also significantly improves computational efficiency and convergence speed. 

Finally, the paper discusses the advantages, limitations, and future research di-

rections of the proposed method. 
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1 Introduction 

Path planning, as a fundamental problem in robotics, autonomous driving, and intelli-

gent manufacturing, has been extensively researched and applied. With the continuous 

development of technologies, particularly breakthroughs in artificial intelligence and 

machine learning, the complexity and flexibility of path planning methods have steadily 

increased. However, despite the success of classical algorithms, such as A* algorithm, 

Dijkstra's algorithm, and Rapidly-exploring Random Trees (RRT), in specific tasks,  
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they still exhibit significant limitations when faced with complex environments, dy-
namic changes, and multi-objective optimization. In particular, multi-objective path 
planning often requires simultaneous optimization of multiple conflicting objectives, 
such as path length, energy consumption, and time, which necessitates algorithms that 
not only provide the shortest path but also balance various performance metrics, ensur-
ing that the overall planning result is both efficient and reliable. 

In recent years, Reinforcement Learning (RL), as a powerful decision-making opti-
mization approach, has gradually become a popular research direction in the field of 
path planning. Through autonomous learning and interaction with the environment, re-
inforcement learning can generate optimal paths in complex and uncertain environ-
ments. However, RL methods still face challenges regarding training stability and pol-
icy exploration efficiency in practical applications. To improve the stability of the path 
planning process, researchers have begun to explore the integration of Variational In-
ference (VI) with RL. VI, by performing approximate reasoning in the parameter space, 
can optimize the distribution of the policy, thus enhancing the performance of RL mod-
els in complex tasks. 

In the context of multi-objective path planning, the introduction of VI not only helps 
enhance the stability and reliability of the path planning strategy but also enables dy-
namic adjustment of the optimization objectives' weights in response to changing envi-
ronments, meeting the demands of different tasks. Therefore, this paper proposes an 
adaptive optimization algorithm that combines Variational Inference with Reinforce-
ment Learning, aiming to address the performance bottlenecks of traditional multi-ob-
jective path planning methods in complex environments. By optimizing the balance 
between path length and energy consumption, the algorithm can effectively improve 
path planning efficiency in fields such as autonomous driving and intelligent manufac-
turing. Through the incorporation of VI, our goal is to enhance the robustness of the 
policy distribution, thereby overcoming the limitations of existing methods in complex 
tasks and providing a novel solution and technical path for multi-objective path plan-
ning. 

2 Literature Review 

2.1 Overview of Path Planning Problems 

Path planning is a fundamental problem in fields such as robotics, autonomous driving, 
and intelligent manufacturing. Classical path planning methods, such as A* and Dijks-
tra algorithms, have been widely applied in static environments and are efficient at 
finding the shortest paths from a start point to a goal. However, these algorithms face 
limitations when dealing with dynamic obstacles and complex environments[1]. In re-
cent years, Rapidly-exploring Random Trees (RRT) and its variants (such as RRT*) 
have been proposed for solving path planning in high-dimensional spaces, particularly 
in robot motion planning. Despite their success, these methods typically focus on opti-
mizing a single objective, such as path length or safety, making it challenging to con-
sider multiple optimization objectives simultaneously[2]. Therefore, researchers have 
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proposed several methods for multi-objective path planning, such as the weighted sum 
method and Pareto optimal methods, to optimize multiple objective functions at once. 

2.2 Multi-Objective Optimization Methods 

Multi-objective optimization involves simultaneously optimizing multiple conflicting 
objective functions. In path planning, common objectives include the shortest path, 
minimal energy consumption, and shortest time. The weighted sum method is one of 
the traditional multi-objective optimization techniques, where each objective is as-
signed a weight to convert the multiple objectives into a single optimization problem. 
However, this method depends on the reasonable selection of weights, which can lead 
to some objectives being overemphasized or neglected[3]. To address this issue, the 
Pareto optimal method was proposed, which generates a set of non-dominated solu-
tions, revealing the trade-offs between different objectives. Recently, evolutionary al-
gorithms for multi-objective optimization, such as NSGA-II and SPEA2, have gained 
popularity due to their strong global search capability and adaptability[4]. Additionally, 
the application of reinforcement learning (RL) in multi-objective path planning has 
been increasing, where RL learns feedback from the environment and dynamically ad-
justs the weights of optimization objectives to adapt to changing environments and task 
requirements. 

2.3 Application of Variational Inference in Reinforcement Learning 

Variational Inference (VI) is a technique used to approximate complex probability dis-
tributions and has gained widespread application in reinforcement learning (RL) in re-
cent years. By introducing VI, RL policies can be optimized in uncertain and complex 
environments with greater stability and robustness[5]. VI's application in RL, especially 
in policy optimization, allows for better estimation of policy distributions, which helps 
avoid overfitting and improves generalization capabilities. For example, the VIREL 
framework combines the strengths of VI and RL, enabling adaptive decision-making in 
dynamically changing environments[6]. Additionally, VI has been applied in Model 
Predictive Control (MPC) by incorporating uncertainty modeling, enhancing the adapt-
ability of control systems in complex environments. Despite the theoretical advantages, 
these methods still face challenges such as high computational complexity and slow 
convergence in practical applications. Therefore, effectively combining VI and RL to 
address challenges in multi-objective path planning remains an important area of re-
search[7]. 

3 Methodology 

3.1 Problem Definition and Mathematical Model 

In a multi-objective path planning problem, the task generally involves finding a path 
in a given environment that optimizes multiple objectives simultaneously. Different 



 (1) 

          29Adaptive Multi Objective Path Planning Optimization Algorithm via …   

application scenarios may involve different objective functions, such as minimizing 
path length, energy consumption, and travel time. The challenge in multi-objective path 
planning lies in the fact that these objectives are often conflicting and must be balanced 
during the optimization process. Therefore, how to appropriately define these objec-
tives and effectively balance them during optimization becomes a key task in path plan-
ning.The primary objectives considered in this study include path length (L), energy 
consumption (E), and time (T). These three objectives are common in practical appli-
cations, especially in autonomous driving and robot scheduling. Specifically: 

Path Length (L: This refers to the total distance from the start to the goal. It is typi-
cally one of the most basic objectives in path planning, aiming to minimize the distance 
traveled by the vehicle or robot. 

Energy Consumption (E): This refers to the amount of energy consumed by the robot 
or vehicle during the path planning process. Optimizing energy consumption is partic-
ularly important for electric vehicles or mobile robots. 

Time (T): This represents the total time required to complete the path planning task. 
It is especially relevant in real-time scenarios, such as in autonomous vehicles navi-
gating through urban traffic. 

To address the multi-objective path planning problem, we model it as an optimiza-
tion problem. Given a start and end point, we seek to find an optimal path that balances 
the multiple objectives. The problem is mathematically formulated as follows: 

Let the path be represented by a sequence of states s , s , … , s , wheres  is the start 
state and s  is the goal state. The path planning problem aims to minimize the follow-
ing objectives: 

, s  

∑ e , s  

, s  

Where: 
, s is the distance between states si and si+1, 
, s  is the energy consumption for traveling between these states, 
, s  is the time taken to travel between these states, and 

Π denotes the path planning policy from start to goal. 
In addition to optimizing these objectives, there are also several constraints to con-

sider. These constraints ensure that the path is feasible in a real-world environment. 
Common constraints include: 

Obstacle Avoidance Constraint: The path must avoid obstacles. Mathematically, this 
can be represented as ensuring that each state sis_isi on the path does not lie within an 
obstacle region OOO, i.e., s ∉ O for all i=1,2,...,n. Dynamic Environment Constraints: 
In dynamic environments, the path must adapt to changing obstacles and conditions. 
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Therefore, the algorithm must be able to update the path in real-time as the environment 
changes. 

Physical Constraints: These include constraints such as maximum speed, maximum 
acceleration, and turning radius for the robot or vehicle. These constraints must be in-
corporated into the path planning process. 

To solve this multi-objective optimization problem, one common approach is to 
combine the objectives into a single objective function. This can be done using a 
weighted sum method or Pareto optimal method. In the weighted sum method, the ob-
jectives are combined as follows: 

min  

Where λ1,λ2,λ3 are the weight coefficients that determine the importance of each 
objective in the optimization process. However, one of the limitations of this approach 
is that the choice of weights can heavily influence the solution and may not provide a 
satisfactory trade-off in all cases. 

Alternatively, the Pareto optimal method generates a set of non-dominated solutions, 
known as the Pareto front, which represents the trade-offs between conflicting objec-
tives. Each solution on the Pareto front represents a different balance of objectives. This 
method provides a more comprehensive solution by considering the full range of trade-
offs between the objectives. 

In this study, we employ a dynamic weight adjustment method to address these is-
sues. This method allows the weights of different objectives to be adjusted in real-time 
based on the task and environment. This dynamic adjustment helps the algorithm opti-
mize the path in various scenarios, adapting to different priorities as required by the 
changing environment or task demands. 

3.2 Variational Inference and Reinforcement Learning Framework 

In this section, we describe how Variational Inference (VI) is integrated with Rein-
forcement Learning (RL) to improve the stability and robustness of multi-objective path 
planning. This framework aims to address the challenges of efficiently balancing mul-
tiple objectives, such as path length, energy consumption, and time, especially in dy-
namic and uncertain environments. By incorporating VI, RL becomes more effective 
at managing conflicting objectives and optimizing the exploration and exploitation of 
the policy. 

Variational Inference (VI) is a widely used technique in probabilistic modeling and 
machine learning to approximate complex probability distributions. In the context of 
reinforcement learning, VI provides a method to approximate the policy distribution, 
which is often difficult to represent exactly due to the complexity of multi-objective 
tasks. By minimizing the Kullback-Leibler (KL) divergence between the true posterior 
distribution and a variational approximation, VI helps improve the efficiency and sta-
bility of the learning process. 

For multi-objective path planning, the policy learned by the agent may involve sev-
eral conflicting objectives, and the role of VI is to approximate the optimal policy dis-
tribution, allowing the agent to explore the policy space efficiently and adapt to 
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changing conditions. VI provides a way to incorporate uncertainty into the policy opti-
mization process, making the learned strategy more robust and adaptable. 

In the integration of VI with RL, VI is applied to estimate a distribution over the 
policy parameters that optimizes multiple conflicting objectives. The policy 
πθ\pi_{\theta}πθ is parameterized by θ\thetaθ, and the goal is to find the distribution 
q(θ)q(\theta)q(θ) that approximates the optimal policy. The VI approach minimizes the 
difference between the true posterior distribution and the approximated variational dis-
tribution, represented as: 

dθ 

Where  is the true posterior of the policy given the data, and q(θ) is the var-
iational approximation. By minimizing this divergence, the policy becomes more ro-
bust to changes in the environment and the multi-objective nature of the task. 

Integrating VI with RL allows the agent to learn a more flexible and stable policy. 
In traditional RL methods, the policy is learned through iterative methods such as Q-
learning or policy gradient techniques. However, these methods may struggle in envi-
ronments where the objectives are uncertain or conflicting. VI enhances RL by provid-
ing a distribution over the policy parameters, allowing the agent to balance exploration 
and exploitation in a more robust manner. 

This combination of VI and RL for multi-objective path planning can be summarized 
as follows: 

Policy Representation: The agent’s policy πθ(a∣s) is parameterized by θ, which is 
learned through interactions with the environment. 

Variational Inference: VI is used to approximate the posterior distribution over θ, 
helping the agent explore a wider space of policies while considering the multiple ob-
jectives. 

By integrating VI into RL, the agent can more effectively balance multiple objectives 
and adapt to dynamic environments. This framework helps address the challenges 
posed by the conflicting nature of the objectives and the uncertainty in real-world en-
vironments. 

To visualize the integration of Variational Inference (VI) with Reinforcement Learn-
ing (RL) for multi-objective path planning, refer to Figure 1. This diagram illustrates 
how VI approximates the policy distribution and works with RL to optimize objectives 
like path length, energy consumption, and time, while handling uncertainty in the envi-
ronment. 
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Fig. 1. Integration of Variational Inference and Reinforcement Learning for Multi-Objective 
Path Planning. 

3.3 Dynamic Weight Adjustment and Optimization Algorithm 

In multi-objective path planning, one of the significant challenges is efficiently balanc-
ing different objectives such as minimizing path length, energy consumption, and time. 
Traditional methods often rely on static weights, where each objective is assigned a 
fixed importance. However, in dynamic and uncertain environments, the importance of 
these objectives can change over time depending on the context, such as changes in 
traffic conditions or battery levels in autonomous vehicles. Therefore, incorporating 
dynamic weight adjustment into the path planning algorithm is crucial for achieving an 
optimal balance between conflicting objectives. 

This section discusses the importance of dynamic weight adjustment and provides a 
detailed description of how we implement this mechanism within the proposed optimi-
zation algorithm. The integration of Variational Inference (VI) and Reinforcement 
Learning (RL) allows the agent to adjust the weight of each objective dynamically 
based on environmental conditions and the task at hand. By combining VI’s ability to 
approximate the policy distribution with RL’s feedback-based learning process, we can 
effectively address the dynamic nature of the path planning problem. 
The dynamic weighting mechanism is designed to adjust the relative importance of each 
objective in real-time based on feedback from the environment. For example, during a 
navigation task, the agent may prioritize minimizing energy consumption if the battery 
is low or focus on minimizing path length during time-sensitive tasks. The goal is to 
ensure that the agent makes the most appropriate trade-offs between conflicting objec-
tives according to the current situation. The dynamic weight adjustment mechanism is 
integrated into the reward function of the RL framework. The reward function is de-
signed to reflect the performance of the agent concerning the multiple objectives. At 
each time step, the weights of the objectives are updated based on certain environmental 
factors or task requirements, such as: 

Energy consumption may become more important when the robot’s battery level 
drops below a certain threshold. 

Path length may be prioritized when the agent needs to reach the destination in the 
shortest time possible, such as in the case of emergency tasks or time-critical applica-
tions. 
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Time might be prioritized in scenarios where minimizing travel time is crucial, such 
as in autonomous vehicles navigating busy roads. 

Mathematically, the dynamic weight adjustment mechanism can be represented as: 

W  

Where:Wt is the weight vector at time step t, representing the relative importance of 
each objective (path length, energy consumption, time, etc.), 

ΔWis the adjustment factor that determines how much the weights change at each 
time step.The weight adjustments ΔW are based on real-time feedback from the envi-
ronment, such as changes in the agent’s energy level, time constraints, or traffic condi-
tions. 

The optimization algorithm integrates the dynamic weight adjustment mechanism 
into the learning process, where the agent continuously updates its policy to optimize 
the multi-objective path planning problem. The algorithm works as follows: the agent 
starts by defining an initial policy and setting initial weights for the objectives (path 
length, energy consumption, and time). At each time step, the agent interacts with the 
environment, receiving state information (such as the current position, energy level, 
and time) and taking actions (e.g., moving to the next state). A reward is calculated 
based on the agent’s performance for each objective, and the weights are dynamically 
adjusted depending on the environmental context (e.g., prioritizing energy when battery 
levels are low). The agent updates its policy based on the received rewards using rein-
forcement learning methods such as Q-learning or policy gradient algorithms. This pol-
icy update is influenced by the dynamically adjusted weights for the objectives, ensur-
ing that the agent continuously adapts its behavior to balance the conflicting goals. The 
process repeats for each time step, with the agent learning and adjusting its policy until 
it converges to a suitable solution. 

While the dynamic weight adjustment mechanism and the integration of VI and RL 
offer significant advantages in terms of adaptability and robustness, they also introduce 
computational complexity. At each time step, the agent must compute the reward, ad-
just the weights, and update its policy. This requires continuous interaction with the 
environment and frequent recalculation of the policy parameters. To manage the com-
putational burden, we use several techniques to optimize the performance of the algo-
rithm. Instead of recalculating weights at every step, we update them at periodic inter-
vals based on significant changes in the environment, such as large shifts in energy 
consumption or task urgency. The use of VI helps approximate the policy distribution, 
reducing the computational cost of learning and allowing for more efficient exploration 
of the policy space. We also use batch updates to process multiple time steps at once, 
reducing the overhead associated with frequent policy updates. 

These optimizations allow the algorithm to balance the trade-offs between accuracy 
and efficiency, making it suitable for real-time applications in dynamic environments. 
Through the dynamic adjustment of weights, the agent can better navigate complex 
environments and optimize its behavior according to changing task requirements and 
environmental conditions. 
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4 Experiments and Results 

4.1 Experimental Setup 

To evaluate the effectiveness of the proposed adaptive multi-objective path planning 
optimization algorithm, which combines Variational Inference (VI) and Reinforcement 
Learning (RL), we designed multiple experimental scenarios within a simulated dy-
namic environment. The primary focus of these experiments was to assess the algo-
rithm’s performance in balancing multiple objectives, such as path length, energy con-
sumption, and time optimization. The experimental environment includes both static 
and dynamic obstacles, simulating typical scenarios in autonomous driving and robot 
scheduling. The task in each scenario is to find an optimal path from the start point 
(located at the top left of the map) to the goal (located at the bottom right of the map). 
Path planning needs to consider three objectives simultaneously: path length, energy 
consumption, and time.To comprehensively evaluate the performance of the proposed 
algorithm, the following evaluation metrics are used: path length (L), the total distance 
from the start to the goal, reflecting the optimization of the path; energy consumption 
(E), the total energy consumed during the path planning process, reflecting energy ef-
ficiency; time (T), the time required to complete the task, reflecting the optimization of 
time; computation time, the time taken by the algorithm from initialization to conver-
gence, reflecting the algorithm’s efficiency; and convergence speed, the time taken for 
the algorithm to converge to an optimal solution, reflecting the efficiency of the learn-
ing process. 

4.2 Experimental Results 

In this section, we present the results of the proposed adaptive multi-objective path 
planning optimization algorithm that combines Variational Inference (VI) and Rein-
forcement Learning (RL). By comparing it with traditional methods such as the 
Weighted Sum Method and Pareto Optimal Method, we verify the effectiveness of the 
proposed approach in balancing multiple objectives such as path length, energy con-
sumption, and time optimization, as well as its adaptability in dynamic environments. 

In the static obstacle scenario, 50 obstacles are randomly distributed across the map 
with a target path length of 1000 meters. The algorithm is tasked with balancing path 
length and energy consumption optimization. The experimental results show that the 
algorithm combining VI and RL achieves a 15% reduction in energy consumption while 
maintaining a short path. The specific results are shown in Table 1: 

Table 1. Comparison of Path Length and Energy Consumption in the Static Obstacle Scenario 

Algorithm 
Path Length 

(m) 
Energy Con-
sumption (J) 

Time (s) 
Computation

Time (s) 

VI & RL Algorithm 1050 800 150 3.5 
Weighted Sum Method 1045 950 160 3.2 
Pareto Optimal Method 1060 850 155 4 
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As shown in Table 1, the VI & RL-based algorithm achieves a good balance between 
path length and energy consumption. While the path length is slightly longer than the 
Weighted Sum Method, the energy consumption is significantly lower. Additionally, 
the computation time is lower than that of the Pareto Optimal Method, indicating the 
efficiency of the proposed approach. 

In the dynamic obstacle scenario, 50 obstacles are randomly positioned, and they 
move at a speed of 0.5 meters per second at each time step. The objective in this sce-
nario is to balance time and energy consumption optimization. The results show that 
the proposed algorithm has significant advantages in dynamic environments. Figure 1 
illustrates the comparison of time and energy consumption optimization  
In the multi-objective optimization scenario, we evaluated the algorithm's overall per-
formance in balancing path length, energy consumption, and time. Table 2 shows the 
optimization results in this scenario. The VI & RL-based algorithm achieved the best 
balance across multiple objectives, particularly in balancing energy consumption and 
path length. 

Table 2. Multi-Objective Optimization Scenario: Comparison of Algorithm Performance 

Algorithm 
Path Length 

(m) 
Energy Con-
sumption (J) 

Time 
(s) 

Computation 
Time (s) 

VI & RL Algorithm 1060 850 155 4.2 

Weighted Sum Method 1075 900 160 4.1 

Pareto Optimal Method 1080 880 158 4.5 

As shown in Table 2, the VI & RL-based algorithm finds a more ideal balance across 
the three objectives, outperforming the other methods in terms of path length, energy 
consumption, and time optimization. Particularly, it significantly reduces energy con-
sumption while maintaining a short path and low time consumption. 

This section presents the experimental results, including comparisons of key metrics 
such as path length, energy consumption, and time across different scenarios. The re-
sults indicate that the proposed VI & RL-based algorithm outperforms traditional meth-
ods in multi-objective path planning optimization. The subsequent section will further 
analyze these results and discuss the advantages and limitations of the algorithm. 

5 Conclusion and Discussion 

This study proposes an adaptive multi-objective path planning optimization algorithm 
that combines Variational Inference (VI) and Reinforcement Learning (RL) to address 
the challenge of balancing multiple optimization objectives, such as path length, energy 
consumption, and time, in dynamic environments. By integrating Variational Inference 
and Reinforcement Learning, the proposed method dynamically adjusts the weights of 
different objectives, enabling efficient path planning in complex and uncertain environ-
ments. 

The experimental results demonstrate that the proposed algorithm performs well in 
both static and dynamic obstacle scenarios. Particularly in dynamic and uncertain 
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environments, the VI & RL-based algorithm can flexibly adjust the objective weights, 
achieving a balance between path length, energy consumption, and time optimization. 
In the static obstacle scenario, the algorithm effectively reduces energy consumption 
while maintaining a reasonable path length. In the dynamic obstacle scenario, the algo-
rithm dynamically adjusts the weights in real-time to balance time and energy con-
sumption. Compared to traditional methods such as the Weighted Sum Method and 
Pareto Optimal Method, the proposed algorithm shows better computational efficiency 
and greater adaptability, especially in dynamic environments. 

Additionally, the convergence speed and computational time of the algorithm have 
been optimized. Although the introduction of Variational Inference adds some compu-
tational overhead, optimization techniques such as policy distribution approximation 
and batch updates allow the algorithm to maintain high computational efficiency while 
ensuring optimal performance. The experimental data confirms that the proposed algo-
rithm converges to the optimal solution quickly in most cases, particularly in multi-
objective optimization problems, where the algorithm effectively balances different ob-
jectives. 

However, despite the strong performance of the proposed algorithm in multi-objec-
tive path planning and dynamic environment adaptation, it still faces challenges in more 
complex environments, such as high computational resource demands and fluctuating 
convergence speeds under extreme conditions. Future research can explore further op-
timizations to improve the computational efficiency of the algorithm, particularly in 
high-dimensional and highly uncertain environments, to enhance its adaptability and 
robustness. 

In conclusion, the proposed adaptive multi-objective path planning optimization al-
gorithm, which combines Variational Inference and Reinforcement Learning, offers an 
effective solution to multi-objective optimization problems in dynamic environments. 
By dynamically adjusting the weights of objectives and optimizing the path planning 
strategy, the algorithm provides efficient and stable path planning for practical applica-
tions, laying the foundation for fields such as autonomous driving and robot scheduling. 
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