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Abstract. Unproductive time spent in transportation not only frustrates
passengers but also incurs significant economic costs globally. The rise of
autonomous transportation systems has intensified the need for adaptive traffic
signal control (ATSC) methods capable of responding to dynamic traffic
conditions. In the field of traffic signal control, multi-agent reinforcement
learning (MARL) methods are gaining interest, treating each traffic signal as an
intelligent agent offers a promising solution to adaptive traffic signal control
(ATSC) in complex urban environments, yet its real-world deployment remains
challenging due to complex spatial-temporal dependencies and inter-agent
coordination. Existing deep learning-based ATSC approaches often rely on
historical or current traffic states, resulting in a one-step temporal lag that limits
real-time responsiveness. To address this, we propose a multi-agent traffic signal
control framework that integrates a sequence-to-sequence (seq2seq) time-series
prediction module with a value-decomposition network (VDN). The seq2seq
model predicts future traffic states based on historical data, enabling proactive
signal control. To further enhance temporal representation and decision stability,
we incorporate a gated recurrent unit (GRU) into the VDN architecture.
Experimental evaluations on two real-world traffic networks, Jinanl12 and
Hangzhoul6, demonstrate that our method outperforms baseline models
including independent deep Q-learning with GRU (IDQN-GRU) and standard
VDN in Hangzhoul6 datasets and achieve comparable performance with VDN
in Jinan12 dataset.

Keywords: Traftic Signal Control, Deep Reinforcement Learning, Multi-agent
System.

1 Introduction

Early traffic signal control (TSC) methods relied on fixed-time control, where traffic
signal timings are pre-set based on historical data or manual observation. This ap-
proach, although simple and easy to implement, has not been able to adapt to real-
time traffic conditions and lacks efficiency and responsiveness. To address this, actu-
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ated control methods are introduced, utilizing sensors to detect vehicle presence and
adjust signal timings dynamically. Sensors can be embedded in the pavement, mount-
ed on poles, or may use cameras and radar to collect road information. The controller
unit receives real-time sensor data to modify the traffic lights.

With advancements in deep reinforcement learning (DRL), researchers begin apply-
ing DRL to TSC, modelling the problem as a Markov decision process (MDP) that
learns optimal policies through trial and error. Multi-agent reinforcement learning
(MARL) can be categorized into centralized, decentralized, and hybrid approaches,
i.e. centralized learning and decentralized execution (CTDE). Centralized MARL
employs a global agent controlling all intersections, theoretically enabling optimal
coordination. However, its state-action space grows exponentially with intersections,
leading to difficulty in exploration as the global agent may struggle to explore effec-
tively with large-action space, learning to suboptimal policy. Decentralized MARL
assigns independent agents per intersection, improving scalability but suffering from
non-stationarity. To address this, mechanisms like information sharing [1] and graph-
based approaches using Graph Neural Networks (GNN) [2] have been proposed. On
the contrary, CTDE balances coordination and scalability by training a global critic
while deploying decentralized actors. The critic is responsible for estimating the joint
action-value for the system while actors use it as a guideline and perform action inde-
pendently conditioned on their observation. Prior studies, however, lack systematic
comparisons of these MARL approaches under identical environments, rewards, and
algorithms—a gap this paper addresses.

Mastering TSC in a network-wide area is challenging. Three factors critically influ-
ence MARL-based TSC:

Table 1. Comparison between centralized, decentralized and CTDE in terms of coordination
capability, scalability and communication overhead

Aspect Centralized Decentralized CTDE
Coordination Ca- High: Global Low: Agents High: Central-
pability agent has full act inde- ized training en-

knowledge of all pendently, with sures coordina-
agents’ states no shared in- tion; decentral-
and actions. formation. ized execution
maintains it.
Scalability Low: State- High: Each Moderate:
action space agent operates Scalable during
grows exponen- independently, execution; train-

tially with the
number of
agents.

avoiding expo-
nential growth.

ing complexity
depends on the
critic design.
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Communication High: Requires Low: No com- Low: No com-
Overhead constant com- munication is munication is
munication be- needed during needed during
tween agents and execution. execution; train-
a central control- ing may require
ler. shared infor-
mation.

1. Model Structure: Centralized, decentralized, and CTDE methods differ in
coordination capability, scalability, and communication overhead. The dif-
ferences are shown in Table 1.

2. Environment Design: It is important to choose the state and reward defini-
tions to guide agent(s) in learning. To remain consistent, we select the same
state (queue length, and the current phase information), reward (the differ-
ence in vehicle waiting time between subsequent actions), and the action
(phase selection) as our environment model setting across all the algorithms.

3. Algorithm Selection: DRL algorithms for example deep Q network (DQN)
[3], proximal policy optimization (PPO) [4], and advantage actor-critic
(A2C) [5] vary in stability and sample efficiency. To isolate the impacts, we
adopt DQN uniformly.

In this paper, we compare and evaluate centralized DQN, decentralized DQN, and
VDN under two real world traffic datasets, including Jinan12 (12 intersections) and
Hangzhoul6 (16 intersections) traffic network. In hypothesis, centralized DQN
achieves superior coordination in smaller networks but struggles in larger networks.
Decentralized DQN should perform better than centralized DQN but still inferior to
VDN and VDN should achieve the best performance across the datasets.

The rest of our work is organized as follows. Section 2 provides an overview of re-
lated work related to MARL in TSC. Section 3 formulates the TSC problem. Section
4 represents the proposed centralized DQN, decentralized DQN, and VDN. Section 5
presents experiment settings and traffic dataset, discusses the experiment results, and
conducts analysis. At last, we conclude the article in Section 6.

2 Related Works

Centralized control employs a single agent to manage the entire traffic network. For
instance, [1] extends single-intersection control to multi-intersection tasks but faces
scalability issues due to the curse of dimensionality, in which the state-action space
grows exponentially as the number of agents increases, making it infeasible to explore
and learn effectively. Recent studies focus on sequential action methods: [6] uses a
seq2seq model with an attention module to divide the state-action space, while [7]
employs an LSTM network to incrementally output actions, showing improved per-
formance. However, centralized control struggles to coordinate large intersections.
Decentralized control with information sharing addresses these limitations by ena-
bling scalable TSC through neighbor communication. Shared information can include
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traffic states, action values, and rewards. For example, [1] shares one-hop neighbor
rewards with a spatial discount factor, while [8] incorporates neighbor states and re-
wards based on spatial proximity, giving closer neighbors higher influence. Alterna-
tively, graph neural networks (GNNs) have been used to extract traffic network in-
formation. [2] proposes CoLight, using GATs with attention mechanisms to dynami-
cally weight neighborhood nodes. A similar GAT approach can be found in [9], it
proposes a heterogenous correlation index to quantify variations in intersection topol-
ogy and use it to formulate reward function. The graph-based approaches demonstrate
GNNS' effectiveness in capturing traffic network topology.

CTDE combines the strengths of centralized and decentralized methods but is more
complex to design. CTDE frameworks in TSC fall into value-based and policy-based
categories. [10] adopts a value-based approach using QMIX, [11] incorporates an
actor-critic approach in adaptive value decomposition to achieve traffic signal control,
whereas [12] employs policy-based methods like COMA and MADDPG. While nei-
ther approach outperforms the other, value-based methods benefit from off-policy
learning, offering better data utilization compared to policy-based approaches.

3 Problem Formulation

In this paper, we compare centralized, decentralized, and CTDE frameworks for traf-
fic signal control (TSC) using multi-agent reinforcement learning (MARL), modeled
as a Decentralized Partially Observable Markov Decision Process (Dec-POMDP).
Dec-POMDP is a mathematical framework used for modeling multi-agent decision-
making under uncertainty. It contains a tuple of (N, S, 0, 4, P, R, y). We describe the
elements used in our problem as below:

1. N: Number of agents (traffic intersections)
2. S: Global state s, = {otl, ey 0Ly o, 0N } , where of is the local observation of inter-

section i at t.

qgi,l) qgi,L)

3. 0: local observation o} = [T’ ., @1

Pl gé] , where q; "’ is the queue length

C
on first lane. p} is the current phase (one-hot encoding), gi is a binary value indi-
cating whether the minimum green time of the current phase is met, ¢ is a constant
value to normalize the queue length to the range from zero to one.

4. A: joint action a, = {a}, ..., al, ...,al'}, where al € {ay, a,, a3, a4}, al is the action
of intersection i at t , it selects one of the four predefined phases: East-West
Straight (EWS), East-West Left Turn (EWL), North-South Straight (NSS), North-
South Left Turn (NSL). Each phase executes for At seconds.

5. P: Transition probability P(s.,, | S;, a;) denotes the probability of achieving the
next state s;,; given the current state s, and current joint action a,

6. R: local reward r{ = W, — W[, where W[, is the total vehicle waiting time at
intersection i during action a;.
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7. v: Discount factor determines the importance of future reward. Agent’s goal is to
maximize expected cumulative discounted reward G starting from time step t dis-
counted by the factor discount factor y denotes as:

Gf = Xk=o V"Resx 2

where T is the total timesteps of the entire episode. The summation ¥ 5_, runs from
k = 0 (current time step) to k = T (final time step)

4 Proposed Method

This study compares and evaluates the proposed centralized DQN, decentralized
DQN, and VDN methods under small and medium-sized traffic networks. This paper
first implements the decentralized DQN algorithm, then it extends the decentralized
DQN algorithm to the centralized DQN algorithm, and lastly, it implements the
CTDE paradigm to the decentralized DQN to provide the VDN algorithm. Fig 1
shows the DQN overview framework.
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Fig. 1. DQN algorithm, decentralized approach, and centralized approach

4.1 Deep Q-Learning Algorithm

We utilize Deep Q-learning as the RL algorithm in all proposed methods. It uses a
deep neural network to approximate the action value function known as the Q value
function: Q(s,a) = E[R|s = s;, a = a,]. The Q network takes the current state and
outputs Q values for every possible action a. The higher the Q value of a single ac-
tion, the higher the expected return the action brings. We implement several key tech-
niques to stabilize and improve the learning:

1. Experience Replay: We store the experience tuples (s,a, 1, s;4,) inside a replay
buffer. We use those experiences to train and improve the current policy by sam-
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pling the experiences from the replay buffer in batches, improving data efficiency,
and breaking the temporal correlations between experiences.

2. Target Network: To stabilize the learning process, we use a separate target network
to estimate the Q value. We use the soft update parameter technique when we up-
date the separated target network in every learning step, so the primary Q network
has a stable target to learn from.

3. Loss Function: DQN aims to minimize the mean squared error between the pre-
dicted Q values and the target values. This error is also called a temporal difference
(TD) error. The loss function is defined as below:

2
10 = {7+ Y103 Qurg G001 0= 050 | ©)

Where r + ymax Q(Siy1,at41, 0 7) is the TD target, r is the immediate reward, y is
at+1

the discount factor, and Q4 ge is the output of the target network.

4. Action Selection: To balance the exploration and exploitation, we employ the &-
greedy policy so that the agent explores the environment by choosing a random ac-
tion with probability € and exploits by choosing the action with the highest Q val-
ue. The € gradually decreases over time and reaches a minimum ¢ value.

4.2  Decentralized and Centralized DQN Algorithm

Fig 1 shows the DQN algorithm, which employs the key techniques discussed in Sec-
tion 4.1. In decentralized approach, every agent has its individual Q value function
Q;(0, ab) accesses their observation and receives an individual reward (0!, a') after
action. In centralized DQN, the single agent accesses the global state through concat-
enating observations s; = {otl, ey 0Ly e, OF }, it receives the joint reward r(s,a) =

Z?’: 7'(0" + a') after performing joint action. They are trained in end-to-end man-
ner using the loss function in equation (3), the difference is that decentralized DQN’s
Q value function is conditioned on the agent's observation and action while central-
ized DQN’s Q value function is conditioned on global state and joint action. To re-

main fair, they use the same learning technique in Section 4.1.

4.3 VDN Algorithm Model

At its core, VDN decomposes the joint action-value function Q;,;,; into a sum of

individual agent action-value functions Q;. The decomposition enforces the consisten-

cy between the centralized and decentralized policies. In the execution stage, we let

the agents select actions greedily via a’ = arg m,ale-(oé, a§+1;9i), while in the
iy

training stage, we optimized the Q,,.,; to approximate the true joint Q-function. Fig 2

shows VDN architecture. The network architecture involves individual Q-network
and mixing modules. Each agent’s individual Q-network has the same structure and
network settings from centralized and decentralized DQNSs. In the mixing module, we
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aggregate the individual Q-values into Qy¢q;» assuming Qporar = Lr-y Q;. This addi-
tive

structure ensures the Individual-Global-Max (IGM) principle, where maximizing
Qorar corresponds to maximizing each Q;:independently. centralized and decentral-
ized DQNs. The loss function minimized the mean squared error between the Q.
and the TD target y' et

L(8) = E[(y***" = Quorar (5,3; 6))?] “4)
Where Qi (5,2;0) = XN, Q;(0%,a%;6,) and TD target y'aetis:

yret =r+y- thathotal (Sesr1ra415607) Q)
+1

Here 6 and 8~ represent the parameters of the individual Q-networks and the target
networks respectively. The VDN algorithm architecture is shown in Fig 2.
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Fig. 2. Value-Decomposition Algorithm Architecture

5 Experiment

We perform experiments on two real-world traffic datasets to evaluate the proposed
three methods. The experiment uses SUMO, an open-source traffic simulator. We
implement our methods in PyTorch and integrate them with SUMO via the Traci
Python interface. Each episode simulates one hour of traffic (3600 steps), with the
agent acting every 5 seconds (720 steps per episode). Training runs for 500 episodes.
We train the DQN model with the following hyperparameters: a replay buffer size of
100,000, a mini-batch size of 1024, and a target network update rate (t) of 0.005. The
discount factor (y) is 0.99. We have three fully connected layers, with 128,128, and 4
neurons, respectively. The Adam optimizer was used with a learning rate of 0.003.
The exploration probability started at 0.9 and decayed linearly to 0.05 over 180,000
steps.
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Table 2. Real World Dataset Settings

Network Intersections  Arrival rate (vehicles/60s)  Vehicle

Dataset structure Mean Std Max Min
Jinan12 3x4 12 10492 1996 136 50 6295
Hangzhoul6 4x4 16 116.40 6426 230 39 6984

Fig. 3. (a) Jinan12 traffic network structure (b) Hangzhou6 traffic network structure

Table 3. Performance comparison on Jinan12 and Hangzhoul6 traffic network w.r.t accumu-
lated waiting time

Method Jinan12 accumulated wait- Hangzhoul6 accumu-
ing time [s] lated waiting time [s]

Centralized DQN 5088747 3139358

Decentralized DQN 283754 544909

VDN 240140 9776

Training Reward in Jinan12 dataset Training Reward in Hangzhou16 dataset
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Fig. 4. (a) Training reward curves in Jinan12. (b) Training reward curves in Hangzhoul6

We evaluate centralized DQN, decentralized DQN, and VDN on real-world Ji-
nanl2 and Hangzhoul6 traffic networks (Table 2, Fig 3), traffic flow data is sourced
from cameras. Table 3 shows that centralized DQN has the highest waiting times
(5,088,747s and 3,139,358s), decentralized DQN performs better than centralized
DQN by achieving 283,754s and 544909s in Jinan12 and Hangzhoul6 respectively,
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while VDN achieves the lowest waiting times (240,410s and 9,776s). In Fig 4, cen-
tralized DQN (blue line) performs the worst, showing low and unstable rewards with
significant fluctuations. This is because centralized DQN has enormous joint state-
action space that leads to intractable exploration and poor generalization. Decentral-
ized DQN (green line) is better than centralized DQN as it converges faster initially
but deteriorates sharply after 200 episodes. In Fig 4a and 4b, reward plummeted from
-0.38 at episode 254 to —618.71 at episode 257 and a similar collapse can be found in
Fig 4b. This trend of performance collapses aligns with the catastrophic forgetting
phenomenon, in which the decentralized DQN forgets previously learned strategies.
Two reasons might be the culprit behind this: (1) it overfits recent experience as
agents prioritize greedy individual actions, overwriting past knowledge; (2) it lacks
global guidance, without centralized learning, agents cannot correlate their actions to
global rewards, leading to conflicting policy updates. Lastly from Figdb, we can see
that the VDN has the highest stability in training at Hangzhoul6, with the value de-
composition mechanism. However, a similar dip in reward can be found in the Ji-
nanl2 dataset from Fig4a, but it recovers quickly due to structured credit assignment.
Another reason that causes catastrophic forgetting in value-based algorithms is it
samples the experience randomly from replay buffer for the agent to learn, it may
sample unsignificant experience, causing the policy deviate from the global optimum.
We also analyze the state-action space complexity of the three approaches. In Central-
ized DQN, the joint state-action space grows exponentially with the number of sen-
sors N. It has |S|" state space and |A|" action space resulting agent hard to search in
enormous joint state-action space. In decentralized DQN, each agent operates inde-
pendently, reducing the state space complexity to |S| and action space to |A|. In VDN,
the critic uses the joint state during training, but the execution uses local observation,
so state space during training is |S|V while the action space in execution is N - |A].
Centralized DQN’s exponential state-action space complexity hinders exploration.
Decentralization has the smallest state-action space and easiest training complexity,
while VDN possessing characteristics of both.

6 Conclusion

This study compared three MARL approaches - centralized DQN, decentralized
DQN, and VDN approach for traffic signal control. The key findings demonstrate that
VDN outperforms both centralized and decentralized DQN in terms of stability, coor-
dination, and reduction of vehicle waiting times. Specifically, VDN achieved the
lowest accumulated waiting times. These findings are significant for urban traffic
management. Centralized DQN, while theoretically optimal for coordination, is im-
practical for real-world applications due to its poor scalability and intractable explora-
tion in larger networks. Decentralized DQN, though scalable, faces catastrophic for-
getting issue, highlighting the challenges of non-stationarity and lack of global guid-
ance in decentralized systems. In contrast, VDN's hybrid approach provides a scalable
and adaptive solution that balances coordination and scalability, although it still faces
catastrophic forgetting issue, but it recovers quickly due to structured credit assign-
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ment. Future work will integrate attention mechanisms to refine joint-action value
estimation, enhance adaptability to dynamic traffic conditions and introduce priori-
tized experience replay technique to mitigate catastrophic forgetting issues. This
could lead to more efficient traffic management systems, improving urban mobility.
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source, provide a link to the Creative Commons license and indicate if changes were made.

The images or other third party material in this chapter are included in the chapter's
Creative Commons license, unless indicated otherwise in a credit line to the material. If material
is not included in the chapter's Creative Commons license and your intended use is not
permitted by statutory regulation or exceeds the permitted use, you will need to obtain
permission directly from the copyright holder.
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