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Abstract. Numerous approaches for ego-vehicle 3D perception tasks have arisen 

as a result of the advancement of AI-assisted driving, but there has been little 

research on roadside perception. The roadside perspective is worthwhile to 

develop since it offers a global picture and a wider sensory range. While cameras 

offer semantic information, LiDAR offers exact 3-D spatial data. In 3D detection, 

these two modalities work well together. Nevertheless, since both the extraction 

and fusion process is not sufficiently accurate, additional camera data fails to 

enhance accuracy in certain tests. Kolmogorov-Arnold Networks (KANs), which 

are more appropriate for high-dimensional, complicated data, have recently been 

suggested as alternatives to MLPs. Kaninfradet3D, which improves the feature 

extraction along with fusion modules, is proposed in this study. KAN Layers 

were used to enhance the encoder and fuser modules of the model. Cross-

attention was used to improve feature fusion, and visually comparisons showed 

that camera features had better merged. This solved the issue of unusually 

concentrated camera characteristics, which had a detrimental influence on fusion. 

Our method surpasses the benchmark by +1.40 mAP in the infrastructure portion 

of the TUMTraf V2X Cooperative Perception Dataset and by +9.87 mAP and 

+10.64 mAP in both perspectives of the TUMTraf Intersection Dataset. The

results highlight the potential of employing KANs in roadside perception

challenges by demonstrating that Kaninfradet3D can successfully fuse features.

Keywords: Camera-LiDAR Fusion Methods, 3D Object Detection, 

Kolmogorov-Arnold Network, Roadside Traffic Perception. 
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Introduction 

Robust and effective road environment perception is the premise of realizing an auto-

matic driving system. Compared to ego-vehicle perception, roadside perception offers 

several advantages: an overhead global perspective can avoid target occlusion issues, 

reduce blind spots in perception, and provide longer-range target detection. Addition-

ally, ego-vehicle perception depends on advanced sensor equipment and computational 

power on the vehicle, increasing the cost of autonomous vehicles. Roadside perception 

relies on public infrastructure's sensing equipment and computing power, which is con-

ducive to the future popularization of autonomous driving. 

3D road environment perception can rely on various sensors, with cameras and Li-

DAR being the most fundamental modalities. Camera sensors can provide image data 

and dense semantic information, while LiDAR can give accurate and dense three-di-

mensional spatial point cloud positions. Both modalities contain a wealth of infor-

mation. Currently, many studies focus on camera-LiDAR fusion. Conversely, LiDAR 

is more effective at figuring out an object's 3D spatial position, while visual data is 

superior at classifying items. However, not all information provided by LiDAR and 

cameras is beneficial for training. For example, Zimmer et al. found that using LiDAR 

data with Coopdet3D and InfraDet3D on the TUMTraf Intersection Dataset resulted in 

higher mAP compared to the combination of camera and LiDAR [1]. Besides the final 

object detection metrics, current research lacks methods to determine whether extracted 

features are beneficial or reasonable. This study uses a cross-attention block to capture 

the interdependencies between the two modalities and visualizes the features to demon-

strate the useful information extracted from both modalities. 

In 3D object detection, transformer modules and convolutional neural networks 

(CNNs) based modules are commonly used to extract features from both branches. 

These modules are limited to linear modeling, which presents challenges in handling 

complex information. Additionally, as black-box models, they lack interpretability. Re-

cently, Kolmogorov-Arnold Networks (KAN) [2] have provided modules based on 

combinations of nonlinear functions. These can replace multiple continuous linear lay-

ers in the model, resulting in stronger fitting capabilities and improved interpretability. 

In this model, KANs-enhanced encoders are utilized to extract nonlinear features, and 

the intrinsic correlation between the two modalities is also calculated to improve the 

fusion process. Our main contributions are: 

• We proposed improved LiDAR and visual feature encoders based on KANs, ad-

dressing the inadequate feature extraction of complex data. Models using these en-

coders achieved higher accuracy. 

 

• We developed the Camera-LiDAR CrossAttn module to address the issue of reduced 

accuracy after integrating camera features. This module uses attention weights to 

focus on valuable information. Visual analysis showed that features fused using this 

module are more meaningful than direct convolution-based fusion. 

 

• Our proposed Kaninfradet3D model surpasses the benchmark in detection accuracy, 

offering a reference for integrating KANs in 3D detection tasks. 
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Related Work 

2.1 Roadside perception 

At present, the related research of 3D perception mainly focuses on the perspective of 

the vehicle, and relatively few rely on roadside infrastructures. This is mainly due to 

the lack of supporting roadside datasets. Ye et al. released Rope3D [3], a large-scale 

roadside dataset containing 3D objects on images. Subsequently, Yu et al. released the 

large-scale multimodal dataset DAIR-V2X [4], which includes data from both vehicle 

and roadside perspectives, with DAIR-V2X-I focusing on the roadside perspective and 

containing LiDAR and image data. Zimmer et al. released the TUMTraf V2X Cooper-

ative Perception Dataset, which also includes both vehicle and roadside data, providing 

multiple viewpoints of an intersection. These datasets have advanced the development 

of roadside perception. 

BEVHeight [5] and BEVHeight++ [6] are methods that rely solely on vision. They 

regress the height of vehicles to the ground instead of predicting the pixel-wise depth. 

Wang et al. proposed the pillar attention fusion network [7], which uses LiDAR data 

from both vehicle and roadside perspectives for 3D detection. However, research on 

LiDAR and vision fusion is still relatively scarce. Zimmer et al. released InfraDet3D 

[8], which uses early fusion for two LiDARs and late fusion to combine monocular 

camera information. They then proposed Coopdet3D based on BEVFusion [9] and Pil-

larGrid [10], using deep fusion to include roadside camera-LiDAR fusion, vehicle cam-

era-LiDAR fusion, and vehicle- infrastructure fusion in three pipelines. However, the 

mAP metric for InfraDet3D and Coopdet3D using only LiDAR on TUMTraf Intersec-

tion test set [11] is higher than that for the combination of camera and LiDAR, indicat-

ing that more information did not necessarily improve detection performance. 

2.2 Kolmogorov–Arnold Networks (KANs) 

Inspired by the Kolmogorov-Arnold representation theorem, researchers proposed Kol-

mogorov-Arnold Networks (KANs) [2] as promising alternatives for Multi-Layer Per-

ceptron (MLPs). KANs employ learnable activation functions to eliminate the combi-

nation of fixed activation functions and linear functions in MLPs, enabling them to 

effectively learn high-dimensional complex data. Furthermore, it offers superior inter-

pretability and explainability compared to MLPs. In place of conventional convolu-

tional neural networks (CNNs), Bodner et al. [12] presented convolutional Kolmogo-

rov-Arnold networks(Convolutional KANs). In [13], Drokin introduced KAN convo-

lutional versions of focal modulation layers and self-attention, as well as a parameter-

efficient finetuning procedure for Convolutional KANs. Subsequently, Azam et al. [14] 

further analyzed the performance and efficiency of constructing traditional building 

blocks, such as convolutional layers and linear layers, using the KAN concept, high-

lighting its advantages on visual datasets. However, current research remains limited to 

image data processing and lacks practical application attempts. This research investi-

gates the use of KANs in engineering, attempting to apply them to LiDAR data and 3D 

object detection applications. 
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2.3 Multi-sensor Fusion 

Multi-sensor fusion enables the complementary functionality of data from different mo-

dalities, leading to improved performance. Particularly among the most common pair-

ings is the merging of camera and LiDAR data. Multi-sensor fusion may be categorized 

as early fusion, deep fusion, and late fusion according on the state of fusion. Early fu-

sion [15] refers to directly combining the data before processing, such as aligning and 

projecting point cloud data to minimize data loss. For example, [16] employs LiDAR 

projections to generate pseudo-images, which are then concatenated with camera im-

ages for 2D perception. 

Deep fusion, also known as feature-level fusion, involves extracting features from 

the LiDAR branch, such as voxelizing, before further combining them. MVXNet [17], 

for instance, projects voxelized features into image space to generate regions of interest 

(ROIs) and encodes features within these ROIs. [18] and [19] incorporate multi-head 

attention mechanisms to achieve adaptive fusion. 

Late fusion [8] involves merging the proposals from multiple modalities. Its ad-

vantage lies in the flexibility to optimize the model for each branch independently. 

However, these fusion methods are primarily developed for the ego-vehicle perspec-

tive, and there is still much to explore in developing models that perform fusion from 

the roadside perspective. 

Methodology 

In this section, we give a complete overview of our model, Kaninfradet3D, which fo-

cuses on improving the extraction of subtle characteristics and feature fusion in road-

side perception. We first describe the KAN Layers and KANConv mathematical ex-

pressions utilized later. Next, we will go into detail about the KAN-modified encoder 

and fuser. Finally, we present the Camera LiDAR CrossAttn module, which uses a 

multi-head cross-attention mechanism to compute global attention values for the mu-

tual dependencies of the camera and LiDAR branches. 

Fig. 1 illustrates the overall architecture of the model based on the roadside compo-

nent of Coopdet3D. It applies an encoder to both the image branch and the LiDAR point 

cloud branch. The features are input into the CamLiDARCrossAttn module, where they 

undergo down sampling to compress the features and rearrange before being input into 

the MultHeadCrossAttn layer to compute cross-attention. The features are then unsam-

pled to restore the dimensions. The ConvKANfuser is used to fuse the LiDAR and vis-

ual features, and finally, a decoder and detection head output the 3D targets. 
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Fig. 1. Model Structure of Kaninfradetr3D 

3.1 KAN-Improved Feature Extraction Module 

KANLayers. This work focuses on leveraging KANs to enhance current modules. The 

foundational building blocks of most modern deep learning models are MLPs. MLPs 

essentially use multiple layers of transition matrices 𝑊 and activation functions 𝜎 to 

approximate complex nonlinear functions. Mathematically, this can be expressed as, 

where 𝐙 represents the input vector to the network: 

𝑀𝐿𝑃(𝐙) = (𝑊𝐾−1 ∘ 𝜎 ∘ 𝑊𝐾−2 ∘ 𝜎 ∘ ⋯ ∘ 𝑊1 ∘ 𝜎 ∘ 𝑊0)𝐙 (1) 

The capacity to approximate complex functions gets better as the number of layers rises. 

While learning more complicated functions is theoretically possible for a large enough 

model, it comes at a high computational cost. This makes MLPs parameter inefficient 

and limits their ability to handle high-dimensional data. To overcome such obstacles, 

Liu et al. [2] introduced Kolmogorov-Arnold Networks (KANs), which utilize the Kol-

mogorov-Arnold representation theorem. Like MLPs, KANs consist of multiple KAN 

layers. However, unlike MLPs, where activation functions are applied at the nodes, 

KANs learn activation functions on the edges. The following is a representation of 

KANs: 

𝐾𝐴𝑁(𝐙) = (Φ𝐾−1 ∘ Φ𝐾−2 ∘ ⋯ ∘ Φ1 ∘ Φ0)𝐙 (2) 

where Φ𝑖 represents the 𝑖-th layer of the KANs. For a KAN layer with 𝑛𝑖 dimensional 

input and 𝑛𝑖+1  dimensional output, Φ  contains 𝑛𝑖 × 𝑛𝑖+1  learnable activation func-

tions, like the edges in MLPs. The operation between the 𝑖-th and the 𝑖 + 1-th layers in 

a 𝐾 -layer KANs is as follows: 

𝑥𝑖+1,𝑝 = ∑  
𝑛𝑖
𝑝=1 𝑥̃𝑙,𝑞,𝑝 = ∑  

𝑛𝑖
𝑝=1 𝜙𝑖,𝑞,𝑝(𝑥𝑖,𝑝), 𝑞 = 1,⋯ , 𝑛𝑖+1 (3) 

It can also be represented as a matrix as follows: 
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𝐙𝑖+1 =

(

 
 

𝜙𝑖,1,1(⋅) 𝜙𝑖,1,2(⋅) ⋯ 𝜙𝑖,1,𝑛𝑖(⋅)

𝜙𝑖,2,1(⋅) 𝜙𝑖,2,2(⋅) ⋯ 𝜙𝑖,2,𝑛𝑖(⋅)

⋮ ⋮ ⋮
𝜙𝑖,𝑛𝑖+1,1(⋅) 𝜙𝑖,𝑛𝑖+1,2(⋅) ⋯ 𝜙𝑖,𝑛𝑖+1,𝑛𝑖(⋅))

 
 

⏟                            
𝚽𝑖

𝐙𝑖  (4) 

In this case 𝜙𝑖,𝑞,𝑝 represents the sum of basis function 𝑏(𝑥) and the spline function. 

𝜙(𝑥) = 𝑤𝑏𝑏(𝑥) + 𝜙̃(𝑥) (5) 

𝜙̃(𝑥) = 𝑤𝑠 𝑠𝑝𝑙𝑖𝑛𝑒(𝑥) (6) 

In [2] it is suggested to set 𝑏(𝑥) = SiLU (𝑥) = 𝑥/(1 + 𝑒−𝑥). KANs use parameterized 

activation functions as weights, discarding the linear weight matrices used in MLPs. 

This allows KANs to reduce model size while maintaining performance and enhancing 

interpretability. 

Kolmogorov-Arnold Convolutions (KANConv). Kolmogorov-Arnold Convolutions 

are demonstrated in [12]. In convolutional neural networks, the kernel is a collection of 

weights, while the kernel of Kolmogorov-Arnold Convolutions consists of learnable 

univariate nonlinear functions. For an input feature 𝑋(𝑐, 𝑤, ℎ), where c is the number 

of channels and 𝑤, ℎ are the width and height dimensions of the feature, respectively. 

The calculation of a Kolmogorov-Arnold Convolution with a kernel size of k can be 

expressed as: 

 𝑥𝑖𝑗 = ∑  𝑐
𝑙=1 ∑  𝑘−1

𝑚=0 ∑  𝑘−1
𝑛=0 𝜑𝑚,𝑛,𝑙(𝑋𝑙,𝑖+𝑚,𝑗+𝑛);  𝑖 = 1,⋯ ,𝑤 − 𝑘 + 1,   𝑗 = ℎ − 𝑘 + 1 (7) 

This layer will be referred to as KANConv in this paper. 

KANvtransform, PointEncoder and ConKANfuser. The vtransform module is part 

of the BEVFusion encoder's camera branch. It consists of three modules in order: 

downsample, depthnet, and dtransform. The dtransform operation is a process that un-

folds features in one step through three consecutive convolution blocks. Each convolu-

tion block consists of a convolutional layer, a BatchNorm layer, and a ReLU activation 

function. We replaced the convolutional layer with KANConv. In this study, 

KANvtransform is used in the ImageEncoder to convert the visual features extracted 

by YOLOv8s into the BEV perspective. 

The PointEncoder is based on the simplified PointNet used in PointPillarsEncoder. 

After modification, this module includes two consecutive Pillar Feature Nets, where 

the linear layers are replaced with KANLayer. The PointEncoder is used to process 

voxelized LiDAR point clouds. Each KANLayer is followed by a BatchNorm layer. 

The processed features are then scattered back to obtain the tensor (𝑏, 𝑐, 𝑤, ℎ), where 

𝑤 and ℎ indicate the feature sizes. 
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The ConKANfuser is located after the CrossAttn layer and includes a KANConv 

layer followed by BatchNorm and ReLU. It further fuses the features weighted by at-

tention weights. 

Fig. 2. Visual comparison between LiDAR feature and Camera feature. The red-circled elements 

of the same target are easily identifiable in LiDAR, but the camera feature do not clearly separate 

the target from the backdrop. 

3.2 Camera LiDAR Cross-Attention Block 

LiDAR sensors collect discrete and sparse 3D spatial features, whereas cameras capture 

continuous and dense 2D planar features. The fusion of these two modalities requires 

transforming them into a common coordinate system, thus they are both projected into 

the BEV space. However, directly using convolutions to fuse features does not fully 

utilize the information from both modalities. 

Fig. 2 intuitively shows the feature maps obtained after feature extraction by the 

ImageEncoder and PointEncoder. In the LiDAR features, the distinction between the 

target and the background in the center of the intersection is very clear. However, the 

point clouds of targets that have not yet entered the intersection are obstructed by gan-

tries, making their features less discernible. Furthermore, with larger vehicles, a blind 

area exists behind them. 



  

 

 

 

 

168             N. Zheng et al.

The features that the ImageEncoder extracted have values all around the map since 

images are continuous. To make this more apparent, we highlight features with values 

greater than 1.5 × 10−3 . The values at the targets do not exhibit any appreciable 

changes on the feature map. This suggests that even while there is plenty of information 

in the camera images, it is not being effectively extracted. Such camera feature maps 

struggle to assist the LiDAR information further and might even interfere with clear 

detection. Additionally, since the camera covers a smaller area compared to LiDAR, 

targets may be segmented. As a result, it is necessary to improve the extraction of pic-

ture features, and it is not recommended to fuse the extracted feature maps directly with 

LiDAR feature maps. 

Therefore, in this study, a Camera LiDAR CrossAttn module is added after the fea-

ture extraction stage. This module is a multi-head cross-attention mechanism that cal-

culates the dependency between LiDAR and camera features in the BEV space. 

First, the feature maps of the two branches in this study are of size (768, 768). Direct 

embedding would cause significant memory pressure. Thus, a downsampling layer 

compresses the features to a size of (128, 128). Then, the embedded representations of 

the LiDAR and camera features, 𝐸𝐿and𝐸𝑐 , are generated with dimensions (𝑏, 128 ∗
128, 𝑐). 

Since we want to select local regions of the image based on information in the Li-

DAR features, we use the LiDAR features as the query 𝑄, and the image features as the 

keys 𝐾 and values 𝑉. Using a multi-head attention mechanism effectively stacks 𝑛 dif-

ferent cross-attentions. The formula for splitting the multi-head attention mechanism is 

as follows: 

MultiHead(𝑄, 𝐾, 𝑉) =  Concat ( head 1,  head 2, … , head 𝑛)𝑊𝑂 (8) 

Where each head𝑖 is calculated as: 

𝑄𝑖 = 𝑊𝑖
𝑄𝐸𝐿𝑖 , 𝐾𝑖 = 𝑊𝑖

𝐾𝐸𝑐𝑖 , 𝑉𝑖 = 𝑊𝑖
𝑉𝐸𝑐𝑖 ,   𝑖 = 1, …，𝑛 (9) 

head𝑖 = Cross attention (𝑄𝑖 , 𝐾𝑖 , 𝑉𝑖) = softmax (
𝑄𝑖𝐾𝑖

𝑇

√𝑑𝑘
) 𝑉𝑖 (10) 

Experiments and Analysis 

4.1 Experimental settings 

Dataset. We used the TUMTraf V2X Cooperative Perception Dataset and the 

TUMTraf Intersection Dataset, released by Walter Zimmer et al., for training. There 

are 2,000 labeled point clouds and 5,000 annotated images in the TUMTraf V2X Co-

operative Perception Dataset, totaling 30k 3D bounding boxes. The data was gathered 

utilizing multi-view high-resolution cameras and LiDARs from both vehicle and road-

side perspectives. We focus exclusively on the data collected from roadside facilities. 

Over 57.4k 3D bounding boxes and 4.8k photos make up the TUMTraf Intersection 

Dataset. We evaluate the model findings using the validation data because the test set 

has not yet been made public. 
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Metrics. To evaluate the accuracy of 3D bounding box detection in this study, we 

adopted the same evaluation metrics as those used in [11]. The distance and number of 

points inside the 3D box are used to classify the targets into Hard, Moderate, and Easy 

classes. Less than 20 points in the box and targets farther than 50 meters are considered 

hard targets. Objects that are partially occluded, within 40 to 50 meters, and contain 20 

to 50 points are classified as Moderate. Easy targets are those with more than 50 points, 

less than 40 meters distant, and no occultation. The evaluation metrics code is sourced 

from the TUM Traffic dataset Devkit. 

Model. The model uses YOLOv8 s as the backbone for the vision branch and a KAN-

modified PointPillar as the LiDAR backbone. Multi-head cross-attention is employed 

to extract relevant features between the two branches, generating feature maps of the 

same size as the LiDAR features. ConKANfuser then fuses the features from the mul-

tiple modalities. Subsequently, the output is processed through a decoder and detection 

head, with SECOND serving as the backbone. 

Implementation Details. To facilitate easy module replacement, the model is con-

structed and managed using mmdet3D. Optimization was conducted via AdamW (lr = 

1e-4, wd = 0.01) to ensure stable convergence and regularization. The memory demand 

for KANLayer operations and cross-attention computations is significantly high, ne-

cessitating the use of a batch size of 1 to maintain robust training. The initial learning 

rate is set to 1 × 10−4. To further stabilize the training process, we employed a Cosine 

Annealing strategy, starting with a warmup ratio of 0.3 to gradually increase the learn-

ing rate at the beginning of the training; as the training progresses, the learning rate is 

systematically decreased to ensure gradual convergence to the optimal solution. 

Our training is based on the pre-trained weights released by [1], and YOLOv8 s also 

uses the same pre-trained weights as used. The modules replaced with KAN layers are 

trimmed from the pre-trained weights. Due to memory limitations, the training process 

is divided into three stages: First, we train the modules that replaced the linear layers, 

specifically the PointEncoder. The linear layer weights are trimmed, and the model is 

trained for 20 epochs. Next, we train the modified KANConv layers separately, freezing 

the weights of the KanLinear layers for another 20 epochs. Finally, we conduct a full 

model training for 60 epochs. 

4.2 Results 

In this part, we evaluate our suggested approach against the benchmarks InfraDet3D 

from the TUMTraf Intersection Dataset and Coopdet3D from the TUMTraf V2X Co-

operative Perception Dataset. Both Coopdet3D and InfraDet3D have numerous varia-

tions, including interchangeable backbone plugins such as YOLOs and SwinT, 

PointPillars and VoxelNet. They also offer options for applying different data modali-

ties and fusion stages. Due to the unavailability of the test set, our model is evaluated 

on the validation set. As this study does not involve vehicle-side data, the Coopdet3D 
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models mentioned below refer to those conducted on the roadside end, without inte-

grating vehicle-side data. 

Table 1 displays the results of all current benchmarks and Kaninfradet3D on the 

TUMTraf Intersection Dataset, where PointPillar is applied to the point clouds regis-

tered from two perspectives. Notably, in both the south 1 and south 2 fields of view, 

the Lidar modality of Coopdet3D outperforms the fused camera and Lidar results. This 

observation highlights the motivation behind our study. In Kaninfradet3D, by effec-

tively integrating valuable information, the camera-LiDAR fusion surpasses the perfor-

mance of the LiDAR-only branch in Coopdet3D. Additionally, in both camera angles, 

Kaninfradet3D significantly outperforms Coopdet3D by +9.87 mAP and +10.64 mAP. 

These improvements are mainly attributed to the pre-fusion of features using cross-

attention and the enhanced feature extraction capabilities of the Encoder module pro-

vided by the KAN network. 

Table 1. Evaluation results of Kaninfradet3D and benchmark models on TUMTraf Intersection 

Dataset. 

Method FOV Modality Fusion Level 𝑚𝐴𝑃3𝐷 

PointPillars -- Lidar Early Fusion 62.11 

Coopdet3D South1 Lidar  No Fusion 69.47 

Infradet3D South1 Camera, Lidar Late Fusion 44.55 

Coopdet3D South1 Camera, Lidar  Deep Fusion 66.75 

Coopdet3D South2 Lidar  No Fusion 69.94 

Infradet3D South2 Camera, Lidar Late Fusion 37.06 

Coopdet3D South2 Camera, Lidar  Deep Fusion 66.89 

Kaninfradet3D South1 Camera, Lidar Deep Fusion 76.62 

Kaninfradet3D South2 Camera, Lidar  Deep Fusion 77.53 

Additionally, we evaluated the model's performance on the TUMTraf V2X Cooperative 

Perception Dataset under different difficulty levels, which is depicted in Table 2. On 

this dataset, KanInfraDet3D showed less pronounced improvements compared to the 

benchmark model, achieving +1.96 mAP and +3.05 mAP in the Easy and Moderate 

categories, respectively. However, it did not outperform Coopdet3D in the Hard cate-

gory. This discrepancy might be attributed to the varying quality of datasets, particu-

larly the specific scene occlusions. Overall, these results demonstrate that our model 

provides accurate perception and exhibits stable performance. They also validate the 

value and potential of KAN Layers in 3D perception tasks. 

4.3 Ablation Study on Camera-LiDAR Attention 

We compared the features before and after applying Camera-LiDAR CrossAttn with 

those that did not apply Camera-LiDAR CrossAttn in order to visually validate the ef-

fectiveness of the Camera-LiDAR CrossAttn module in feature fusion. The comparison 
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is quite clear. The visual characteristics mainly affected a tiny area in front of the cam-

era, and the fused features were primarily reliant on LiDAR data prior to the addition 

of Camera-LiDAR CrossAttn. In some cases, the fused features showed highly uneven 

distribution, with extremely high values in regions marked by red circles in the Fig. 3, 

indicating an abnormal concentration of camera features. This concentration hindered 

the effective learning of other features in the global context. 

Table 2. Evaluation results of Kaninfradet3D and benchmark models on the infrastructure part 

of TUMTraf V2X Cooperative Perception Dataset. 

𝑚𝐴𝑃3𝐷 ↑ 
Method Modality 

Easy Mid Hard Avg 

Coopdet3D(infra) Camera 31.19 46.73 40.42 35.04 

Coopdet3D(infra) Lidar  86.17 88.07 75.73 84.88 

Coopdet3D(infra) Camera, Lidar  87.99 89.09 81.69 87.01 

Kaninfradet3D Camera, Lidar  89.95 92.14 77.04 88.41 

 

Fig. 3. Comparison of features after fusion of Convfuser and Camera-LiDAR CrossAttn. The 

part circled in red is the abnormally fused camera feature. The gray background image is a version 

with the background removed for clearer display. 

After integrating the Camera-LiDAR CrossAttn module, the camera features were more 

evenly distributed across the LiDAR features rather than being abnormally concen-

trated in one area. Such abnormal fusion of camera features was common in the original 

module, but the Camera-LiDAR CrossAttn effectively resolved this issue. After suc-

cessfully integrating the camera features, not only were the targets with strong LiDAR 

reflection signals highlighted, but the features of smaller targets in the background, such 

as pedestrians and motorcycles, also became more distinguishable in the feature map. 

In Table 3, we evaluated the impact of improvements made to each module, with the 

enhancement from the Camera-LiDAR CrossAttn being the most significant. This 

demonstrates the critical role of the Camera-LiDAR CrossAttn in camera-LiDAR fu-

sion. The model achieved mAP scores of 75.44 and 75.54 in the two views of the 

TUMTraf Intersection Dataset, which are the closest to the performance of the complete 

Kaninfradet3D model. 
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Table 3. Ablation Study on KANs modified module and cross-attention module 

Point Camera 𝑚𝐴𝑃3𝐷 ↑ 

Encoder 
Kanvtransform ConvKANfuser 

LiDARAttn South1 South2 

    66.75 66.89 

✓    70.05 70.37 

 ✓ ✓  71.23 71.55 

   ✓ 75.44 75.54 

✓ ✓ ✓ ✓ 76.62 77.53 

4.4 Ablation Study on KANvtransform, PointEncoder and 

ConKANfuser 

To evaluate the effectiveness of KANs in the feature extraction and fuser modules, we 

separately assessed the modules after incorporating KAN modifications. In the 

PointEncoder, KAN Layers replace the linear layers, while in the Kanvtransform and 

ConvKANfuser, Conv2D layers are replaced with KANConv, so these two were 

grouped. The results in Table 3 show that the improvement in the PointEncoder was 

the least significant, while the enhancements from Kanvtransform and ConvKANfuser 

were more substantial, with increases of +4.48 mAP and +4.66 mAP, respectively. 

Overall, the incorporation of KANs produces favorable results, whether in the form of 

linear layers or convolutional layers. 

The most significant improvement came from the inclusion of cross-attention, indi-

cating that at this stage, refining fusion methods yields greater benefits than improving 

feature extraction. Our model achieves optimal performance by combining these three 

modules. 

Conclusion 

This paper investigates the current challenges in roadside perception, such as the lack 

of effective methods and models, inadequate fine-grained feature extraction in existing 

fusion frameworks, and suboptimal fusion performance among different branches. To 

tackle these issues, we introduce Kolmogorov-Arnold Networks and three modified 

KAN modules derived from the KAN Layer. Two feature encoders, a multi-head cross-

attention module, a KAN-enhanced convolutional fuser, a decoder, and a detection head 

are all part of the suggested network. 

KAN Layers, which take the place of conventional linear layers in the PointEncoder, 

improve the encoder's capacity to recognize and comprehend high-dimensional charac-

teristics. KANConv enhances the learning of complicated features by substituting the 

original Conv2D layers in the ImageEncoder and ConvKANfuser. Prior to the fuser, 

the Camera-LiDARAttn module is added. Its purpose is to pre-fuse features from dif-

ferent branches by calculating multi-head cross-attention on them based on their de-

pendencies. This successfully lessens the detrimental effects on the fusion process of 
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regionally high values in camera characteristics. By utilizing these innovative designs, 

Kaninfradet3D exhibits exceptional accuracy in roadside 3D perception challenges, of-

fering fresh perspectives on roadside 3D object detection. 

Even though our model works exceptionally well on the training dataset, additional 

validation on a broader range of datasets is required due to the recent rapid development 

of roadside 3D perception datasets. Additionally, there are many details regarding the 

integration of KANs that warrant further discussion, including the number of added 

layers, analysis of model parameters, and a deeper exploration of their interpretability 

in perception tasks. We will subsequently focus on these aspects, continuing to research 

and optimize the modules to update the model. 
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