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Abstract. The gold industry is highly dynamic, with gold price fluctuations af-
fecting both buyers and sellers. Traditional valuation methods rely on expert
opinions and historical data but often lack efficiency and objectivity. Recently,
machine learning (ML) has gained prominence as a robust tool for analyzing
complex data patterns. This research focuses on the use of ML techniques to de-
velop an accurate gold price prediction model by analyzing extensive historical
data. The proposed ML model uses feature engineering techniques such as fea-
ture selection. It also includes various algorithms, such as linear regression, ran-
dom forest, SARIMAX, and gradient boosting. Model performance is evaluated
through metrics such as the MAPE, RMSE, and MAE. The results indicate that
the ML model significantly outperforms traditional methods in terms of accuracy,
offering valuable insights for stakeholders in industries such as automotive and
finance, assisting informed decisions in pricing, inventory management, and fi-
nancial evaluations.

Keywords: Gold price prediction, Machine learning, Model performance met-
rics, Historical data analysis, Hyperparameter.

1 Introduction

Gold is a store of value and an economic indicator. This is why accurate price prediction
is important to policymakers, industry, and investors. Investors use gold price forecasts
to diversify gold and other assets, such as stocks and bonds, to enhance their portfolios.
This helps them react to economic risks, such as financial crises and inflation, and in-
vest in time while reducing risks. Prices of gold also indicate overall economic condi-
tions such as inflation, interest rates, and political stability. This is important to policy-
makers and economists because it helps them obtain information on inflationary trends
and potential recessions. In industries such as jewelry and electronics, where fluctua-
tions in gold prices directly influence costs, accurate forecasts are important. The fore-
casts assist in ensuring appropriate risk management via instruments such as forward
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contracts and assist in adjusting procurement and pricing to maximize profit and ensure
competitiveness.

Additionally, this research looks at traditional econometric models alongside ma-
chine learning techniques. It aims to find the most accurate forecasting methods. This
contributes to academic knowledge and offers practical advice for traders, analysts, and
investors. The main goal of predicting gold prices with ML is to improve forecast ac-
curacy by analyzing historical price patterns and trends. It also aims to offer real-time,
useful insights for investors, businesses, and policy-makers. This research compares
different ML techniques to find the most dependable approaches. This contributes to
academic knowledge and innovative ideas in financial forecasting. These efforts help
policymakers gain tools to predict economic challenges. Gold price prediction faces
several significant challenges. First, gold is sold and purchased in various markets
around the globe in both physical and futures forms. This makes prices volatile and
makes it difficult to obtain standardized information. Second, central banks and insti-
tutional investors can manipulate gold prices through speculation and market manipu-
lation. This produces volatility that never necessarily reflects true supply and demand.
Sensitivity to currency exchange is another challenge since gold is historically quoted
in U.S. dollars. Changes in the value of the dollar directly affect gold prices worldwide.
Finally, when local currencies weaken against the dollar, demand for gold increases,
causing prices to rise in local markets.

Solutions to Identified Challenges:

» The model gathers and processes historical gold prices from reliable sources. It
cleans the dataset. This helps minimize inconsistencies from split markets. This enables
the model to utilize data that are error-free, uniformly for-matted, and trustworthy, lead-
ing to improved predictions.

+ With the application of long-term historical data, the model dampens the effect of
short-term price fluctuations due to speculators or large players. This makes predictions
more stable and realistic.

» The model does not use currency data as inputs. Historical gold prices inherently
contain fluctuations in the dollar value. This allows it to learn and predict from such
trends.

2 Literature Survey

Ghule et al. [1] utilized 22 market parameters effectively. They ensure that there is
strong analysis and provide daily predictions, showing how machine learning can be
applied in real market situations. However, in this work, no effort is made to observe
how the model can be generalized across various datasets or across various market sit-
uations. This limits its wider application. The paper also does not test how model per-
formance changes when it is applied to streaming or up-to-date data.

Das et al. [2] reviewed a decade and provided a detailed look at machine learning
algorithms for predicting gold prices. It emphasizes the strengths of models such as
support vector machines (SVMs) and random forests. However, the study is weak in
practical applications and does not include a comparison of different datasets. It also
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does not evaluate how model performance changes with streaming or continuously up-
dated data.

Bhajantri et al. [3] utilized the Facebook Prophet model for gold price fore-casting
on the basis of historical data. While the study focuses on time series analysis, it ne-
glects hybrid methods that can enhance outcomes. The exclusion of macroeconomic
and geopolitical drivers also constrains its international applicability.

Rajapakse [4] provided an end-to-end data-driven, data-forecasting methodology for
Sri Lankan day gold prices. It utilizes XGBoost and random forest with emphasis on
feature engineering, lag analysis, and hyperparameter tuning. It becomes more applica-
ble to local policymakers and investors by including a variety of external variables,
such as currency exchange rates, crude oil, silver, and the consumer price index. Nev-
ertheless, the study's narrow time and geographical coverage make it less applicable to
other markets or trends after 2022. Moreover, although it thoroughly tests model per-
formance, it does not con-sider external shocks or unstructured sources of data such as
news sentiment, which can make it ineffective during times of uncertainty.

Amini et al. [5] achieved high forecasting accuracy with a CNN-Bi-LSTM hybrid
model that includes automatic parameter tuning. The main limitation of this approach
is its dependence on large amounts of historical data, which may not always be availa-
ble or easy to gather. Moreover, the model offers a limited focus on interpretability,
which could hinder its usefulness for clear decision-making in financial situations.

Selamat et al. [6] suggested a long short-term memory (LSTM) model with 97.68%
accuracy and 0.023 MAPE for forecasting gold prices. The model can learn complex
time series relationships and outperforms traditional methods. Future studies aim to
minimize problems such as overfitting and improve robust-ness with advanced learning
mechanisms.

Alfianda et al. [7] contrasted gold price prediction with graph convolutional net-
works (GCNs) and long short-term memory (LSTM) networks. They concluded that
while LSTM has the potential to work well with sequential time series data, a GCN can
find complex relationships between factors and may be more suitable than an LSTM.
Their top-performing GCN model showed good performance metrics, but they men-
tioned that more work needs to be done to assert the stability of the model in financial
prediction.

Wahyuningsih et al. [8] provide a detailed literature review on the prediction of gold
prices via different machine learning techniques. They highlight artificial neural net-
works as the most accurate method according to the RMSE, MAE, and MAPE metrics.
The main limitation is the reliance on secondary research, which means that no original
experiments were conducted. This restricts practical vali-dation. Furthermore, the wide
scope diminishes the focus on specific implementation challenges. As a result, action-
able insights for direct application are limited.

Agarwal and Kumari [9] implemented a linear regression-based model to forecast
the gold price via historical Gold Exchange-Traded Fund data from 2005 to 2020. The
model included moving averages of five and ten days as key predictors and yielded
high accuracy in predictions, with an R? of 98.76%. The results proved that even simple
regression can capture price movement trends efficiently if relevant historical features
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are used. However, the major deficiency of this study is the inclusion of limited tech-
nical indicators and an assumption of linearity.

Sinha and Khandait [10] created a large, detailed dataset to study how news affects
the gold market. They focused on classifying over 11,000 headlines on the basis of
price changes and relevance. Their machine learning system effectively sorts news and
offers valuable information for financial modeling. Howev-er, these studies emphasize
data creation and classification performance. It does not explore how easy it is to un-
derstand the predictive models or address their computational complexity.

Gadage and Baporikar [11] surveyed different machine learning models, including
SVM, random forest, and hybrid approaches, for predicting gold prices. These findings
show that these models can improve accuracy. However, a limitation is that the work
is conceptual and does not include experimental validation. Additionally, the lack of
focus on explainability lessens its practical value for decision-makers.

Varshini et al. [12] studied gold, silver, copper, platinum, palladium, and aluminum
futures via machine learning and deep learning models such as LSTM, Bi-LSTM, GRU,
ConvLSTM, SVR, and XGBoost. Their results show that no single model reliably out-
performs the others. The predictive performance varies by metal, time period, and input
window. One limitation is that there is no universally reliable model. This makes it
difficult for stakeholders to create stable fore-casting strategies.

Samson [13] showed that cryptocurrency price forecasting can be reliable when Gra-
dient Boosting, Random Forest, and Bagging algorithms are compared. He uses lagged
closing prices instead of traditional OHLC data. The main draw-back is that the study
looks at a narrow range of algorithms and does not include deep learning methods,
which might better capture temporal dependencies. The limited dataset and lack of em-
phasis on generalizability also lessen its usefulness in various market conditions.

Narendran’s [14] study on gold price forecasting revealed that different ma-chine
learning methods, including deep learning and ensemble models, can achieve high pre-
dictive accuracy. However, these methods are often complex and require considerable
computing power, making them difficult to implement in practice. The study also noted
that these models are not easy to interpret, which limits their usefulness for stakehold-
ers, who need clear explanations for the pre-dictions.

Sadorsky [15] reported that predicting gold and silver prices works well with tree-
based machine learning classifiers such as random forests, bagging, and stochastic gra-
dient boosting. These methods use technical indicators and often achieve accuracy rates
over 85% for multiday forecasts. This is much better than traditional logit models.
However, the study focused only on tree-based algorithms and did not compare them
with deep learning methods that could improve prediction, especially for complex time
patterns.

3 Methodology

The methodology used in this study is shown in Fig. 1. The methodology begins with
data collection. A total of 2,584 rows of relevant information were gathered from
Kaggle, covering the period from 2013 to 2023. This dataset provides solid historical
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groundwork for the forecasting task. Next, the data are preprocessed to clean and pre-
pare them. This step addresses issues such as missing values, dropping unnecessary
columns, removing commas, and converting relevant columns to floats. Once the data
are ready, they are divided into training and testing datasets. This division helps create
the model.

3.1 Dataset Description

The data are sourced from Kaggle and include 2,584 records of gold price data. The
dataset was divided into 80% for training and 20% for testing. It has seven columns:
date, price, open, high, low, volume, and change %. For this study, only the closing
price (Price) was used as the main predictive feature, and previous-day values were
derived from it to capture short-term patterns in the time series. The other columns,
such as Open, High, Low, Volume, and Change%, were reviewed during preprocessing
but not used for model training to maintain a univariate forecasting approach. The date
column indicates the trading day, and Price represents the closing price of gold in USD
per ounce. The data are almost complete, with one missing value in the volume column.
All the numeric fields were converted from text to numeric for quantitative analysis.
The dataset provides a good representation of gold price fluctuations and supports reli-
able forecasting and trend analysis. Table 1. provides a summary overview of the da-
taset attributes, including the number of rows, time span, data source, years covered,
and statistical range of the price feature, along with the features considered.

Table 1. Dataset Description.

Attributes Description
No of rows 2,584
Time span 2013-2023
Source Kaggle

No of years 10
Maximum price 2,058.40
Minimum price 1,049.60
Features used Lag price

3.2  Data Preprocessing

The dataset underwent several preprocessing steps to prepare it for reliability and mod-
eling. Missing values were found and addressed to maintain data integrity. Irrelevant
columns such as Vol. and Change% were dropped to retain useful data. To prepare
numerical data for analysis, format-related issues such as embedded commas were
eliminated, and columns such as Price, Open, High, and Low were reformed into a
uniform numerical format. For feature engineering, the dataset was divided into sepa-
rate regions for training and testing at an 80-to-20 ratio. A sliding window method was
used to form input—output pairs, and the model was able to predict the price of the
subsequent day from historical trading data.
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3.3 Language Used

The entire process was conducted via Python. It was used to cleanse and preprocess the
data, create input windows for prediction, train and test prediction models, evaluate
performance through error measures, and create visualizations to examine the results.
3.4  Applied Models

Random forest (RF), XGBoost (XGB), K-nearest neighbors (KNN), and linear regres-
sion (LR) models were used to forecast and model the behavior of gold prices. RF and
XGB both use ensemble techniques to limit overfitting. KNN forecasts on the basis of
similarities. LR identifies linear relationships between features and gold prices. A
SARIMAX model also considers time-dependent relationships and seasonality. Short-
term heterogeneity and long-term trends were identified.

3.5 Performance Metrics

The models were tested on three common performance metrics: RMSE, MAE, and
MAPE. The RMSE approximates the square root of the mean squared error between
the predicted and actual values, with more weight given to large errors. The MAE ap-
proximates the mean absolute difference, providing a simple measure of the size of the
average error. The MAPE approximates accuracy as a proportion and indicates how
close the predictions are to the observed values in relation to their size. To test the
performance impact of varying input structures, the models were assessed on a variety
of sliding window configurations, including 7:1, 7:2, 7:3 and 14:3, to enable the detec-
tion of a range of time-varying patterns in gold price behavior. For each model, different
hyperparameter combinations were tuned via grid search to minimize errors and im-
prove the accuracy of the test data.

Root mean square error (RMSE):
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Fig. 1. Workflow diagram of machine learning model development.

4 Results and Discussion

Gold price data from the last 10 years were employed. To make it valid for analysis,
the data were subjected to exhaustive preprocessing, which included filling gaps, drop-
ping unnecessary columns, removing commas, and converting relevant columns to
floats to make them uniform. The data were then divided into training and testing sets
at an 80:20 ratio to facilitate objective assessment of the performance of the predictive
models.

Several regression models have been tested, such as LR, RF, KNN, XGB, and
SARIMAX. Compared with other machine learning methods, SARIMAX and LR con-
sistently yield the best results, showing high reliability in capturing the pattern of gold
prices. The performance showed that RF, XGB, and KNN performed moderately, but
simpler algorithms such as LR and SARIMAX showed higher accuracy for this fore-
casting problem. The superior performance of linear regression and SARIMAX indi-
cates that the underlying gold price patterns are largely linear and time dependent. Com-
plex ensemble models such as random forest and XGBoost may have slightly overfitted
the limited data and captured noise rather than trends. This suggests that simpler, inter-
pretable models are more effective for stable financial series such as gold prices.

Using a sliding window method, different feature settings were tested, and the 7:1
window had the highest predictive accuracy. As shown in Table 2., LR was the top
performer in this setting, with the lowest RMSE of 16.68, MAE of 12.16, and MAPE
of 0.01%. The SARIMAX model performed well with a 7:1 sliding window and an
RMSE of 17.22, an MAE of 12.41, and a MAPE of 0.69%. RF and KNN were also the
top performers in the 7:1 sliding window, with RF having an RMSE of 19.92, an MAE
of 14.86, and a MAPE of 0.01% and The KNN algorithm has an RMSE of 24.16, an
MAE of 18, and a MAPE of 0.01%. XGB, when executed with the 7:1 window, had
the highest errors of all the models, with an RMSE of 24.33, an MAE of 18.65, and a
MAPE of 0.01%.

In another setting, with the 7:2 sliding window, LR posted 20.17 (RMSE), 14.85
(MAE), and 0.01% (MAPE), whereas SARIMAX posted 17.24 (RMSE), 12.46 (MAE),
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and 0.69% (MAPE). In the same setting, RF posted 24.55 (RMSE), 18.30 (MAE), and
0.01% (MAPE), whereas XGB posted 27.1 (RMSE), 20.79 (MAE), and 0.01%
(MAPE). KNN posted 28 (RMSE), 21.14 (MAE), and 0.01% (MAPE) errors.

With a 7:3 sliding window setting, SARIMAX achieved values of 17.25 (RMSE),
12.46 (MAE), and 0.69% (MAPE). LR reached 22.92 (RMSE), 16.94 (MAE), and
0.01% (MAPE). RF achieved 27.92 (RMSE), 20.67 (MAE), and 0.01% (MAPE). XGB
achieved values of 30.69 (RMSE), 23.36 (MAE), and 0.01% (MAPE). KNN achieved
32.22 (RMSE), 24.31 (MAE), and 0.01% (MAPE). With a 14:3 sliding window con-
figuration, SARIMAX achieves values of 17.25 (RMSE), 12.46 (MAE), and 0.69%
(MAPE). LR continued to perform well, with 22.94% (RMSE), 16.92% (MAE), and
0.01% (MAPE). RF achieved 29.92 (RMSE), 22.12 (MAE), and 0.01% (MAPE). XGB
achieved 31.57 (RMSE), 23.96 (MAE), and 0.01% (MAPE). KNN achieved the highest
errors when all the windows utilized were used, with 45.51 (RMSE), 34.2 (MAE), and
0.02% (MAPE) errors. Overall, the results confirm consistent forecasting performance
across different window settings, with minimal variation in the error metrics. Fig. 2
summarizes the predicted and actual gold prices for the linear regression model, show-
ing how closely the model tracks the test data over the historical trend.

Table 2. Model performance under a 7:1 sliding window.

Model Parameters used Best combi- | RMS | MA | MAP
nation E E E

SARIMA | param_grid = [(p, d, q) for p in | or- 1722 | 12.4 | 0.69

X [0,1,2] for d in [0,1] for q in | der=(0,0,2), 1 %
[0,1,2]], exog=X_train exog=X tra

in (10,1
also works
similarly)

Random | n_estimators = | n_estima- 19.92 | 14.8 | 0.01

Forest [100,150,200,250,300,350,400 | tors =450 6 %
,450]

KNN n_neighbors = [3,5,7,9], | n_neigh- 24.16 | 18.0 | 0.01
weights = ['uniform','distance'], | bors=5, 0 %
algorithm = ['au- | weights=‘u
to','ball_tree','kd_tree','brute'] niform’, al-

go-
rithm="auto

Linear fit_intercept=True, fit_inter- 16.68 | 12.1 | 0.01

Regres- n_jobs=None, positive=False cept=True, 6 %

sion n_jobs=No

ne,  posi-
tive=False

XGB n_estimators = [100, 200, 300], | n_estima- 2433 | 18.6 | 0.01
max_depth =[2, 4, 6] tors = 300, 5 %

max_depth
=2
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LR prediction using a 7-day sliding window to forecast the next day’s price
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Fig. 2. Linear Regression predicted gold prices (blue) closely follow the actual test prices (orange

dashed) using a 7-day window to forecast 1 day ahead, over the full historical period.

Table 3. Model performance under a 7:2 sliding window.

=2

Model Parameters used Best combi- | RMS | MA | MAP
nation E E E

SARIMA | order values like (0,0,1), | or- 17.24 | 12.4 | 0.69

X (2,0,2), (2,0,1), (2,1,2),(1,0,1) | der=(1,0,1), 6 %
with exogenous=X_train exoge-

nous=X_tra
in

Random | n_estimators = | n_estima- 24.55 | 18.3 | 0.01

Forest [100,150,200,250,300,350,400 | tors =250 0 %
,450]

KNN n_neighbors = [3,5,7,9], | n_neigh- 28.00 | 21.1 | 0.01
weights = ['uniform','distance'], | bors=5, 4 %
algorithm = ['au- | weights=‘u
to','ball_tree','kd_tree','brute'] niform’, al-

go-
rithm="auto

Linear fit_intercept=True, fit_inter- 20.17 | 14.8 | 0.01

Regres- n_jobs=None, positive=False cept=True, 5 %

sion n_jobs=No

ne,  posi-
tive=False

XGB n_estimators = [100, 200, 300], | n_estima- 27.1 120.7 | 0.01
max_depth =[2, 4, 6] tors = 100, 9 %

max_depth
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SARIMAX prediction using a 7-day sliding window to forecast the next 2 days

—— Gold Price (All Data)
Predicted Price (7:2 Window)
Actual Price (Test)
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Fig. 3. SARIMAX predicted gold prices (blue) closely follow the actual test prices (orange
dashed) using a 7-day window to forecast 2 days ahead, over the full historical period.

Table 4. Dataset Description.

Model RMSE(mean £std) | MAE(mean+std) MAPE(mean+std)
Linear Regression | 16.68+0.5 12.16+ 0.4 0.01%=0.002
SARIMAX 17.22+0.7 12.41£0.5 0.69%=0.01
Random Forest 20.11+0.6 14.96+0.7 0.01%=0.002
XGBoost 25.15+0.8 19.37+£0.7 0.01%=+0.003
KNN 24.16£1.0 18.00£0.8 0.01%=+0.003

Fig. 3. summarizes the predicted and actual gold prices for the SARIMAX model,
showing how closely the model tracks the test data over the historical trend. The model
performance using the 7:1 setting clearly shows how the LR model reduces errors and
highlights the benefits of this sliding window setup. The 7-day window likely falls at a
time when global commodity markets, particularly gold prices, react to short-term eco-
nomic and policy updates such as news on inflation, interest rate announcements, and
shifts in market sentiment. This trend also appears in other sliding windows, with the
SARIMAX model often achieving the lowest error rates among the ML models. How-
ever, the 7:1 ratio consistently proves to be the best configuration, as shown in the tables
(Table 2., Table 3.). Table 4. presents the complete performance metrics for all the
models. The charts above (Fig. 2., Fig. 3.) clearly illustrate how the models perform
differently, making it easier to evaluate and compare their prediction accuracies. The
experiments were conducted on a PC with 8 GB of RAM (7.74 GB usable) and an Intel
Core i3-1005G1 CPU running at 1.20 GHz. The implementation was carried out in the
Python programming language via the Visual Studio Code (VS Code) environment,
where machine learning models were developed and evaluated.
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5 Conclusion and Future Work

This project demonstrated that machine learning models are efficient in gold price pre-
diction, which is influenced by economic, geopolitical, and market factors. A thorough
model analysis indicated that LR and SARIMAX outperformed RF, KNN, and XGB
with the minimum MAE, RMSE, and MAPE each time. The system was successful in
its objectives through the use of precise predictions, the capacity to accommodate mul-
tiple input settings, and high performance within different sliding window settings.
These findings confirm the predictability of machine learning in generating predictions
that assist investors in decision-making and allow industries to predict gold price fluc-
tuations.

Future Work:

+ More sophisticated deep learning architectures, such as LSTMs, GRUs, and trans-
formers, should be investigated to improve the ability to capture long-term dependency
in time series data.

* Model explainability can be enhanced with methods such as SHAP or LIME to
enable clear decision-making.

» Stress tests of the models are performed under various economic conditions, such
as during financial crises and pandemics.

* A random walk (naive) baseline model is included to strengthen the comparative
forecasting evaluation.

* Examine gold price interdependencies with other commodities such as crude oil,
silver, and equity indices.

Disclosure of Interests. The authors have no relevant financial or non-financial interests to dis-
close.
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