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Abstract. With the deep penetration of artificial intelligence (AI) technology 

across various industries, enterprises' promotion of their AI capabilities has in-

creasingly become a crucial means to enhance market competitiveness. However, 

some enterprises engage in exaggerated or even false propaganda in their state-

ments about AI capabilities, a phenomenon academically termed "AI washing." 

Such misleading claims not only distort the market's judgment of enterprises' true 

technical capabilities but also may exert negative impacts on investment deci-

sions, industry development, and public trust. To address this issue, this study 

constructs a detection framework based on multi-source data fusion and a dy-

namic attention mechanism. The framework integrates data from three dimen-

sions: enterprises' textual disclosures, temporal behavioral characteristics, and re-

lational network information. Specifically, the textual dimension analyzes lin-

guistic features in corporate press releases, financial reports, and patent litera-

tures; the temporal dimension tracks the release patterns of AI-related announce-

ments and their market responses; and the relational dimension reveals enterpris-

es' actual technical connections through supply chains and collaborative net-

works. The hierarchical feature extraction architecture designed in this study can 

adaptively adjust the weights of different data sources, thereby identifying white-

washing behaviors more accurately. Empirical analysis based on 856 AI-related 

listed enterprises shows that the proposed method achieves an accuracy of 89.3% 

and an F1-score of 0.872, demonstrating significant advantages over existing 

baseline methods. This research provides technical support for capital market 

regulation, investment risk assessment, and industry integrity construction. 
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1 Introduction 

1.1 Research Background and Motivation 

The rapid development of artificial intelligence technology is reshaping the global in-
dustrial landscape. According to forecasts by market research institutions, the global 
AI market size is expected to reach $3.5 trillion by 2033[1]. Against this backdrop, AI 
capabilities have become a core element for enterprises to build competitive ad-
vantages. However, market competition pressure has also given rise to a noteworthy 
phenomenon—some enterprises engage in overpackaging or even false promotion 
when presenting their AI capabilities. Similar to the "green washing" practice in the 
field of environmental protection, the academic community has defined this phenome-
non as "AI washing"[2][3]. 

AI washing presents diverse manifestations in corporate practice. Some enterprises 
exaggerate the level of automation in their products or services, touting simple rule-
based systems as advanced artificial intelligence. Others overstate the technical com-
plexity of their algorithms, packaging traditional statistical methods as deep learning 
models. Still others inflate the deployment scale of their AI systems or fabricate non-
existent research capabilities. Empirical studies show that approximately one-third of 
technology firms claiming to have "AI-driven" capabilities lack sufficient evidence of 
technical implementation[4]. This phenomenon not only distorts enterprises' market val-
uations and misleads investors' decision-making, but also undermines the credibility 
foundation of the entire industry in the long run[5]. 

There exist numerous technical challenges in the effective identification of AI wash-
ing practices. From the perspective of data characteristics, evidence of false claims is 
often scattered across multiple dimensions such as enterprises' textual disclosures, be-
havioral timelines and relational networks, making it difficult for a single data source 
to provide sufficient grounds for judgment. In terms of the temporal dimension, enter-
prises' claims about their AI capabilities will be dynamically adjusted in response to 
market conditions and financing needs, which requires detection methods to be capable 
of capturing temporal evolution patterns. From the verification standpoint, the authen-
ticity of AI capabilities needs to be comprehensively evaluated based on multiple as-
pects of information including patent quality, technical publications, product imple-
mentation and talent reserves. Furthermore, some enterprises adopt sophisticated lin-
guistic strategies in their AI washing practices; their statements may seem impeccable 
literally, but are obviously misleading in terms of the completeness and authenticity of 
the overall information. 

1.2 Related Research and Contributions of This Study 

Research on corporate washing practices originated in the field of environmental pro-
tection. Enterprises often shape false images through selective disclosure and ambigu-
ous expressions in their environmental claims[6]. With the advancement of computing 
technology, researchers have begun to use natural language processing methods to au-
tomatically identify greenwashing behaviors[7]. However, environmental performance 
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has relatively clear evaluation criteria, whereas the definition of AI capabilities is far 
more ambiguous, making it difficult to judge the substantive technological content re-
lying solely on text analysis[8]. 

Multimodal data fusion has demonstrated distinct advantages in the analysis of cor-
porate behaviors. Wang et al. (2019) combined financial data with textual data to iden-
tify fraudulent activities[9], while Zhou et al. (2020) integrated multi-source information 
to construct early risk warning systems[10]. However, most existing methods adopt sim-
ple feature concatenation or fixed-weight fusion, which fail to adapt to changes in the 
value of information across different scenarios[11]. The attention mechanism has pro-
vided a new approach to multi-source fusion[12], yet current mechanisms rarely take into 
account external contextual information such as enterprise attributes and market envi-
ronments. Graph neural networks are capable of analyzing complex inter-enterprise re-
lationships[13], but their application in the scenario of AI capability verification remains 
to be further explored. 

To address the aforementioned limitations, this study constructs a detection frame-
work integrating multi-source data and a dynamic attention mechanism. Its main con-
tributions are as follows:(1) Establishing a three-dimensional analysis system encom-
passing textual semantics, temporal behaviors, and relational networks, to cross-vali-
date enterprises' AI capabilities from multiple dimensions;(2) Designing a context-
aware dynamic attention mechanism that adaptively adjusts the weights of data sources 
based on enterprise size, industry attributes, and market environments;(3) Constructing 
an annotated dataset containing 856 AI-related listed enterprises. Experiments demon-
strate that the proposed method achieves an accuracy rate of 89.3%, which is signifi-
cantly superior to existing methods. 

2 Research Methodology 

This study formalizes AI washing detection as a binary classification task in supervised 
learning. Given the multi-source data of an enterprise 𝑒 during the observation period 

, t , the research objective is to learn a discriminant function , where 
ℰ denotes the enterprise feature space, 𝒯 denotes the temporal feature space, and the 
function output indicates whether the enterprise is engaged in AI washing practices. 

For an enterprise 𝑒 , this study collects data from three dimensions. The data in the 
textual dimension is denoted as 𝒳 , d , . . . , d , including textual materials 
such as the enterprise's press releases, regulatory disclosure documents, patent litera-
tures and technical blogs. The data in the temporal dimension is denoted as 𝒳

, t , covering event sequences such as the release time of AI-related 
announcements, market reactions to the announcements and the enterprise's financing 
activities. The data in the relational dimension is represented by a graph , 
where the node set V includes relevant enterprises and institutions, and the edge set E 
describes connections such as supply chain relationships, research collaboration rela-
tionships and talent flow relationships.  

The detection framework proposed in this study adopts a hierarchical architecture, 
which consists of four modules: feature extraction, dynamic fusion, temporal modeling, 
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and classification prediction. The feature extraction module designs encoders sepa-
rately for three types of data—textual, temporal, and relational—and converts raw data 
into structured feature representations. The dynamic fusion module calculates attention 
weights based on contextual information such as enterprise attributes and market envi-
ronments, achieving adaptive fusion of features across different modalities. The tem-
poral modeling module aggregates features on multiple time scales, capturing both 
short-term anomalies and long-term trends simultaneously. The classification predic-
tion module makes the final judgment based on the fused features and provides inter-
pretability for decision-making through attention weight analysis. 

Text features are encoded using BERT (h ), with features of 
claim specificity, linguistic certainty, and technical substantiveness extracted. Tem-
poral features are encoded at multiple scales via a dilated causal convolutional network 
(h , ), extracting features of announcement fre-
quency, market response, and consistency. Relational features are modeled based on a 
temporal graph attention network (h , h ), extracting features of 

supply chains, collaborative networks, and talent flow. 
The dynamic attention mechanism adaptively fuses features based on enterprise at-

tributes and market environments: 

α ||c α ⋅ f    (1) 

The short-term window is set to 3 months, which mainly captures the intensive pub-
licity behaviors of enterprises during critical periods such as financing and listing, as 
well as the immediate market reactions. The medium-term window is set to 12 months, 
corresponding to the cycle of enterprises' annual and quarterly reports, and is used to 
verify whether enterprises have fulfilled their previous commitments. The long-term 
window is set to 36 months to observe the evolution trajectory of enterprises' AI capa-
bility claims. Real technological accumulation usually shows gradual growth, whereas 
AI washing practices may manifest as repeated concept speculation without substantive 
progress. By concatenating feature representations across different scales, the model 
can comprehensively consider the multi-temporal dimension characteristics of corpo-
rate behaviors. 

The classification module employs focal loss ( , ) to 
address class imbalance. 

3 Experimental Design and Results 

3.1 Dataset Construction 

The dataset constructed in this study covers 856 listed enterprises that claimed to pos-
sess AI capabilities between 2018 and 2024, spanning sectors such as technology ser-
vices, fintech, healthcare, intelligent manufacturing, and retail e-commerce. Data col-
lection involves three dimensions: the textual dimension includes 15,420 press releases, 
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6,840 regulatory documents, and 4,260 patent literatures; the temporal dimension rec-
ords 23,100 AI-related events and their market reactions; the relational dimension con-
structs a collaborative network with 2,180 nodes and 9,560 edges, as well as 5,140 
talent flow records. 

Label annotation adopts a multi-source cross-validation method, integrating investi-
gative reports, regulatory authority determinations (SEC and FTC cases), and independ-
ent annotations by three domain experts. The final dataset comprises 138 whitewashing 
cases and 718 legitimate enterprises, which are stratified into training, validation, and 
test sets at a ratio of 7:1.5:1.5. 

3.2 Experimental Setup and Result Analysis 

In terms of model configuration, the text encoder adopts the BERT model (768 dimen-
sions), the temporal encoder uses 4-layer dilated causal convolution (dilation rates: 1, 
2, 4, 8), the graph encoder is based on a temporal graph attention network (128-dimen-
sional embedding), and the dynamic attention module employs 256-dimensional con-
textual embedding. For model training, the Adam optimizer is utilized with a learning 
rate of 2×10-5, a batch size of 32, and a total of 50 training epochs. 

The comparative methods include five baselines: BERT-Text (utilizing only textual 
data), LSTM-Temporal (adopting only temporal data), GCN-Graph (employing only 
relational data), Multi-Modal-Static (adopting simple feature concatenation), and Hier-
archical-Attention (using a static attention mechanism). The evaluation metrics consist 
of accuracy, precision, recall, F1-score, and AUC-ROC. 

3.3 Experimental Results and Performance Evaluation 

Table 1 presents the performance comparison between the proposed method and five 
baseline methods on the test set. The performance of unimodal methods is relatively 
limited, with the accuracy of the three methods ranging from 73% to 76%. This indi-
cates that a single data source is insufficient to comprehensively characterize the com-
plex behavioral features of corporate AI washing. Multimodal methods demonstrate 
significant advantages: Multi-Modal-Static improves the accuracy to 82.1% through 
simple feature concatenation, and Hierarchical-Attention reaches 85.6% after introduc-
ing static attention. The dynamic attention fusion method proposed in this paper 
achieves the optimal results across all metrics, with an accuracy of 89.3%, precision of 
85.6%, recall of 88.9%, F1-score of 0.872, and AUC-ROC of 0.923. Compared with 
the second-best method (Hierarchical-Attention), the proposed method increases the 
accuracy by 3.7 percentage points and the recall by 12.6 percentage points. The high 
recall rate indicates that the model can effectively reduce missed detections, which 
holds practical value for investor protection and market regulation. 

Table 1. Performance Comparison of Different Methods 

Methods 
Acc

racy 
u-
%)(  

Precision
(%) 

Recall
(%) 

 F1-
Score

 AUC-
ROC  
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BERT-Text 76.4 0.681 0.602 0.639 0.812 

LSTM-Temporal 72.8 0.634 0.569 0.599 0.778 

GCN-Graph 74.2 0.658 0.580 0.616 0.795 

Multi-Modal-Static 82.1 0.746 0.711 0.728 0.856 

Hierarchical-Attention 85.6 0.798 0.763 0.780 0.891 

The method proposed in this paper 89.3 0.856 0.889 0.872 0.923 
Ablation experiments were conducted to validate the contribution of each module to 

the model's performance. As shown in Table 2, removing the dynamic attention mecha-
nism reduces the accuracy to 85.1%, a decrease of 4.2 percentage points, indicating that 
the context-aware adaptive fusion strategy can effectively enhance the model's judgment 
ability. Removing multi-scale temporal modeling lowers the accuracy to 86.7%, which 
demonstrates that capturing behavioral patterns at different time granularities has a sig-
nificant impact on detection results. Eliminating text features leads to a substantial drop 
in accuracy to 81.2%, suggesting that textual information is the most critical basis for 
judgment. Removing graph features and temporal features reduces the accuracy to 
84.9% and 83.6% respectively, proving that relational network and temporal behavioral 
information also provide important verification value. 

Table 2. The Results of the Ablation Experiment 

Model Variants 
Accuracy 

(%) 
F1-Score 

Performance 
Degradation 

Full Model 89.3 0.872 - 

Dynamic Attention Removed 85.1 0.798 -4.2% 

Multi-Scale Temporal Modeling 
Removed 

86.7 0.821 -2.6% 

Graph Features Removed 84.9 0.793 -4.4% 

Text Features Removed 81.2 0.741 -8.1% 

Temporal Features Removed 83.6 0.776 -5.7% 
Table 3 analyzes the performance of the model across different enterprise categories. 

As categorized by enterprise size, the identification accuracy for large enterprises 
reaches 91.8%, benefiting from their abundant public information and comprehensive 
relational data. The accuracy for medium-sized enterprises is 88.5%, and for small-sized 
enterprises, it is 85.2%. The relatively lower accuracy for small-sized enterprises is 
mainly attributed to the limited availability of accessible data. When classified by indus-
try, the fintech sector achieves the highest accuracy of 92.1%, which may be associated 
with the more stringent regulation and standardized information disclosure systems in 
this field. The accuracy rates for the intelligent manufacturing and healthcare sectors are 
88.7% and 87.9% respectively, while that for the technology services sector is 86.4%. 
Overall, the model maintains robust identification capabilities across all types of enter-
prises. 

Table 3. Performance of Different Enterprise Categories 

Category N Accuracy (%)  Precision Recall F1-



 Score 
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(%) (%)

By Enterprise Siz e 

Large Enterprises 312 91.8 0.882 0.912 0.897 

Medium-Sized Enterprises 389 88.5 0.851 0.878 0.864 

Small-Sized Enterprises 155 85.2 0.824 0.856 0.840 

By ndustry Secto I r 

Fintech 187 92.1 0.896 0.921 0.908 

Intelligent Manufacturing 246 88.7 0.862 0.889 0.875 

Healthcare 198 87.9 0.847 0.881 0.864 

Technology Services 225 86.4 0.835 0.872 0.853 
For start-up enterprises, the average weight of textual features is 0.52, as such enter-

prises lack sufficient historical data and external relationships. For mature enterprises, 
the weight of graph structure features reaches 0.48, with the model relying more on ex-
ternal relational networks to verify their capability claims. During periods of active reg-
ulatory scrutiny, the weight of temporal features can reach 0.41, when the temporal pat-
terns of corporate announcements contain more discriminative information. 

Case analysis demonstrates the model's effectiveness. A certain enterprise claimed to 
possess an advanced deep learning recommendation engine, and the model predicted a 
whitewashing probability of 0.87. Textual analysis revealed that vague qualifiers ac-
counted for 0.73 of its descriptions, with a lack of specific technical details. Temporal 
analysis showed that the claim coincided with the financing period but was not followed 
by subsequent technical progress. Relational analysis indicated that the enterprise had 
no cooperation with any research institutions and suffered from a scarcity of AI profes-
sionals. An investigative report six months later confirmed that the system was actually 
a purchased basic collaborative filtering algorithm, verifying the accuracy of the model's 
judgment. 

4 Conclusions 

This study constructs an enterprise AI washing detection framework integrating multi-
source data and a dynamic attention mechanism. By integrating three types of infor-
mation—textual semantics, temporal behavior, and relational networks—the model 
achieves an accuracy of 89.3% on a dataset of 856 enterprises. Experiments verify the 
effectiveness of multi-source fusion and the dynamic attention mechanism, providing 
a technical solution for authenticating the authenticity of enterprises' AI capabilities. 
Future research can introduce causal inference methods to deepen the analysis, explore 
real-time monitoring applications, and extend to cross-lingual scenarios. 

Acknowledgement 

This research is supported by Ministry of Education in China Project of Humanities and 
Social Sciences (NO. 20YJC790123), Guangzhou Philosophy and Social Sciences 



533Enterprise AI Washing Detection Method Based on Dynamic Attention …             

Planning(NO.2022GZYB19 & NO.2025GZGJ118), and National Social Science Fund 
of China(NO.25BJL034). 

References 

1 Grand View Research, “Artificial intelligence market size, share & trends analysis report by 
solution, by technology, by end-use, by region, and segment forecasts, 2026–2033,” 
https://www.grandviewresearch.com/industry-analysis/artificial-intelligence-ai-market. 

. 

2 Seele, P., and Schultz, M. D., “From Greenwashing to Machinewashing: A Model and Fu-
ture Directions Derived from Reasoning by Analogy,” Journal of Business Ethics, vol. 178, 
pp. 1063–1089, 2022. DOI: 10.1007/s10551-022-05054-9. 

. 

3 Elhajjar, S., and Itani, O. S., “AI washing: A conceptual exploration,” Academy of Market-
ing Science Review, 2025. DOI:10.1007/s13162-025-00323-y. 

. 

4 Johnson, E. J., Sugerman, E. R., Morwitz, V. G., Johar, G. V., and Morris, M. W., “Wide-
spread misestimates of greenhouse gas emissions suggest low carbon competence,” Nature 
Climate Change, vol. 14, no. 7, pp. 707–714, 2024. DOI: 10.1038/s41558-024-02036-9. 

. 

5 Haridasan, A. C., Xavier, N., Krishnan, M. A. N., and Glorindal, G., “AI Washing in Mar-
keting: Feasibility, Viability, and Ethical Constraints,”in Strategic Blueprints for AI-Driven 
Marketing in the Digital Era, pp. 495–528, IGI Global Scientific Publishing, 2025. 
DOI:10.4018/979-8-3373-3897-2.ch015. 

. 

6 Pizzetti, M., Gatti, L., and Seele, P., “Firms Talk, Suppliers Walk: Analyzing the Locus of 
Greenwashing in the Blame Game and Introducing 'Vicarious Greenwashing',” Journal of 
Business Ethics, vol. 170, pp. 21–38,2021. DOI:10.1007/s10551-019-04406-2. 

. 

7 Birkstedt, T., Minkkinen, M., Tandon, A., and Mäntymäki, M., “AI governance: Themes, 
knowledge gaps and future agendas,” Internet Research, vol. 33, no. 7, pp. 133–167, 2023. 
DOI: 10.1108/INTR-06-2022-0466. 

. 

8 Schultz, M. D., Conti, L. G., and Seele, P., “Digital ethicswashing: A systematic review and 
a process-perception-outcome framework,” AI and Ethics, vol. 5, no. 2, pp. 805–818, 2025. 
DOI: 10.1007/s43681-024-00507-5. 

. 

9 17.Wang, X., He, X., Wang, M., Feng, F., and Chua, T. S., “Neural graph collaborative 
filtering,” in Proceedings of the 42nd International ACM SIGIR Conference on Research 
and Development in Information Retrieval, pp. 165–174, 2019. DOI: 
10.48550/arXiv.1905.08108. 

. 

10 Zhou, J., Cui, G., Hu, S., Zhang, Z., Yang, C., Liu, Z., Wang, L., Li, C., and Sun, M., “Graph 
neural networks: A review of methods and applications,” AI Open, vol. 1, pp. 57–81, 2020. 
DOI: 10.1016/j.aiopen.2021.01.001. 

. 

11 Veale, M., Matus, K., and Gorwa, R., “AI and global governance: Modalities, rationales, 
tensions,” Annual Review of Law and Social Science, vol. 19, no. 1, pp. 255–275, 2023. 
DOI: 10.1007/s10551-022-05054-9. 

. 

12 Vaswani, A., Shazeer, N., Parmar, N., Uszkoreit, J., Jones, L., Gomez, A. N., Kaiser, Ł., and 
Polosukhin, I., “Attention is all you need,” in Advances in Neural Information Processing 
Systems, vol. 30, pp. 5998–6008, 2017. DOI: 10.48550/arXiv.1706.03762. 

. 

13 Rossi, E., Chamberlain, B., Frasca, F., Eynard, D., Monti, F., and Bronstein, M., “Temporal 
graph networks for deep learning on dynamic graphs,” in ICML 2020 Workshop on Graph 
Representation Learning, 2020. DOI: 10.48550/arXiv.2006.10637. 

. 



534             Y. Tan et al.

Open Access This chapter is licensed under the terms of the Creative Commons Attribution-
NonCommercial 4.0 International License (http://creativecommons.org/licenses/by-nc/4.0/),
which permits any noncommercial use, sharing, adaptation, distribution and reproduction in any
medium or format, as long as you give appropriate credit to the original author(s) and the
source, provide a link to the Creative Commons license and indicate if changes were made.
        The images or other third party material in this chapter are included in the chapter's
Creative Commons license, unless indicated otherwise in a credit line to the material. If material
is not included in the chapter's Creative Commons license and your intended use is not
permitted by statutory regulation or exceeds the permitted use, you will need to obtain
permission directly from the copyright holder.

http://creativecommons.org/licenses/by-nc/4.0/

	Enterprise AI Washing Detection Method Based onDynamic Attention Mechanism



