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Abstract. Customer churn is a major issue in the highly competitive banking 

sector, directly affecting long-term profitability and business sustainability. This 

study presents a comprehensive framework for developing and evaluating a pre-

dictive customer churn model aimed at supporting the implementation of more 

proactive and effective customer retention strategies. The methodology encom-

passes several systematic stages, including in-depth data exploration, meticulous 

data preprocessing, strategic feature engineering, and the evaluation of various 

machine learning algorithms. 

Among the models tested, including logistic regression, decision tree, random 

forest, and gradient boosting, LightGBM demonstrated the best performance 

across multiple evaluation metrics. Its superior capability in handling complex 

data structures and capturing non-linear patterns underscores its effectiveness in 

distinguishing between customers likely to churn and those who are not. Explain-

ability analysis using SHAP identified BALANCE, NOA_DORMANT, and 

CA_WAIR as the most influential predictors, with higher dormant account activ-

ity increasing churn likelihood, while stronger financial engagement indicators 

generally reduced risk. Multicollinearity issues were addressed using Variance 

Inflation Factor (VIF) analysis, resulting in the removal of several highly collin-

ear regional variables while retaining key financial features with stable VIF val-

ues. 

The resulting predictive model provides actionable insights into customer be-

havior and offers significant potential for enabling more targeted, personalized, 

and cost-effective retention strategies, supporting improved customer loyalty and 

sustainable business growth within the banking industry. 

Keywords: Customer churn, banking, machine learning, LightGBM, feature im-

portance, VINTAGE, retention strategy, predictive model. 
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1 Introduction 

In an increasingly competitive global business environment, the financial services sec-
tor plays a pivotal role in facilitating economic growth. Among the core institutions in 
this sector, banks serve not only as custodians and distributors of funds but also as 
strategic financial partners to individuals, corporations, and governments. As competi-
tion intensifies and customer expectations rise, banks are facing significant challenges 
not only in acquiring new customers but also in retaining existing ones. The phenome-
non of customer churn, wherein customers terminate their relationship with a bank in 
favor of competitors, has emerged as a critical concern due to its profound impact on 
profitability, market share, and long-term sustainability. 

The banking industry is particularly vulnerable to churn due to its low switching 
costs and a wide array of alternative financial service providers, including conventional 
banks, digital banks, and fintech companies. The rise of digital platforms has empow-
ered customers with greater access to information, enabling them to compare offerings 
and migrate to institutions that best meet their evolving financial needs. Factors such 
as service quality, transaction fees, innovation, data security, and overall customer ex-
perience have been found to significantly influence customer loyalty and churn behav-
ior. 

According to Indonesia’s Financial Services Authority (OJK), the number of fintech 
firms in the country grew from 140 in 2016 to over 360 by the end of 2021, offering 
services ranging from digital payments and loans to investment platforms [1]. This pro-
liferation of alternatives places traditional banks under increasing pressure to maintain 
customer engagement and loyalty. 

Customer churn in the banking context refers to the cessation of an ongoing relation-
ship, which may include account closure, discontinued product use, or a shift to other 
financial institutions. Its consequences are multifold. First, customer attrition leads to 
the loss of potential lifetime value. Loyal customers often engage with multiple banking 
services—such as loans, credit cards, investments, and insurance—contributing to a 
steady stream of revenue through fees, interest, and commissions. Second, acquiring 
new customers tends to be more costly than retaining existing ones, making churn mit-
igation a more cost-efficient strategy in the long run. Third, high churn rates can dam-
age a bank’s reputation, especially when dissatisfied customers share negative experi-
ences on social media and public forums, deterring potential clients. Lastly, churn may 
signal underlying systemic issues such as poor service quality, uncompetitive products, 
or a lack of innovation. 

Recent studies in financial services have emphasized the importance of churn pre-
diction and prevention. For instance, Park and Ahn [2] stressed that churn behavior is 
not homogeneous and should be addressed through segment-specific strategies. Zaky 
et al. [3] demonstrated that artificial neural networks (ANNs) can achieve high accuracy 
in identifying customers at risk of churning. 

Because churn behavior is influenced by factors like age, spending habits, online 
activity, and economic conditions, regular analysis methods often do not work well. In 
contrast, machine learning (ML) techniques offer powerful capabilities to process 
large-scale, high-dimensional data and uncover hidden patterns. Algorithms such as 
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logistic regression, support vector machines (SVM), random forests, gradient boosting, 
and artificial neural networks have shown promise in predicting customer churn across 
various industries. 

A recent study by Lukita et al. [4] applied multiple machine learning algorithms to 
a bank customer dataset, finding that Extreme Gradient Boosting (XGBoost) outper-
formed other models in predictive accuracy. The study highlights how ML models can 
equip banks with actionable insights to design personalized retention strategies and re-
duce attrition. 

In this paper, we explore the application of multiple machine learning algorithms to 
predict customer churn in the Indonesian banking sector, with a focus on small and 
medium-sized enterprise (SME) customers. The study seeks to identify the most effec-
tive predictive models and uncover key churn indicators, thereby offering banks a data-
driven foundation for customer retention strategies. 

2 Literature Review 

2.1 Data Mining 

Data mining is a critical process for extracting knowledge from large datasets to support 
decision-making in business intelligence. According to Verbeke et al [5], data mining 
involves mathematical models from pattern recognition and machine learning, aiming 
to interpret patterns (e.g., clustering) and predict future outcomes (e.g., customer 
churn). The process includes hypothesis formulation, data collection, preprocessing 
(handling outliers, scaling, and feature selection), model estimation, and interpretation. 
Key challenges include data quality and algorithm selection, which significantly impact 
mining effectiveness. 

2.2 Machine Learning 

Machine learning (ML), a subset of artificial intelligence, enables systems to learn from 
data autonomously (Ashraf, 2024) [6]. It excels in identifying linear/non-linear rela-
tionships and is widely applied in recommendation systems, classification, and trend 
prediction. ML algorithms fall into two categories: 

2.2.1 Supervised Learning: Predicts outcomes using labeled data (e.g., Logistic Re-
gression, Decision Trees). 

2.2.2 Unsupervised Learning: Identifies patterns in unlabeled data (e.g., Cluster-
ing) (Farman et al.) [7] 
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2.3 Key Algorithms for Churn Prediction 

1 Naïve Bayes: A probabilistic classifier based on Bayes’ theorem, effective in text 
classification but inconsistent in churn prediction [8] [9]. 

. 

2 K-Nearest Neighbors (KNN): Simple yet accurate for classification, though compu-
tationally intensive for large datasets (Fig.1.) 

. 

3 Logistic Regression: Ideal for binary outcomes, offering interpretable odds ratios 
[10] [11]. 

. 

 

Fig. 1. K-Nearest Neighbors 

The logarithmic ratio of the probability function is mathematically stated as follows: 

ln 𝛽   

Where: 




 𝛽 , 𝛽 , … 𝛽  are the model coefficients. 
𝑃𝑟𝑜𝑏

 
 the occurrence of the event (response  denotes the probability of 
 𝑃𝑟𝑜𝑏  denotes the probability of the non-occurrence of an event (response = 

0). 
 

This link function establishes a connection between the linear predictor η=β0 and 
the average response value determined by specific covariates. 

The logistic regression model determines the anticipated outcome in the following 
manner:  
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The estimation of logistic regression is conducted through the maximum likelihood 
approach. The primary idea behind logistic regression is to identify a linear combina-
tion of risk factors that correlate with the likelihood of an event taking place. 

4. Decision Trees (DT): Intuitive and robust, but prone to overfitting [12]. 

A Decision Tree (DT) as shown in Fig.2 is designed to identify the most effective 
input attributes for data splitting, focusing on maximizing the disparity in target attrib-
ute distribution between the parent and child nodes. The generated child nodes are an-
ticipated to exhibit a significant degree of purity, assessed through metrics such as Gini 
impurity, Gini index, gain ratio, and information gain.  

The Gini impurity represents the likelihood of selecting a record of type (i) alongside 
the probability of encountering a mislabeled record (0,1). The ideal split attribute is 
characterized by its ability to yield the highest Gini gain or the lowest Gini index. 

𝐺𝑖𝑛𝑖 𝑖𝑚𝑝𝑢𝑛𝑖𝑡𝑦, 𝑦, 𝑆  

The algorithm systematically divides child nodes until it reaches specified stopping 
criteria, which may include the maximum allowable splits, a minimum threshold for 
Gini gain, or a minimum record count per node. Terminal nodes generate predictions 
for the specified instance. The primary benefit of decision trees lies in their strong per-
formance coupled with minimal computational requirements and user-friendly output, 
which renders them particularly attractive for practical research challenges. 

 

Fig. 2. Decision Tree (DT) 

5 Random Forest (RF): An ensemble of DTs that reduces overfitting and improves 
accuracy [9] [11]. 

. 

Random Forest (Fig.3) is a strategy that generates multiple decision trees from data 
attributes to improve prediction performance. It avoids overfitting by bootstrap 
resampling each tree using randomly selected characteristics. This method produces 
uncorrelated models, preventing errors from influencing each other. The process in-
volves identifying a function f:X→Y, creating a bootstrap sample, creating multiple 
trees, and using average predictions from all forest trees for classification problems. 
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Fig. 3. Random Forest (RF) 

6. Gradient Boosting (XGBoost, LightGBM, CatBoost): Sequential tree-building 
methods that correct errors iteratively, achieving high accuracy [13]. 

2.4 CRISP-DM Methodology 

The Cross-Industry Standard Process for Data Mining (CRISP-DM) provides a struc-
tured framework for ML projects. Its six phases are: 

a Business Understanding: Define objectives and constraints. . 
b. Data Understanding: Explore dataset characteristics. 
c. Data Preparation: Clean and transform data. 
d. Modeling: Train and compare algorithms. 
e. Evaluation: Assess model performance using metrics like accuracy, F1-score, and 

AUC-ROC. 
f. Deployment: Integrate models into operational systems via APIs (e.g., Flask) with 

monitoring for performance decay. 
The CRISP-DM phases are shown in Fig.4 below: 

 

Fig. 4. CRISP-DM Framework 
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2.5 Model Evaluation 

For churn prediction, imbalanced datasets necessitate metrics beyond accuracy, such as 
precision, recall, and AUC-ROC [14]. Techniques like cross-validation and hyperpa-
rameter tuning (e.g., Grid Search) optimize model robustness. Overfitting is mitigated 
via regularization and pruning. 

2.5.1 Oversampling Technique (SMOTE). Churn datasets commonly exhibit class 
imbalance, where the number of churn cases is lower than non-churn cases. An over-
sampling technique still applied to reduce potential model bias toward the majority 
class. This research adopts the Synthetic Minority Over-sampling Technique (SMOTE) 
to generate synthetic samples for the minority class (churn). 

SMOTE creates new minority instances by interpolating existing observations in the 
feature space, enabling the model to learn more robust decision boundaries. The over-
sampling process is applied only to the training data, after scaling and feature selection, 
to prevent information leakage and to preserve the real distribution of the test set for 
evaluation. This approach ensures that the classifier remains sensitive to churn signals 
even when the original dataset is nearly balanced. 

2.5.2 Model Explainability Using SHAP. SHAP (SHapley Additive Explanations) is 
a post-hoc method to quantify feature contributions in the LightGBM classifier. SHAP 
provides locally accurate and directionally consistent explanations based on Shapley 
values from cooperative game theory. 

SHAP values were computed using the TreeExplainer and applied to the feature-
selected dataset. Global interpretability was examined through (i) the SHAP summary 
plot, which visualizes the distribution and direction of feature effects, and (ii) the mean 
absolute SHAP value plot, which ranks features by their average impact on model out-
put. Additionally, the direction of influence was assessed by correlating feature values 
with their corresponding SHAP values to identify whether increasing a feature raises 
or lowers churn probability. 

2.6 Customer Churn 

Churn refers to customers discontinuing services, significantly impacting revenue [15]. 
Predictive models help target high-value customers for retention, leveraging factors like 
lifetime value and social interdependencies. Studies highlight RF and XGBoost as top 
performers [6][16]. 

2.7 Research Tools 

Jupyter Notebook facilitates iterative ML development with support for Python librar-
ies (e.g., Scikit-learn, TensorFlow). 
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2.8 Prior Studies 

Recent research compares ML algorithms for churn prediction: 
a. RF and XGBoost dominate in banking [6]. 
b

7]
Hybrid approaches (e.g., SMOTE + ensemble learning) address class imbalance . 

. 
c Tree-based models outperform SVM and KNN. . 

3 Research Method 

This study employs a comprehensive methodology to develop a predictive machine 
learning model for customer churn in the banking sector, with a specific focus on small 
and medium enterprises (SMEs). The research is grounded in the Cross-Industry Stand-
ard Process for Data Mining (CRISP-DM) framework, which provides a structured and 
iterative approach to data mining and machine learning projects. The methodology en-
compasses several critical phases, each designed to ensure robustness, accuracy, and 
practical applicability of the final model. 

3.1 Research Framework 

The research framework is anchored in the CRISP-DM methodology, which guides the 
project through six interconnected phases: 

1 Business Understanding: The initial phase involves defining the research objectives 
and aligning them with the bank’s strategic goals. Here, the problem of customer 
churn is contextualized within the banking industry, and the criteria for identifying 
churn are established in collaboration with business stakeholders. 

. 

2 Data Understanding: This phase focuses on exploratory data analysis (EDA) to gain 
insights into the dataset’s structure, quality, and relevance. The dataset, sourced 
from PT. Bank XYZ Indonesia, includes 19 features that capture various aspects of 
customer behavior, such as transaction history, account balances, and demographic 
information. The target variable is binary, distinguishing between churn (1) and non-
churn (0) customers. 

. 

3 Data Preparation: Data preprocessing is a critical step to ensure the dataset is suitable 
for modeling. This involves handling missing values through imputation or removal, 
encoding categorical variables into numerical formats, and normalizing numerical 
features to eliminate scale disparities.  

. 

To ensure the stability and reliability of the model, this study evaluates multicollin-
earity among financial and transactional predictors using the Variance Inflation Factor 
(VIF). VIF values quantify the degree of linear dependency between variables, where 
values above 5 indicate moderate collinearity and values above 10 suggest potentially 
problematic multicollinearity. 

1 Modeling: In this phase, multiple machine learning algorithms are trained and com-
pared to identify the best-performing model for churn prediction. The algorithms 

. 



 

 

 

           

selected for evaluation include Naïve Bayes, K-Nearest Neighbors (KNN), Logistic 
Regression, Decision Trees (DT), Random Forest (RF), and advanced ensemble 
methods like XGBoost, LightGBM, and CatBoost. Each algorithm is fine-tuned us-
ing GridSearchCV with 5-fold cross-validation to optimize hyperparameters and en-
hance predictive performance. 

2 Evaluation: The performance of the trained models is rigorously assessed using a 
suite of evaluation metrics. A confusion matrix is constructed to quantify true posi-
tives, false positives, true negatives, and false negatives. From this, key metrics such 
as accuracy, precision, recall, F1-score, and AUC-ROC are derived to evaluate the 
models’ effectiveness in distinguishing between churn and non-churn customers. 

. 

3 Deployment: The final phase involves deploying the best-performing model into the 
bank’s operational environment. The model is serialized and integrated as a REST 
API using frameworks like Flask or FastAPI, enabling real-time churn predictions. 
Continuous monitoring is implemented to track model performance over time, with 
periodic retraining scheduled to account for evolving customer behavior. 

. 
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3.2 Dataset and Preprocessing 

3.2.1 Dataset Information. The dataset used in this study comprises historical cus-
tomer data from PT. Bank XYZ Indonesia, featuring 19 attributes that collectively de-
scribe customer interactions and financial behaviors. Key features as shown in Table 1 
below include: 

Table 1. Dataset Information 

No. Parameters Key Features 

1 
Demographic and re-

gional information 
Customer Region 

2 Account details 
Customer type, Internet Banking, Product Holding, CA 

WAIR, Number of account dormant, Back to back account,
Score card, Collectibility,Economic code, Vintage 

3 Financial metrics 
Total transaction activity, Profit, Balance, Total loan, CA 

average, AUM, LUM 
Preprocessing Steps: 
To ensure the dataset is suitable for analysis, several preprocessing steps are under-

taken: 

1 Missing Value Handling: Records with missing values are either imputed using sta-
tistical methods (e.g., mean, median) or removed if deemed insignificant. 

. 

2 Categorical Encoding: Categorical variables, such as Internet banking usage 
and BTB (back-to-back loan status), are converted into numerical representations 
using techniques like one-hot encoding or label encoding. 

. 

3 Feature Scaling: Numerical features, such as account balances and transaction vol-
umes, are normalized using standardization (Z-score) or min-max scaling to ensure 
uniformity in scale. 

. 



 

 

4 Feature Selection: Techniques like RFE and PCA are employed to identify the most 
relevant features, reducing noise and improving model efficiency. 

. 
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3.2.2 Handling Class Imbalance. Although the proportion between churn and non-
churn customers in this dataset is relatively close (i.e., not a severely imbalanced dis-
tribution), this study still applies an oversampling technique to ensure that the classifier 
does not develop bias toward the majority (non-churn) class. Oversampling was imple-
mented using Synthetic Minority Over-sampling Technique (SMOTE) during model 
training. 

SMOTE was applied after feature scaling and feature selection, following the rec-
ommended preprocessing order to avoid information leakage. The process is shown in 
the script below: 

#Applying SMOTE to address minority class underrepresentation 
smote = SMOTE(random_state=42) 
X_train_smote,y_train_smote = smote.fit_resample(X_train_selected, y_train) 
The application of SMOTE ensures that the minority (churn) class is represented in 

a more balanced manner within the training set, improving the model’s ability to learn 
the underlying patterns associated with churn. Although the dataset is not highly im-
balanced, applying SMOTE prevents the classifier from being overly influenced by the 
majority class and supports fairer learning. 

To avoid leakage, SMOTE was applied only to the training data, not to the test set. 
The test set preserves the original real-world class distribution for unbiased evaluation. 

3.3 Model Development and Evaluation 

The study evaluates a diverse set of machine learning algorithms to identify the most 
effective model for churn prediction.  

Hyperparameter Tuning: 
To maximize model performance, hyperparameter tuning is conducted using 

GridSearchCV, which systematically explores a predefined set of hyperparameters. For 
instance, in Random Forest, parameters like n_estimators (number of trees) 
and max_depth (tree depth) are optimized, while in XGBoost, learning_rate and sub-
sample are fine-tuned. 

Evaluation Metrics: 
Model performance is assessed using the following metrics: 
a. Accuracy: Measures the overall correctness of predictions. 
b. Precision: Indicates the proportion of correctly predicted churn cases among all 

predicted churn cases. 
c. Recall: Reflects the model’s ability to identify all actual churn cases. 
d. F1-Score: Balances precision and recall, providing a single metric for model com-

parison. 
e. AUC-ROC: Evaluates the model’s ability to distinguish between churn and non-

churn customers across different thresholds. 
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3.4 Experimental Design 

The experimental design ensures methodological rigor and reproducibility: 

3.4.1 Data Partitioning: The dataset is split into an 80% training set and a 20% 
testing set to evaluate model generalizability. 

3.4.2 Cross-Validation: A 5-fold cross-validation technique is employed during 
training to mitigate overfitting and provide robust performance estimates. 

3.4.3 Baseline Comparison: Models are benchmarked against a simple baseline 
(e.g., predicting the majority class) to assess their added value. 

3.5 Deployment and Monitoring 

The selected model is deployed as a scalable REST API, facilitating seamless integra-
tion with the bank’s existing systems. Key deployment steps include: 

3.5.1 Model Serialization: The trained model is saved in a .pkl format for easy re-
trieval and inference. 

3.5.2 API Development: Frameworks like Flask or FastAPI are used to create end-
points for real-time predictions. 

3.5.3 Performance Monitoring: The model’s performance is continuously moni-
tored, with alerts triggered for significant deviations. Regular retraining is sched-
uled to incorporate new data and maintain accuracy. 

This methodology ensures a systematic and rigorous approach to developing a high-
performance churn prediction model. By adhering to the CRISP-DM framework and 
leveraging state-of-the-art machine learning techniques, the study aims to deliver ac-
tionable insights that can enhance customer retention strategies in the banking sector. 

4 Result and Analysis 

4.1 Dataset Overview and Preprocessing 

The study utilized a dataset comprising 28,432 SME customers from PT. Bank XYZ 
Indonesia, with 19 features capturing demographic, transactional, and financial attrib-
utes. Key preprocessing steps included: 
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4.1.1 Missing Value Handling: Features with >50% missing values 
(e.g., BTB, score card) were excluded, while others were imputed using median (nu-
merical) or mode (categorical). 

4.1.2 Feature Engineering: The VINTAGE feature was binned into five groups 
(<1, 1–3, 3–5, 5–10, >10 years), revealing a peak churn rate of 57.28% for customers 
with 5–10 years of tenure (Figure 5). 

 

Fig. 5. Churn Rate Per Vintage Group 

4.1.3 Churn Status Distribution. 

 

Fig. 6. Churn Status Distribution 

From the churn distribution shown in Fig.6, the data set comprises two categories: 0 
(non-churn) and 1 (churn). The non-churn class includes 13,320 records, whereas the 
churn class contains 15,112 records. Although not identical in size, the two classes ex-
hibit a relatively balanced proportion. 
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Such a distribution is beneficial for predictive modelling, as severe class imbalance 
often leads to biased learning and reduced sensitivity toward the minority class. Given 
the near-equivalent representation of both outcomes in this dataset, the modelling pro-
cess can proceed without requiring extensive resampling or other imbalance-mitigation 
techniques. This balance enhances the dataset’s suitability for conducting robust churn 
prediction analysis. 

4.1.4 Correlation Analysis: High multicollinearity was observed between 
BALANCE, UTILIZATION, and CA_AVG (Pearson’s |r| > 0.75).  
UTILIZATION and CA_AVG were dropped to mitigate redundancy. 

4.1.5 Multicollinearity Test. 

Table 2. Initial VIF Results 

No Feature VIF 

0 REGION_BPPN 37.8930 
1 REGION_JAKARTA 1 11.1815 
2 REGION_JAKARTA 2 8.4021 
3 REGION_JATIM, BALI & NUSRA 7.3260 
4 REGION_JAKARTA 3 6.8096 
5 ECONOMIC_SUBSECTOR_ENCODED 4.3988 

… … … 
23 CUST_TP_NON INDV 1.0022 
24 TRX_TOTAL 1.0021 

The initial VIF analysis on table 2 revealed high multicollinearity among several 
regional dummy variables, with REGION_BPPN (VIF = 37.89) and 
REGION_JAKARTA 1 (VIF = 11.18) exceeding the acceptable threshold. These re-
sults indicate strong linear dependence within the regional feature group due to one-hot 
encoding structures. In contrast, all financial and behavioral variables such as 
BALANCE (1.15), CA_WAIR (1.28), AUM (1.06), OS_TOTAL (1.18), and 
NOA_DORMANT (1.23) exhibited low VIF values (≈1–2), confirming the absence of 
multicollinearity within core predictive attributes. 

After removing the high-VIF regional features, the final VIF table retained only var-
iables with VIF ≤ 5 (Table 3), including PH, M2E_USER_Yes, 
ECONOMIC_SUBSECTOR_ENCODED, and CA_WAIR. This confirms that the fi-
nal feature set is free from problematic multicollinearity and ensures stable model esti-
mation. 

Table 3. Final VIF (<= 5): 

No Feature VIF 

0 PH 2.8794 
1 M2E_USER_Yes 2.2588 
2 ECONOMIC_SUBSECTOR_ENCODED 1.9202 
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3 CA_WAIR 1.2768 
4 REGION_JAKARTA 1 1.2318 
… … … 
22 REGION_KPR CENTER 1.0008 
23 CUST_TP_NON INDV 1.0000 

4.2 Model Performance Evaluation 

Eight classifiers were trained using 5-fold cross-validation with GridSearchCV for hy-
perparameter tuning. Performance is reported on held-out folds using accuracy, ROC 
AUC, precision, recall, F1-score, and training time (Table 4). Because churn and non-
churn are near-balanced in this sample (churn: 15,112; non-churn: 13,320; 53.2% vs. 
46.8%), accuracy is informative; nevertheless, we emphasize class-sensitive measures 
(precision, recall, F1) to reflect the precision–recall trade-off relevant for churn man-
agement. 

Table 4. Comparative Performance of Machine Learning Models 

Algorithm 
Accu
-racy 

ROC 
AUC 

Preci
-sion 

Re-
call 

F1-
Score 

Training 
Time (s) 

Naïve Bayes 0.71 0.88 0.66 0.96 0.78 0.01 
KNN 0.85 0.93 0.87 0.84 0.86 28.91 

Logistic Regres-
sion 

0.84 0.93 0.88 0.82 0.85 1.94 

Decision Tree 0.90 0.97 0.90 0.92 0.91 3.65 
LightGBM 0.91 0.97 0.91 0.92 0.91 133.48 

Random Forest 0.91 0.97 0.91 0.91 0.91 476.50 
CatBoost 0.91 0.97 0.91 0.91 0.91 2159.22 

Key Findings: 

4.2.1 Ensemble Methods Dominate: LightGBM, CatBoost, and Random Forest 
achieved the highest F1-scores (0.91) and ROC AUC (0.97), indicating strong dis-
crimination while maintaining a balanced precision–recall profile. 

4.2.2 Efficiency–effectiveness Trade-offs: CatBoost and Random Forest match 
LightGBM’s headline metrics but incur substantially higher training costs (2,159s 
and 477s vs. 133s). LightGBM therefore offers the best accuracy–latency balance for 
operational deployment. 

4.2.3 Naïve Bayes Limitations: Despite fast training (0.01s), its low precision (0.66) 
and F1-score (0.78) highlighted inadequacy for imbalanced churn prediction. 
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4.3 Confusion Matrix Analysis 

From the confusion matrix in Fig. 7, with near-balanced classes (churn 53.2%, non-
churn 46.8%), we emphasize class-sensitive metrics, as indicated by the matrix: 

 Sensitivity (Recall for churn): 91.8% of churners are correctly identified (TP), im-
plying a false-negative rate (FNR) of 8.2% (missed churners). 

 

 Specificity (Recall for non-churn): 89.8% of non-churners are correctly identified 
(TN), with a false-positive rate (FPR) of 10.2% (non-churn flagged as churn). 

 

 

Fig. 7. Confusion Matrix for for the best model – LightGBM (%) 

These results align with the reported F1-score = 0.91 and ROC AUC = 0.97, evi-
dencing a strong precision–recall balance under the default decision threshold. For op-
erational settings where missing a churner is costlier than a false alarm, threshold tuning 
can further increase recall (at the expense of precision), moving along the precision–
recall frontier without changing the model ranking. 

4.4 Feature Importance 

The SHAP results, shown in Figures 8 and table 5, indicate that BALANCE,
NOA_DORMANT, and CA_WAIR are the dominant predictors of churn. BALANCE 
has the highest average impact and shows a negative direction of association, suggest-
ing that customers with higher balances are less likely to churn. Conversely, 
NOA_DORMANT exhibits a strong positive association with churn, indicating height-
ened churn risk among customers with dormant accounts. CA_WAIR shows a negative 
relationship, implying that higher weighted interest rates often linked to promotions or 
higher engagement are associated with reduced churn likelihood. 

Other predictors, including AUM, M2E_USER_Yes, CUST_TP_NON_INDV, and 
VINTAGE, contribute moderately and display directional patterns consistent with 
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business expectations. Figure 8 summarizes the magnitude and directionality of the top 
features, providing a consolidated view of their influence on churn behavior. 

 

Fig. 8. Feature Importance 

Table 5. Feature Importance Based on SHAP 

Feature Mean abs shap Direction Corr.

BALANCE 2.816999 –0.183491 

NOA_DORMANT 1.324538 0.639174 

CA_WAIR 0.591247 –0.714308 

AUM 0.261906 –0.109329 

M2E_USER_Yes 0.206657 –0.914771 

CUST_TP_NON_INDV 0.201856 0.889015 

VINTAGE 0.160429 0.14291 

ECONOMIC_SUBSECTOR_ENCODED 0.129629 –0.792904 

PH 0.089288 0.153974 

OS_TOTAL 0.06176 –0.598971 

4.4.1 Digital Engagement: 
From Fig. 9, the average churn rate distribution by M2E shows that customers using 
internet banking (M2E_USER) had a 23% churn rate, compared to 61% for non-users. 
Customers using internet banking (M2E_USER) had a 23% churn rate vs. 
61% for non-users. 
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Fig. 9. Average Churn Rate Distribution by M2E 

4.5 Comparative Analysis with Prior Studies 

Consistent with Ashraf (2024) and Gurung et al. (2024), tree-based ensem-
bles (LightGBM, XGBoost) outperformed linear models in churn prediction. This 
study further validated: 

4.5.1 Feature Engineering Impact: Binning VINTAGE improved model interpret-
ability, aligning with Usman-Hamza et al. (2024). 

4.5.2 Resource Efficiency: LightGBM’s faster training vs. CatBoost (133.48s vs. 
2,159s) addressed scalability concerns raised by Singh et al. (2024). 

4.6 Deployment Strategy 

The LightGBM model was deployed as a REST API integrated with the bank’s CRM 
system, enabling: 

4.6.1 Real-time Predictions: Automated alerts for high-risk customers (probabil-
ity > 0.8). 

4.6.2 Dynamic Retraining: Monthly updates using new data to mitigate model 
drift. 

5 Conclusion and Discussion 

5.1 Key Findings and Contributions 

This developed and validated a robust machine learning framework for customer churn 
prediction in the banking sector, offering contributions to both academic research and 
practical applications. The comprehensive evaluation of multiple machine learning al-
gorithms demonstrated that LightGBM emerged as the superior model, achieving 
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exceptional performance metrics including an accuracy of 0.91, ROC AUC of 0.97, and 
F1-score of 0.91. These results substantiate the effectiveness of gradient boosting tech-
niques in handling the complex, nonlinear relationships inherent in customer churn be-
havior. 

Explainability analysis using SHAP provided clear, directionally consistent insights 
into the factors driving churn. BALANCE, NOA_DORMANT, and CA_WAIR 
emerged as the most influential features, with higher dormant account counts increasing 
churn risk, while stronger financial engagement (e.g., higher balances and interest-bear-
ing current account activity) reduced churn likelihood. Behavioral attributes such as 
M2E_USER_Yes and customer type (CUST_TP_NON_INDV) also contributed mean-
ingfully to churn outcomes. 

The multicollinearity assessment using VIF further ensured the reliability of the fea-
ture set. High-VIF regional dummy variables were removed, while key financial and 
behavioral variables retained low VIF values (≈1–2), confirming that the final predic-
tors were free from harmful redundancy and suitable for stable model estimation. 

Overall, the study delivers a validated, interpretable churn prediction model that not 
only achieves strong classification performance but also produces actionable insights 
into customer behavior supporting more targeted retention strategies in the banking in-
dustry. 

5.2 Theoretical Implications 

The research findings contribute to the existing body of knowledge in several important 
ways. First, the study validates and extends previous research on ensemble methods in 
churn prediction, particularly the superior performance of LightGBM in banking con-
texts. The demonstrated advantage of LightGBM over traditional algorithms like lo-
gistic regression (ΔF1=0.06) and even other ensemble methods like Random Forest 
(Δtraining time=343.02s) provides empirical evidence for its computational efficiency 
and predictive power. 

Second, the identification of nonlinear relationships between customer tenure and 
churn probability offers a novel perspective on customer lifecycle management. The 
inverted U-shaped pattern observed in churn risk across tenure groups suggests that 
mid-term customers may represent a critical at-risk population that has been overlooked 
in conventional retention strategies. 

5.3 Practical Implications 

The implementation of the developed churn prediction model offers substantial value 
for banking operations and customer relationship management. The integration of the 
LightGBM model into the bank's CRM system enables: 

1 Proactive Retention Strategies: Real-time identification of high-risk customers 
(probability > 0.8) allows for targeted interventions before attrition occurs. 

. 



 

 

          

2 Resource Optimization: By focusing retention efforts on the 20% of customers ac-
counting for 80% of churn risk, banks can significantly improve the efficiency of 
their retention budgets. 

. 

3 Personalized Engagement: Feature importance analysis guides the development of 
customized retention offers based on individual customer profiles and risk factors. 

. 

4 The deployment architecture, incorporating automated monitoring and quarterly re-
training cycles, ensures the model maintains its predictive accuracy amidst evolving 
customer behaviors and market conditions. 

. 
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5.4 Limitations and Future Research Directions 

While this study provides valuable insights, several limitations should be acknowl-
edged. The research was conducted using data from a single banking institution, which 
may limit the generalizability of findings across different markets or banking models. 
Additionally, the study focused on structured transactional data, potentially overlook-
ing valuable insights from unstructured data sources such as customer service interac-
tions or social media sentiment. 
Future research should explore: 

1 Multi-institutional Studies: Expanding data collection across multiple banks to en-
hance model generalizability. 

. 

2 Unstructured Data Integration: Incorporating natural language processing tech-
niques to analyze customer service interactions and feedback. 

. 

3 Causal Analysis: Moving beyond predictive modeling to establish causal relation-
ships between intervention strategies and churn reduction. 

. 

4 Federated Learning Approaches: Developing privacy-preserving collaborative mod-
els that leverage data from multiple institutions without direct data sharing. 

. 

5.5 Concluding Remarks 

This research has successfully bridged the gap between theoretical machine learning 
applications and practical banking operations. The developed LightGBM-based churn 
prediction system not only demonstrates superior predictive accuracy but also provides 
actionable business intelligence for customer retention strategies. The findings under-
score the transformative potential of machine learning in retail banking, offering a blue-
print for data-driven customer relationship management. 

The study's emphasis on model interpretability and operational integration repre-
sents a significant advancement over previous churn prediction systems, addressing a 
critical barrier to adoption in risk-averse banking environments. As financial institu-
tions increasingly prioritize customer retention in competitive markets, the methodolo-
gies and insights presented here provide a valuable framework for leveraging advanced 
analytics in strategic decision-making. 
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