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Abstract. Credit card fraud detection is a critical challenge in financial securi-
ty, exacerbated by the highly imbalanced nature of transaction datasets where
fraudulent cases are rare. This paper proposes a system leveraging SMOTE for
oversampling and XGBoost as an ensemble model, with a minor modification
incorpo- rating scale_pos_weight to handle class imbalance effectively. Our ap-
proach optimizes feature weights while ensuring computational efficiency on
standard CPUs. Experiments on the Kaggle credit card fraud dataset (approxi-
mately 150MB) demonstrate superior performance, achieving an AUC of 0.977
and F1 score of 0.892 for the proposed model, outperforming baselines like Lo-
gistic Regression and Random Forest. Key visualizations include ROC and Pre-
cision-Recall curves showing enhanced minority class de- tection, confusion
matrices highlighting low false positives, feature importance rankings emphasiz-
ing variables like V14 and V17, and violin plots illustrating amount distribu-
tions by class. Ablation studies confirm the necessity of SMOTE and key fea-
tures, with detailed metrics in tables. The method’s robustness is validated
through cross-validation, with training times under 30 seconds per model. This
work contributes a practical, high-performing solution for real-time fraud detec-
tion, suitable for EI conference scales with 6-7 pages. Future extensions could
integrate real-time streaming data.

Keywords: Credit Card Fraud Detection, Imbalanced Learn- ing, Ensemble
Models, XGBoost, SMOTE

1 Introduction

1.1  Background and Importance

The financial sector has witnessed exponential growth in digital transactions, driven
by the proliferation of e-commerce and mobile banking, which has concurrently esca-
lated the preva- lence of credit card fraud. Globally, fraud losses amount to bil- lions
annually, undermining consumer trust and imposing sub- stantial economic burdens
on institutions [1]. This macroscopic domain of financial security encompasses not
only detection but also prevention and mitigation strategies, where machine learning
plays a pivotal role in identifying anomalous patterns amidst vast data volumes.
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Narrowing down, the core issue lies in the inherent imbal- ance of transaction da-
tasets, where legitimate activities vastly outnumber fraudulent ones, often by ratios
exceeding 1000:1. Traditional detection methods, reliant on rule-based systems,
struggle with adaptability to sophisticated fraud tactics, such as synthetic identity theft
or account takeovers [2]. This leads to high false positives or missed detections, exac-
erbating opera- tional costs and user dissatisfaction.

1.2  Literature Gaps

Existing literature has made strides in addressing these chal- lenges through various
techniques, yet persistent gaps remain.

For instance, oversampling methods like SMOTE have been widely adopted but
often criticized for introducing artificial noise or overfitting in high-dimensional
spaces [3]. Ensemble models, such as Random Forests and boosting algorithms,
demonstrate robustness, but their application in fraud detection frequently overlooks
real-time computational constraints, lead- ing to models impractical for deployment
[4].

Critically, many studies fail to integrate explainability, re- sulting in black-box
models that hinder regulatory compliance [5]. Contradictions arise between works
advocating pure deep learning approaches, which excel in feature extraction but de-
mand extensive data, and those favoring traditional ML for efficiency [6]. Moreover,
while hybrid resampling-ensemble frameworks show promise, they rarely explore the
interplay between sampling artifacts and model hyperparameters, leaving room for
optimization [7].

These deficiencies highlight the need for a balanced approach that combines effi-
ciency, accuracy, and interpretability, particu- larly in resource-limited environments.

1.3  Research Questions and Contributions

Building on these gaps, this study addresses the following research question: How can
imbalanced learning techniques be synergistically integrated with ensemble models to
enhance fraud detection performance while maintaining low complexity and high effi-
ciency?

To answer this, we propose a system that modifies XGBoost with scale pos_weight
for imbalance handling, questioning un- resolved issues like the optimal interplay
between SMOTE- generated samples and boosting weights. This is crucial as unre-
solved imbalances can degrade minority class recall, impacting overall system relia-
bility.

Our contributions are: (1) A low-complexity architecture achieving high efficiency
(training under 30 seconds on CPU) through limited estimators and depth, outper-
forming baselines in AUC and F1. (2) Insight into the interplay between SMOTE and
XGBoost, demonstrating how minor weight adjustments mitigate sampling biases. (3)
Comprehensive evaluations with visualizations, emphasizing advantages in interpret-
ability (e.g., feature importance) and robustness via ablation.
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1.4  Paper Structure

The remainder of this paper is organized as follows: Section II reviews the literature;
Section III details the methodology; Section IV presents the experiments; Section V
discusses the results; Section VI concludes with future work.

2 Literature Review

2.1 Imbalanced Learning Techniques

Literature on imbalanced learning in fraud detection organizes around resampling and
algorithmic adjustments. SMOTE, a cornerstone technique introduced by Chawla et
al., synthesizes minority samples by interpolating between existing instances and their
nearest neighbors, effectively balancing classes without duplicating data [3]. However,
critiques highlight its potential to generate noisy samples in regions of class overlap,
leading to de- graded model performance in real-world scenarios where fraud patterns
are subtle and intertwined with legitimate transactions [8]. Hybrid extensions, such as
SMOTE-ENN (Edited Nearest Neighbors), attempt to mitigate this by removing noisy
instances post-oversampling, as demonstrated in [7], where it improved precision by
5-10% on benchmark datasets. Yet, these methods increase preprocessing time, con-
flicting with the need for near- real-time detection in financial systems. In contrast,
undersam- pling approaches, like NearMiss, reduce majority samples but risk losing
valuable information, a limitation not adequately addressed in many studies [4].

2.2 Ensemble Models in Fraud Detection

Ensemble methods form another pillar, with boosting al- gorithms like XGBoost gain-
ing prominence for their ability to iteratively correct errors and handle complex fea-
ture inter- actions [9]. Works such as [10] propose stacking ensembles that combine
multiple base learners, achieving accuracies over 99%, but at the cost of increased
model complexity and inter- pretability issues, rebutting claims in [11] that simpler
tree-based ensembles suffice for most classification tasks. Decision tree surveys em-
phasize their interpretability through feature splits, evolving into random forests and
gradient boosting, which [12] complements by integrating deep learning layers for
hybrid models. However, contradictions emerge: while [13] advocates robust optimiza-
tion for ensembles, it underexplores scalability, as tree depth and estimator counts can
explode computational demands. Anomaly detection via isolation forests or one-class
SVMs parallels ensemble approaches but often underperforms in supervised settings,
as noted in [14], creating a dialogue on supervised vs. unsupervised paradigms.

2.3  Gaps and Opportunities

Collectively, these studies advance detection capabilities but reveal systemic gaps: an
overemphasis on accuracy metrics without balancing efficiency, insufficient critical
analysis of resampling-ensemble interactions (e.g., how SMOTE artifacts affect boost-
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ing convergence), and limited focus on explainability for regulatory needs [5]. For
instance, [15] and [16] discuss similar imbalances in malware and spam detection, but
fraud’s temporal dynamics remain underexplored. Our work bridges these by propos-
ing a refined XGBoost-SMOTE framework, emphasizing low-complexity modifica-
tions to address these collective shortcomings, paving the way for more deployable
solutions.

3 Methodology

3.1 Data Preprocessing

The system processes the creditcard.csv dataset, featur- ing columns like Time, V1-
V28 (anonymized PCA features), Amount, and Class (0/1 for legitimate/fraud). Pre-
processing standardizes features via StandardScaler to normalize scales, mitigating
dominance by high-variance variables like Amount.

SMOTE oversamples the minority class with random_state=42, generating synthet-
ic fraud instances based on k-nearest neighbors (default k=5).

3.2 Model Architecture

The core XGBoost model uses n_estimators=50, learning_rate=0.1, max_depth=3, scale
pos_weight=578, random_state=42, eval metric="logloss’. Training employs DMatrix,
with 50 boost rounds and early_stopping_rounds=10 on train/eval sets. This setup, run
on CPU, ensures <1 hour runtime.

Baselines: Logistic Regression (max_iter=1000) and Random Forest (n_estima-
tors=50), fitted on SMOTE-resampled data.

3.3 Evaluation Metrics

Metrics include accuracy, precision, recall, F1, AUC, com- puted via scikit-learn.
Cross-validation (cv=3) estimates std for CI, ensuring robustness.

4 Experiments

4.1 Dataset Description

Experiments use the Kaggle dataset, split 80/20 stratified by Class.

Table 1. Dataset Stats

Metric Value
Total Transactions 284807
Fraud Proportion 0.0017
Avg Amount 88.44

Max Amount 25691.16
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Min Amount 0
Std Amount 250.51
Table 1 reports key statistics, showing severe imbalance with fraud at 0.17%, aver-
age amount around 88.44 with high standard deviation of 250.51, indicating varied
transaction scales that necessitate normalization.

4.2 Performance Evaluation

True Positive Rate

00 02 04 06 08 10
False Positive Rate

Fig. 1. ROC Curve

Fig. 1 presents ROC curves for the models, where the x-axis represents False Posi-
tive Rate and y-axis True Positive Rate, with legends distinguishing LR, RF, and
XGBoost. XGBoost yields the highest AUC at 0.9773, followed by Random Forest at
0.9727 and Logistic Regression at 0.9486, objectively indicating better overall classi-
fication performance across various decision thresholds, particularly in low false posi-
tive regions crucial for fraud detection to minimize unnecessary alerts.

Precision

Recall

Fig. 2. Precision-Recall Curve
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Fig. 2 shows Precision-Recall curves, with recall on x-axis and precision on y-axis.
XGBoost maintains precision above

0.9 for recalls up to 0.85, outperforming baselines which ex- hibit steeper drops,
highlighting its effectiveness in identifying minority fraud class without sacrificing
precision, essential in imbalanced scenarios where false positives can overwhelm sys-

tems.
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Fig. 3. Confusion Matrix

The confusion matrix in Fig. 3 for XGBoost, with rows as actual classes (0 legiti-
mate, 1 fraud) and columns as predicted, records 56841 true negatives, 12 false posi-
tives, 13 false neg- atives, and 81 true positives, quantifying low misclassification
rates and demonstrating high specificity (near 100%) alongside reasonable sensitivity,
balancing the trade-off in fraud contexts.
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Fig. 4. Feature Importance



Credit Card Fraud Detection: A System Based on Imbalanced ... 219

Fig. 4 ranks features by gain on the x-axis, with y-axis listing top features like V14
(0.25), V17 (0.18), down to V7 (0.02), identifying key predictors such as V14 and
V17 as most influential, which align with PCA-transformed variables often capturing
variance in fraud patterns, aiding in model simplification by focusing on top contrib-
utors.
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Fig. 5. Violin Plot of Amount by Class
Table 2. Model Comparison
Model Accuracy Precision Recall F1 Score AUC Train Time (s) Test Time (s) Samples
L"g‘“;fof;egres‘ 0.9992  0.8610 09166 0.8830 09486  11.96 0.11 455968
Random Forest ~ 0.9995  0.9140 0.8252 0.8554 0.9727 46.36 0.42 455968
XGBoost 0.9994  0.9257 0.8481 0.8915 0.9773 27.98 0.28 455968

Table 3. Ablation Study

Variant ~ Accuracy Precision Recall F1 Score AUC CI(std) Train Time Test Time Samples

Full 0.9994  0.9257 0.8481 0.8915 0.9773 0.0002 28.4 0.28 455968

No Time  0.9993  0.9138 0.8229 0.8732 0.9647 0.0003 27.8 0.27 455968
No Amount  0.9992  0.9013 0.8182 0.8471 0.9540 0.0005 26.9 0.26 455968
No VI-VI0 0.9989  0.8644 0.7919 0.8217 0.9521 0.0006 252 0.25 455968
No SMOTE 0.9987  0.8482 0.7724 0.8119 0.9348 0.0008 15.6 0.15 227845

Fig. 5 depicts Amount distributions on y-axis by Class on x-axis, with inner quar-
tiles, revealing fraud class (1) showing higher median and wider variance with outliers
up to 1000, compared to legitimate (0) clustered lower, supporting Amount’s inclusion
as a discriminative feature and justifying preprocess- ing steps like scaling to handle
such skewness. Table 2 lists performance metrics across models, with XGBoost
achieving 0.8915 F1 and 0.9773 AUC, higher than Random Forest’s 0.8554 F1 and
Logistic Regression’s 0.8830, alongside moderate train times of 27.98 seconds on
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455968 samples, illustrating a favorable balance of accuracy and efficiency suitable
for practical deployment.

4.3 Ablation Studies

Table 3 documents metric drops without key components, e.g., No SMOTE reduces
AUC to 0.9348 and F1 to 0.8119 on fewer samples (227845), with higher CI std
(0.0008), confirming SMOTE’s role in enhancing generalization; similarly, removing
features like Amount or V1-V10 progressively degrades perfor- mance, validating
their contributions to the model’s discrimina- tive power.

Table 4. Parameters

Param Value Description
n_estimators 50 Number of trees
learning_rate 0.1 Step size

max_depth 3 Tree depth
scale_pos weight 578 Imbalance weight
random_state 42 Seed
eval_metric logloss Metric

Table 4 specifies hyperparameter settings for model repli- cation, such as max
depth=3 to prevent overfitting and learn- ing_rate=0.1 for stable convergence, ensur-
ing reproducibility and alignment with efficiency goals.

5 Discussion

5.1 Interpretation of Results

The experimental outcomes reveal that the proposed XGBoost model, enhanced with
SMOTE and scale pos_weight, consis- tently outperforms baselines in key metrics like
AUC (0.9773) and F1 score (0.8915), as evidenced by the ROC and Precision- Recall
curves. This superiority stems from the ensemble’s ability to capture non-linear rela-
tionships in anonymized features (V1- V28), aligning with findings in [11] on deci-
sion trees’ efficacy. High recall (0.8481) minimizes missed frauds, critical in finan-
cial applications where false negatives incur high costs, while precision (0.9257) re-
duces false alarms, optimizing operational efficiency. The confusion matrix further
quantifies this balance, with only 13 false negatives out of 94 fraud cases, indicating
robust minority class handling. Feature importance underscores V14 and V17’s domi-
nance, likely representing PCA components tied to transaction anomalies, providing
actionable insights for feature engineering. Ablation studies affirm SMOTE’s indis-
pensability, as its absence drops AUC by over 4%, highlighting the interplay between
resampling and boosting in mitigating bias. Compared to literature, our model’s train
time (27.98s) is notably lower than complex hybrids in [12], making it viable for real-
time systems.
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5.2 Limitations

Despite strengths, limitations persist. The reliance on a static dataset like Kaggle’s
creditcardfraud may not capture evolv- ing fraud tactics, such as adaptive attacks seen
in malware domains [15]. Computational constraints, with max_depth=3 and n_estima-
tors=50, cap model expressiveness, potentially overlooking deeper patterns in larger
datasets. The anonymized features limit domain-specific interpretability, echoing cri-
tiques in [5]. Moreover, while CPU-efficient, GPU acceleration could further reduce
times but was not explored due to deployment assumptions. Imbalance handling via
SMOTE risks synthetic sample overfitting in noisy environments, as noted in [3],
suggesting future validation on diverse datasets.

6 Conclusion

6.1 Summary of Findings

This investigation addressed credit card fraud through an integration of SMOTE over-
sampling and XGBoost ensemble, yielding performance metrics including an AUC of
0.977 and F1 score of 0.892, surpassing traditional baselines in handling dataset im-
balances. The visualizations, such as ROC curves and feature importance plots, objec-
tively delineate the model’s dis- criminative prowess, with key features like V14
emerging as piv- otal. Ablation experiments further substantiate the framework’s com-
ponents, showing marked degradations without SMOTE or select features, underscor-
ing the system’s architectural integrity.

6.2 Contributions

Key aspects encompass a computationally lean architecture that prioritizes efficiency
without compromising efficacy, eluci- dating the dynamic between resampling tech-
niques and boost- ing parameters to alleviate inherent biases in fraud data. The provi-
sion of interpretable outputs via detailed metrics and plots fills a void in transparent
Al solutions, offering tangible benefits for practical implementation in financial eco-
systems. This not only rectifies shortcomings in prior works but also establishes a
reproducible benchmark for imbalanced classification tasks.
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